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SUMMARY 

This research explores the underlying epistemic and moral norms of optimization in urban AI/ML 

models. Historically speaking, automated and quantified optimization in cities is nothing new when 

dealing with the complexities of modern society. But optimization is generally perceived as something 

instrumentally valuable rather than inherently valuable. A modern society focused  on progress and 

efficiency, contributed to a pragmatic appreciation of the objective, and the measurable. It provided a 

way of understanding and hence controlling the uncertainties of change. The self-evident effectiveness 

of quantification and automation that implicitly exists alongside AI/ML models is rarely challenged. 

Though, the underlying tensions of quantified effectiveness do demonstrate limitations of such 

methods. These tensions challenge longer-standing politics of objectivity and question the desirability 

of numerical reasoning in the public domains of society. 

  As ML/AI models are never perfect, they are only as optimal as possible. Assumptions lead to 

uncertainties that are unavoidable, as they are inherent to ML-modelling. Such uncertainties stem from 

all kinds of potential errors that each come with particular potential consequences. By accepting a 

particular AI/ML model, one also accepts these structural uncertainties, potential errors and the 

consequences of these errors. This is referred to as inductive risk, the risk of potentially being wrong 

based on inference. The optimal performance of an AI/ML system is then ultimately bounded by its 

‘fit’ with society. With that in mind, optimization-judgements thus concern the epistemic functioning 

of the model as well its non-epistemic consequences. AI-ML models are value-laden, as they 

intertwine judgements of the epistemic and ethical/social kind. These ethical-epistemic judgements are 

normative and coupled, as they link moral and epistemic judgements on ML-systems as knowledge-

producers in society.  

  Finding the right balance is a collective quest, since the inductive risks of quantified 

observations are prioritized and interpreted differently among stakeholders. Governmental processes 

are general unintentionally optimized towards certain average, normal, ideal forms of being and 

behaving. As such, they are generally optimized towards certain average, normal, ideal forms of being 

and behaving that lack diversity. AI/ML models risk reinforcing these effects, as the case-studies in 

this thesis demonstrate. Due to the underrepresentation of certain groups in considerations that relate 

to inductive risk, these groups indirectly risk a decreased quality of municipal-service. The social 

groups that are often in the margins of society, also find themselves in the margins of the ML-model’s 

as they are most often subjected to potential errors. It is therefore of important to include forms of 

public participation here, as this poses a threat to the moral and political legitimacy of our public 

decision-making process, where quantified decision-making processes limit opportunities for human 

participation and normative consent. 

  Going beyond a strict epistemic/non-epistemic value-distinction will provide new tools to 

discuss to status we give AI/ML models as knowledge producers in public decision-making processes. 
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This is important, since the rise of AI/ML-driven decision-making, seems to bear specific 

methodological characteristics that pose novel ethical-epistemic challenges. Explicitly acknowledging 

and addressing the value-ladeness of AI/ML models, can support city-governments in finding public 

governance modes of smartness in the city. The question becomes: What do governmental AI/ML 

models optimize for in cities and how is this value-laden? This thesis elaborates on an ethical-

epistemic framework that support cities in the bridging of the measured and the interpretable. It 

highlights ethical-epistemic coupledness as an opportunity to better understand how ML-models and 

their societal context interact and mutually shape each other. This should identify which aspects of 

ML-modelling are particularly value-laden in a societal context.   

  Based on the explorative literature study conducted in this thesis and the analysis of two case 

studies within the City of Amsterdam, it can be argued that the knowledge that is generated by 

governmental ML-models are in part socially constructed. This risks a rhetorical tendency when 

applied in society without further dialogue or interpretation. Models, like fables, cannot said to be 

straightforwardly true as descriptions of reality. They represent only parts of the world and their 

insights provide us with insights to interacting with that world. Their heuristics not only became a way 

of knowing the world, but also of dealing with the world. As such, AI/ML models leave the user with 

a responsibility to exercise human judgment in the applications of these heuristics. To do so, requires 

an interpretation concerning the model’s uncertainties in relation to its outcomes. The current thesis 

presents lines of thought that are novel concerning socio-technical reflections on optimization and 

ethical-epistemic coupledness in the context of ML modelling practices. It links AI/ML driven 

optimization to urban smartness in order to open up discussions that connect the political eligibility of 

AI/ML-modelling practices to new modes of public participation. 
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CHAPTER 1: INTRODUCTION 

1.1. AI/ML Models as part of public decision-making processes in city-governments 

The report ‘Automating Society’ highlights an increased deployment of AI/ML models in the public 

governance sector (Chiusi, 2020). Governmental institutions increasingly rely on AI/ML models to 

optimize societal processes in the name of the public good. This is similarly true local city-

governments. In the City of Amsterdam alone, algorithms are being implemented in the policy 

domains of education, public space, mobility, housing, healthcare, finance and environment (City of 

Amsterdam, 2020, p.14-18). They serve the public good by optimizing routes of garbage trucks, 

predict and distribute pedestrian and vehicle traffic intensity, uncovering illegal short-term rental units, 

accommodate preschool placement, match supply and demand for poverty reduction measures, predict 

air quality and monitor energy efficiency. AI/ML could even be seen as a public service in itself, 

bringing ‘public goodness and effectives’ to citizens (Floridi, 2020). At the same time, technological 

change might disrupt existing modes of living and interacting in unintended ways. The societal 

benefits and risks of AI/ML models have to be balanced delicately. Worldwide, city-governments 

begin to acknowledge the importance of such a delicate balance. From a local government perspective, 

technological change in society is highly political, since particular value-laden considerations guide 

the direction of this change. Therefore, such socio-technical practices should not be understood as 

neutral. Though, AI/ML models are often portrayed as objective knowledge-producers with neutral 

outputs based on empirical evidence. An important reason why the smart city, as data-driven 

optimization ideal, has become such a popular concept is because it is presented as a value-neutral, 

objective, rational, and evidence-based concept (Schuilenburg & Pali, 2020). However, the many 

moves and countermoves by city-governors throughout history to measure, plan and model the city 

have always received critiques that relate to the unquantifiable organic, messy, complex and social 

nature of the city. First, Measuring the city does not necessarily equal understanding the city. This 

raises specific questions of the epistemic kind. Second, automating urban governmental decision-

making practices does not necessarily lead to the most optimal results. Third, societal consequences 

brought about by AI/ML models are not necessarily deemed most justifiable. These judgements are 

political, social and ethical. In this thesis I shall argue that the use of AI/ML models in urban contexts 

emphases the increased coupledness of the social and the technical. The ‘optimal performance’ of an 

AI/ML model is ultimately bounded by its ‘fit’ with society. The epistemic-ethical norms that underlie 

their knowledge-production require justification and accountability via the inclusion of those effected. 

1.2. Smartness vs. Cityness  

  As part of ‘smartness’ in cities, city-governmental processes are digitized via methods of 

automated decision-making that should not be seen as neutral interventions nor as something that 

merely affects the means through which decisions are made (Widlak et al., 2020, p.67). Cities are 
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complex ecosystems to investigate, with dynamic, interconnected and independent relationships 

between centralized and decentralized interactions. Quantified measurements serve to gain insights 

and grip on such processes. In line with this desire, the technological development of computers and 

automobiles in the 1950s boosted a rational approach on urban planning (Johnson, 2020, p.432). 

Planners were eager to build the perfect predictive model, conceiving the city as a system to be 

optimized. Supported by techniques that stem from sciences and applying them in a social context, 

attempts were made to create mathematical and statistical models that guide urban decision-making. 

However, the rationalist approach to the city is based on a category error (Jacobs, 1961). Cities are 

best understood as systems of organized complexity and should not be grasped in deterministic laws of 

classical physics. They are complex assemblages of competing interests and conceptions of the 

common good (Friedmann, 1971, p. 317). The narrow imaginary space that quantification and 

automation allows for in terms of understanding and governing the city has been criticized by many. 

Some quote Mumford (1961, p. 547) who writes, ‘the city itself provides a vivid theater for the 

spontaneous encounters, challenges and embraces of life.’ Mumford warned of the ‘white plague’ of 

paper in the 20th century governing of cities. He suggested that if people wanted to overturn the stifling 

top-down modes of municipal government that prevailed in Western cities, they would have to burn 

the documents (Peters, 2020, p. 743). Bringing to life the ‘invisible city’ was the only solution to 

overcome such a plague. The invisible city entailed ‘those invisible rays and emanations, responding 

to stimuli and forces below the threshold of ordinary observation’ (Mumford, 1961, p.563). The 

invisible in the city, is what really builds the city. This ‘cityness’ is constituted by the connections and 

moments of citizens – the art, events, culture – that city residents provide (Sassen, 2005, 2011).  

  However, this organic, people-centered and complex notion of urban life makes the 

application of modern technology more difficult (Sassen, 2016). Technologies such as AI/M-models, 

generally provide generic solutions that are hard to urbanize. Therefore, it takes conscious effort to 

design authenticity into these technologies as well as the behaviors and experiences they facilitate 

(Wittingslow, 2021). In less than two decades, the smart city has become a narrative that promises to 

improve city-wide efficiency, decision-making, and liveability (Ersoy, 2017; Kitchin, 2015). For city 

governments, data-driven optimization serves increased understanding of the city and the capability to 

intervene, manage, reconfigure and reconstruct the cities of the 21st century. As more and more people 

move to cities to find economical and creative opportunities, the pressure rises on local housing, 

infrastructure, mobility, natural parks, sustainability, environmental concerns and overall liveability. A 

claim of objectivity then becomes useful for developers and policymakers to guarantee that societal 

decisions are based on what appear to be rational findings. Therefore, these decision are based on data 

and algorithms that support such social decision-making processes (Gillespie, 2013; Kitchin, 2014). 

This could be understood as a very particular process of knowledge-production and decision-making 

that raises new questions concerning their specific underlying epistemic and moral justifications. 
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1.3. Optimization in design and outcome 

To perceive optimization as an end in itself proves difficult. People rather speak of 

optimization for something. Optimization is generally perceived as something instrumentally valuable 

rather than inherently valuable. This means optimization is not valuable in itself, but rather is valued 

for what it brings about. It is in this sense that engineers share an overall perspective on design as an 

exercise in optimization (Franssen, Lokhorst, van de Poel 2018). Even though optimization is a value-

orientated notion, it is not itself perceived as a value driving model-design. The functional 

requirements for most design-problems do not explicitly prescribe what should be optimized. Most 

solutions only come with a set of minimal functional requirements. However, moral requirements also 

need to be considered as these designs are implemented in real-world contexts that bear social, ethical 

and political dimensions. As such, modelers face a multi-criteria decision problem. The various 

requirements each come with their own operationalization in terms of parameters and procedures for 

assessing their performance.  The task is to come up with a final score in which all these results are 

‘adequately’ represented, such that the option that scores best can be considered as the optimal 

solution for a problem. First, urban AI/ML models optimize the efficiency of specific governmental 

processes. Second, they are believed to optimize increased liveability in general. Third, they should 

uphold the ‘good’ in a society. This inevitable leads to trade-offs, since a relative bad performance on 

one criterion can be balanced by a relatively good performance on another. The multi-criteria decision-

problem is structurally similar to the problem of social choice and the impossibility theorem, which 

implies that no general rational solution method exists for this problem (Franssen, 2005). This poses 

serious problems for the claims of AI/ML models as optimal solutions, since this theorem implies that 

in most multi-criteria problems the notion of ‘optimal’ cannot rigorously be defined (Arrow, 1950; 

Dym et al., 2002).  

   With this realization, the concept of optimization remains somewhat vague and difficult to 

describe or operationalize. What justifies moral and epistemic normative judgements concerning the 

optimal performance of  AI/ML models requires continuous judgements on tradeoffs (Basu, 2020; 

Dobbe et al., 2020; Wong, 2020). More specifically, AI/ML models should constitute an optimal 

balance among all optimization-goals. What is optimal has functional, epistemic and moral 

dimensions. This included optimal performance of its design, the understanding it generates as well as 

its possible desirable and undesirable consequences. These optimization-goals are value-laden, since 

they cannot all be served equally in terms of mathematical performance, empirical representation and 

societal consequences. In addition, what is mathematically and epistemically optimal, might not 

always be normatively defensible in moral, social and political terms. In the light of bringing forward 

a ‘good society’, an optimal model should ultimately uphold the good, optimizing the good for society 

(Brey, 2018). Such considerations concerning the prioritization of epistemic, ethical, social, political 

and moral values are still very much conceptualized as a technical decision, rather than a political 
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decision. Political philosophers and scientists have argued that in order to justify these judgements, 

those affected by the model need to be included (Wong, 2020, p.66). In this case, the legitimacy of 

epistemic and moral normative judgements within urban AI/ML models would depend upon 

judgements made by public deliberation (Binns, 2018; Daniels & Sabin, 2008). With a very specific 

focus on AI/ML models as knowledge producing entities, the dynamics of how knowledge is 

generated becomes prevalent, as well as what this means for the status that we give such systems in 

the governance of our cities. Citizen-engagement is at the heart of such judgements, since a bottom-up 

approach is the most effective way to ensure that a smart city works and is used by its citizens (Mark 

& Anya, 2019).  

1.4. Ethical-epistemic coupledness in urban AI/ML model-practices 

  It should be noted that the bridging concept of ethical-epistemic coupledness used in this 

research, shares similarities with other techno-scientific contexts that equally involve coupling of a 

sort; between descriptive and evaluative, between facts and values, and between different philosophies 

(Norton, 2005; Stalnaker, 2009; Valles et al., 2019; Värynen, 2016). The values that are embedded in 

these bridging concepts should be managed, but with what ideals, remains a challenge (Alexandrova, 

2014). As such, the current research could advance discussions of inductive risk and value-ladeness in 

AI/ML models as knowledge-producing tools in science and society (Biddle, 2020a; Diekmann & 

Peterson, 2013; Douglas, 2000a; Karaca, 2021; Resnik, 2014; Winsberg, 2012). Furthermore, it could 

advance thinking on imaginary urban futures from the perspective of Philosophy of Technology and 

the City, as well as on the political implications of datafied optimization in smart cities by providing 

conceptual and practical insight into how AI/ML models interact with cities and city life (Nagenborg 

et al., 2021; Cammers-Goodwin, 2021; Simon, 2021). 

  First and foremost, the current research aims to challenge the politics of numerical objectivity 

in city-context by examining the underlying justifications of optimization in AI/ML modeling by 

answering the following research question and sub-questions; 

RQ: What do governmental AI/ML models optimize for in cities and how is this value-laden? This 

research question should overcome the separateness between mathematical performance evaluation of 

AI/ML models and moral judgement of their potential consequences. It helps us understand 

optimization as a by-design as well as output-oriented process that provides accountability for the 

continuous value-judgements that are part of this process.  

Q1: What does quantified and automated optimization bring to society? Q1 provides understanding in 

the underlying motivations for the use of quantification methods across society as well as in the 

underlying reasons for the assumed effectiveness of these methods.   

Q2: Which uncertainty aspects of ML-optimization procedures are value-laden? Q2 generates insight 

into which aspects of ML modelling are particularly value-laden during construction and use and need 

justification.  
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Q3: How do ethical-epistemic value-judgements navigate model-practices within city-governments? 

Q3 answers which ethical and epistemic norms are perceived as optimally balancing the technical and 

societal performance of a model by governmental officials in practice. 

  These questions are answered in four chapters that all focus on the interconnectedness of the 

epistemic (= knowledge producing, mathematical, technical) and the non-epistemic (=ethical, social, 

political, moral) aspects of AI/ML modelling.  

  In Chapter 2 the lens of Science and Technology studies is used to outline the role and 

development of the statistical mind in society. AI/ML models are instrumentally effective when 

dealing with a complex modern society. However, critics have challenged the politics of objectivity by 

referring to AI/ML models as socially constructed. This chapter adds to a shift in thinking about 

statistical models as socio-technical entities that are political rather than rationally objective.  

  In  Chapter 3 a Philosophy of Science framework makes the role of epistemic and non-

epistemic values in AI/ML modelling explicit. Values directly influence the purpose, methodology and 

consequences of model-practices. Values indirectly influence the acceptance of inductive risks that 

AI/ML models bring about. Uncertainties based on model-assumptions and data might lead to 

potential errors with societal consequences that are perceived as unacceptable. This chapter adds to 

Philosophy of Science by adding the concept of coupledness in epistemic and ethical value-ladeness. 

After building the theoretical foundations, the second part of the thesis will explore the empirical 

implications of ethical-epistemic coupledness in AI/ML model-practices. 

  In Chapter 4 the ethical-epistemic framework for analysis is outlined, in order to explain the 

research design of the current study as well as the methodological choices that were made in the 

analysis of two case studies from within the City of Amsterdam. Relevant matters concerning the 

chosen methodology, case study selection and interview-protocols are discussed. 

  In Chapter 5 two case studies demonstrate the coupledness of ethical-epistemic value-

judgements in urban model-practices. This implies that the epistemic optimization practices of ML 

models is not purely epistemic, rather, it is inherently political due to the non-epistemic, moral 

judgements in all corners and cracks. This chapter provides empirical support for the claim that 

epistemic and moral judgements are coupled, normative and require explicit justification. This results 

in guiding principles for practioners.  

  The final Chapters 6 and 7 function as discussion as conclusion. In the conclusion an answer 

is provided to the research question: What do governmental AI/ML models optimize for in cities and 

how is this value-laden? In the foregoing chapter, the implications of AI/ML models as bridging socio-

technical knowledge-producers are explored in a political and cultural setting. It is argued that the 

ethical-epistemic practices of modelling require reasonable modes of public engagement in order to 

justify the epistemic and moral normative judgements that underlay urban AI/ML models based 

optimization by city-governments.   
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CHAPTER TWO: QUANTIFIED OPTIMIZATION IN SOCIETY 

2.1. Introduction  

Modern society has reserved a central role for numbers in order to know the world and to deal with the 

issues that arise in it. From statistical methods, to computational and machine learning methods, the 

goal has always been to reduce uncertainties in a complex society. The numerical mindset seemed to 

‘naturally’ align with the needs of a rising modern and bureaucratic system that valued as well as 

demanded centrality, standardization and objectivity in all domains of society. With numerical 

reasoning moving out of science and into societal domains, the representation of social phenomena 

produces ways of understanding that can be partially socially constructed. They could be understood 

as an effort to bridge the empirical and the rational, the explainable and the interpretable and the 

observable and the intuitive. There will always be some aspects of real-world phenomena that are not 

covered by the model. Models enhance understanding of these phenomena with a particular goal in 

mind. What is deemed objective is already political, from such a perspective. This chapter seeks to 

answer the question: What does quantified optimization bring to society? 

2.2. Uncertainties and complexity in modern society  

  In the various sciences as well as in society, statistical and probabilistic thinking has been 

ominous since early modern history of the Western world. Modern thinking valued sources of intellect 

linked to reason, logic and evidence. A modern society focused  on progress and efficiency, 

contributed to a pragmatic appreciation of the measurable and controllable. This line of thinking was 

based on two different concepts that had in common that they provided a way of understanding and 

hence controlling the uncertainties of change (Porter, 1990, p.5), First, the mathematical probability-

thinking arose in the 1700s from the legal valuation of evidence. The likelihood of something 

happening would be determined with the use of mathematics and logic. This line of thinking was 

combined with the emergence of mathematical statistics that gained popularity in the 1800s, referring 

to the collection, analysis and interpretation of all sorts of numerical data. Both concepts supported an 

understanding that aligned with the scientific valuation of evidence at that time. Before, the goal was 

to generate knowledge in good accord with a stable reality. Such a view had become contested. The 

complexity of real-world phenomena could not be understood by deductive methods alone. An 

empirical and evidence-based approach grounded in measurement and observation proved more 

valuable than abstract theoretical beliefs. The origin of the statistical mind should be understood in this 

temporal context, since it emphasizes an enthusiasm towards the systematic collection and processing 

of observations of a knowable world.  

  In line with the rise of social rationalism in science, statistics began as the application of 

numerical reasoning to the problems of society (Porter, 1990, p.5). The statistical, inductive and 

empirical mindset of in society at that time, was accompanied by ‘working numbers’ in the politics of 
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a strongly expanding and modernizing society (Stamhuis, 2019, p. 60-61). The involved politicians 

and officials in 19th century governments had been introduced into statistical thinking in academia. 

This numerical approach towards problem-solving and uncertainty made measurement the foundation 

for observation and assessment of phenomena in society. Especially, since the modern democratic 

political system created a demand for statistical data (Stamhuis, 2019, p.60). Government officials and 

the public alike wanted to have insight into the interventions of government in society, which was 

increasingly carried out by an expanding civil service. Statistics not only became a way of knowing 

the world, but also of dealing with the world. Next to governments, business equally welcomed 

statistics into their work during the 1800s. Statistical modelling was used in financial markets to 

analyze data about the past, with a desire to also to find a way to investigate the future (Friedman, 

2014, p.37). Successful businessmen were expected to act upon facts and figures rather than 

guesswork. This paved the way for other technical innovations that enabled the detection of patterns, 

categorizations and predictions, useful in all kinds of decision-making processes throughout society. 

2.3. From statistics, to automation to machine learning 

  The rapid and continuous modernization of society has led to a persuasive influence of 

numbers in all domains of government, industry and science ever since and has not seized since then. 

In the late 20th century, applied mathematical statistics partly developed into the field of computational 

data-analysis (Jones, 2018). Statistical tools for the analysis of data, dubbed data-science, emerged 

from subfields within applied statistics, artificial intelligence, and database management. All such 

modes of inquiry are and have been appreciated because of their ‘unreasonable effectiveness’ (Halevy 

et al., 2009; Wigner, 1960). These methods apply mathematical concepts that generate unexpected 

connections which give an unexpectedly close and accurate description of the phenomena in these 

connections. At the same time, it cannot be judged whether the mathematical and conceptual 

formulation behind particular connections is appropriate. As such, we do not fully understand the 

reasons behind their usefulness, but embrace their usefulness when facing complexity. Leaving strict 

academic requirements behind, automated ensemble methods became pragmatic solutions for 

quantifiable problems in society (Jones, 2018, p. 674). With inquiries that concern practical problems 

and complex real-world data-sets to work with, automated data-processing provided useful predictions 

and explanations. Preferably, such analyses lead to conclusions concerning inquiries of the particular. 

The appliance of computing in statistical modelling grew out of a pragmatic need to make inquiries 

about specific problems in the world, which improved decisions on how to act in it. As a result, 

statistical modeling is primarily used to reach conclusions based on data. Practitioners of applied 

statistics now share a focus on the instrumentalist utility of data-analysis rather than a culture of 

interpretation and true scientific-discovery (Breiman, 2001; Jones, 2018). The interpretive mindset 

assumes a stochastic random distribution that can be statistically analyzed but not deterministically 

predicted. The instrumentalist mindset treats the underlying data relations as unknown, but identifiable 



12 
 

by algorithmic models.  Both indicate a different mindset and require a different set of statistical tools.  

  The automation of particular statistical tools is nowadays combined with the rise of a huge 

amount of ubiquitous real-world data, referred to as big data. This development has led to a specific 

branch of automated statistical modelling, referred to as machine learning. Attention should be drawn 

to what each of these methods have in common: numbers, that stem from measurement and 

observation activities to accommodate data-collection. This data is analyzed in order provide insights, 

predictions and conclusion about certain phenomena under investigation. The differences between 

statistics, computing and machine learning primarily stem from the questions they seek to answer 

(Mitchell, 2006, p.1-2). Statistics seeks to answer what can be inferred from data plus a set of 

modeling assumptions and with what reliability. Computing seeks to answer how can we build 

machines that solve problems, and which problems are inherently tractable. Machine learning (ML) is 

a natural result of an intersection between the two fields. This method seeks to answer how to build 

systems that automatically improve with experience, and what are the fundamental laws that govern all 

learning processes. Going beyond merely producing conclusions inferred from data, ML combines 

multiple learning subtasks and methods to capture, store, index, retrieve and merge data most 

effectively. In addition, where automated algorithms are manually programmed to reconstruct input-

output relations, ML methods learn from data without being programmed explicitly step-by-step. This 

learning means that the ML model automatically improves from experience and finds relations 

between input and output independently. It is this self-learning characteristic that links the field of 

machine learning to comparisons of human cognition.  

2.4. Tensions of the numerical mind 

  Arguments for and against an inductive, evidence-based and statistical approach for 

knowledge-production and decision-making have a long tradition in science and society. The 

automated, quantified and probability thinking that found its way into the modern mindset trough 

numbers gave rise to lively debates, challenging the politics of objectivity and the desirability of 

numerical reasoning in the social sciences and in society. Such tensions have been prevalent ever 

since. The self-evident effectiveness of quantification and automation is rarely challenged. However, 

the underlying tensions of this effectiveness do demonstrate limitations of such methods.  

 

Empirical vs Rational  

  A long-standing tension between reason and empiricism has been prevalent in the practice of 

statistical knowledge-discovery. The scientific method is ideally based upon inductive reasoning and 

careful observation of worldly events.  The base of understanding here comes from demonstrable 

evidence rather than abstract theories or beliefs. Empirical experience and observational evidence lead 

to generalizations that are applicable in other contexts. In the practice of statistical modelling, these 

approaches are combined through the formulation of assumptions and the verification of findings 
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based on data. Statistics took on a methodological role as analysis of inductive inference in the process 

of knowledge-production. Both inductive logic and statistics are calculi to get from the given data to 

propositions or results that transcend the data (Romeijn, 2011, p.625). Work in statistics has been 

crucial for understanding how theories can be tested empirically (Nodelman et al., 2002). As such, 

statistical models became a way to verify truths and mediate between theory, evidence and real-world 

phenomena (Giere, 2004). It is therefore worth questioning what aspects of reality they represent 

(Frigg & Nguyen, 2017; Giere, 2004; Knuuttila, n.d.; Morrison & Morgan, 2010; Williamson, 

2009).The model’s representation of real-world phenomena are based on these two ingredients; data 

and assumptions.  Rather than having a clean cut between what is theory and empirical evidence, the 

two are pragmatically interconnected when formulating assumptions to verify claims. Models would 

bridge them, since assumptions and hypothesis are informed by theory, while data as imperial 

evidence specifies the assumptions that a model assumes. The ability to create such constructions arise 

from the role that language and mathematics play as symbolic artifacts. These linguistic and symbolic 

entities constitute the model, its assumptions and even the data. Empirically, there is no basis for 

preferring one set of assumptions over the other (Giere, 2004, p. 751). The modeler does the 

representing by choosing which principles to include. In addition, data do not directly represent 

phenomena in the world, therefore their informational content is not fixed but rather context-

dependent. (Harris, 2003; McAllister, 1997; Jim Woodward, 1989). Statistical models and 

computational data alike, require idealizations, simplifications of real-world relations and phenomena. 

This makes the representational qualities of statistical models symbolic, abstract and meta-physical. 

 

Explaining vs Interpreting 

 The nineteenth-century science of statistics aimed primarily to describe the laws governing a 

social collective, reflecting rather new views about how order was to be imposed on political, social, 

and economic life (Porter, 1990, p.50). In this light, new techniques were needed that could work with 

the computational limits of the time, as to apply statistical methods to dirty, real-world data sets 

(Nagy, 1968, p.836). This required manipulations that make public issues amenable as orderly 

solutions for inquiry. Pattern recognition could facilitate in this need. It enabled techniques to 

discriminate among objects, to estimate parameters for known distributions, and to discern probability 

distributions when their underlying form cannot be assumed (Nilsson, 2011, p. 105-109). Preferably, 

the conclusions that were derived from such analyses concerned inquiries of the particular. Automated 

heuristics could support all sorts decision-making processes, fueled by an endless stream of 

information available. At the same time, these heuristics emphasize the need for quantifiable patterns 

as programmable and repetitive computational instructions. Analyzing data should contribute to 

statistical objectivity, where patterns and outliers may generate insights that can be applied to future 

cases. This type of probability thinking gives the mathematical basis for learning and the perception of 

patterns.  
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  Something that has been contested by philosophers of science who contest the notion of 

universality and state that discovery should be seen as a heterogeneous and local practice (Feyerabend, 

1962; Kuhn, 1962). Scientific models provide local truths concerning very restricted domains 

(Symons, 2008, p.484). This requires local embeddedness and interpretations with specific meanings. 

Models, like fables, cannot said to be straightforwardly true as descriptions of reality but are rather to 

be judged by their helpfulness in supplying a heuristic for interacting with that reality (Cartwright & 

Le Poidevin, 1991. p. 57-65). Real-world complex systems are more than the sum of their parts, as a 

consequence any model of their structure is necessarily incomplete and partial (Batty & Torrens, 2005, 

p. 757). When isolating particular heuristics about real-world factors, the results of a computational 

model leave the user with a responsibility to exercise human judgment in the applications of these 

heuristics. To do so, requires an interpretation concerning the model’s heuristics in relation to its 

outcome. Fundamentally, interpretation is something that one does to an explanation to make it more 

understandable (Benjamin & Müller-Birn, 2019; Erasmus et al., 2020). This requires investigators to 

go beyond analytic deconstruction of particular patterns, but to translate the explanations given by the 

model to a locally and contextually relevant outcome.  

 

Machine learning: Observable vs Intuitive 

  AI/ML Models are promoted to successfully mimic human decision-making in their 

applications and ultimately improve them. The concept of bounded rationality suggests that 

individuals will make suboptimal choices and predictions under uncertainty  (Simon, 1991). While 

human-makers primarily seek a satisfactory rather than an optimal solution, AI/ML models will not 

take the easy path, but instead can consider all of the alternatives provided them (Meyer et al., 2020). 

Automated information processing is believed to be more objective, concise, extensive and less biased. 

Contrasting this view it could be argued that internal cognition and external cognitions of human 

thinking are not so easy separable as suggested (Dick, 2015, p. 625). AI/ML Models are restricted to 

those aspects of the world that are in some sense observable, and in this case measurable and datafied 

(van Fraassen, 1980). This social quantification risks subduing the irrational, the unknown and 

inexplicable (Porter, 1993, p.98). Decision-making is presumed to be a fully rational process resulting 

in an optimum. But importantly, Human agents are also believers, knowers, and inquirers (Dandelet, 

2021, p.509). Our desires include desires to know and to learn, to ask certain questions and not others, 

and to be taken seriously as givers and receivers of information. These functions are all part of our 

reasoning process and for good reasons. Human cognition does not equal an if, then reasoning that can 

be externalized and analytically reconstructed. In addition, human cognition is capable of 

understanding ambiguity, something that AI/ML models subvert into binary, numerical either/or 

classifications (Birhane, 2021, p.45). They are tools that sort, categorize, and classify the world and 

thereby impose order to the fluid, messy, and unpredictable nature of human thinking. Ultimately, ML 
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practices require dimensionality reduction to safeguard accuracy standards in calculation. The massive 

amount of data available combined with self-learning models, may constitute qualitatively different 

kinds of knowledge-making practices, since these practices are characterized particularly by types of 

human-computer interaction (Stevens, 2017). For ML models, the goal is to independently learn from 

experience and automatically improve (Mitchell, 2006). However, the fundamental laws that govern 

human learning, are more vivid and messy than is often portrayed. Yet, bounded rationality made its 

way into modeling via continued work on AI that characterizes similarities in cognition, reasoning, 

and rationality in human and machine. 

2.5. Rhetorical authority of numbers in governance 

  As becomes clear, numbers have played an important role in knowledge-production and 

decision-making processes in society during all of modernity. Similarly, government officials turned 

to automated forms of statistical modelling to boost efficiency and address the multitude of societal 

challenges that have to be solved effectively. Since bureaucratic organizations already work rule-

based, these techniques naturally align with the existing way of working. AI/ML techniques such as 

data mining, clustering, classification, pattern recognition and prediction to automate or inform 

processes in modern public governments (Wirtz et al., 2019, p. 600). This brings about a particular 

kind of governance system, that is organized and structured on the basis of algorithmic systems which 

codify legal, organizational as well as professionals rules (Lorenz et al., 2020, p.74). This has social 

and political consequences. AI/ML models that are a part of public decision-making processes, 

promote specific forms of authoritive ‘governmentality’ (Foucault, 1997, p.67). This concept links 

governing and modes of thought, emphasizing that it is not possible to study the technologies of power 

without the political rationality underpinning them (Lemke, 2002, p.50). Governmentality refers to 

administrative government but also to rationality as a form of thinking that strives to be systematic and 

clear about how things are or ought to be. Governments ultimately have a final authority regarding the 

public issues in dispute. Everything  and  everyone  is  ultimately  subject  to their mode of 

measurement, uniformity and standardization. Seen through this concept, numerical schemes are 

convenient for governments when ‘managing’ society, since they make it easier to tax, control and 

compare. Governance of society is laid out according to a simple, repetitive logic that makes it easier 

to administer and to police (Scott, 1999, p. 105).  

  Urbanism encourages such tendencies on a localized level, as a ‘form of life’ that is to be 

governed, a desire to shape human life in a particular way. Politically, urbanism homogenizes as much 

as it liberates, since it requires a certain way of being (Magnusson, 2013, p. 23). AI/ML models feed 

into this tendency, since generic processes and a homogenous population works best for such systems. 

As a result, they indirectly differentiate among groups by ways of patterning and clustering (Barocas 

& Selbst, 2018; Borgesius, 2018). Governmental processes are general unintentionally optimized 

towards certain average, normal, ideal forms of being and behaving. Governmental processes are 
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generally optimized towards certain average, normal, ideal forms of being and behaving that lack 

diversity. It’s always the same and unique cases that don’t fit and the marginalized and 

underrepresented groups that fall in the margins (Sage Cammers-Goodwin, 2021).  

  When moving from analog statistical methods to AI/ML methods, the rhetorical tendency of 

such automated processes increases (Johnson, 2020). Analyzing the city via code leads to social 

phenomena being translated into numbers, which implicitly demands ways of life that can be 

measured and modelled. Models as highly abstract symbolic representations of reality provide 

explanations on only one level of reality. All alternative and experienced realities drop out of view. 

City-actions based on any model require judgments about what the observed or projected  phenomena 

mean for the life of the city as a whole (Johnson, 2020, p. 430). These judgments do not proceed 

autonomously from the model’s data, they are human interpretations of its meaning. Without such 

judgements at the core of its inner workings, a rhetorical modus of data-driven  governance is being 

deployed. Quantified and computed knowledge brings a narrow and homogeneous understanding of a 

city that particularly serves the governance of cities. Theories and techniques related to the city are in 

constant need of being referred back to the lived human context from which they arise, a context that 

is fundamentally shaped by the ordinary plans and activities of individuals (Jacobs, 1961, p. 25). What 

ultimately makes cities unpredictable, this account suggests, is not just cities’ complexity analytical 

problems but their political and creative characters as products of human freedom (Johnson, 2020, 

p.442). This asks for a deeper understanding on the legitimacy of governmental modelling practices, 

which will be discussed in terms of the epistemic and moral norms we hold for public AI/ML models 

throughout next chapters. 

2.6. Conclusion 

  Automated quantification was welcomed into modern society because of its pragmatic 

effectiveness when dealing with complexity and uncertainty. It provided useful results, reduced 

computational costs and was time-effective. It could significantly optimize decision-making processes 

and was able to create order in large and complex real-world data-sets. Predictions based on inference 

proved useful with the growing availability of data in the real-world.  

 Today, tensions are still prevalent between the measurable and the interpretable in multiple 

ways, as the information age increasingly continued to embrace everyday life. While AI/ML 

techniques prove to be a highly efficient way of dealing with increasing amounts of information, they 

challenge the politics of objectivity. Posing that any such statistical observations are objective is 

political in itself. The development of statistical mathematics, too, cannot be understood without 

taking into account the social and ethical aspirations of the statists who studied it (Porter, 1990, p.50). 

  If these AI/ML models, their assumptions and their empirical data should not be understood as 

neutral, then they are value-laden. This not only raises the question what kind of knowledge base we're 

giving these tools, but also what kind of are values programmed into them. This means considering 
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their epistemic as well as ethical dimensions. Model practices consist of many actions and choices that 

may result from non-obvious human judgments. This has consequences for the legitimacy of such 

methods and their norms when used in the societal context of city-governments.  

CHAPTER  THREE: VALUE-LADENESS OF ML MODELLING 

3.1. Introduction 

  At its core, ML uses the theory of statistics when building mathematical models, because the 

core task is making inference from a sample (Baştanlar & Ozuysal, 2014, p.3). It is for this reason that 

ML, as a form of algorithmic data modelling, can be perceived as a value-laden model-based activity 

(Karaca, 2021, p.1-2). What serves as sufficiently optimal in terms of performance of the model can be 

determined on epistemic as well as non-epistemic grounds. Not all epistemic goals can be served 

equally with a mathematical optimization procedure. Moreover, whether or not to accept a model, 

always portrays inductive risks. Which uncertainties are acceptable in AI/ML models and which 

consequences they might have, is based on human-made decisions. These decisions are based on 

underlying epistemic and non-epistemic considerations concerning what is acceptable.  An optimal 

balance concerning model-performance requires a mode of parametrization that is both 

computationally tractable and normatively defensible in its consequences (Dobbe et al., 2020, p.30). 

The goal of this chapter is to better understand where value-ladeneness stems from, leading to the 

question: Which aspects of ML-optimization procedures are value-laden?  

3.2. Epistemic and non-epistemic values  

  As we come to understand, modelling is about securing an optimal balance in the performance 

of a model. This need for balance stems from the realization that not all epistemic and societal goals 

can be served equally. With ML models moving from science into society, the goal is not merely 

understanding, it is understanding with the goal to intervene. It has already been argued that both 

epistemic and societal aspects of such ML-optimization are not objective. Finding balance constitutes 

a continuous decision-making among stakeholders on what’s most important and such decisions are 

made based on values. Scientists and modelers alike could be expected to take social values into 

account based on three different grounds during their process of knowledge-discovery (Elliott, 2011, 

p.55). First, on epistemic uncertainty-grounds, because the available information is uncertain or 

incomplete. Second, on ethical social-impact grounds, because methodological choices impact society 

in every case under consideration. Finally, because it’s simply impossible in any judgement not to 

consider values. It’s impossible to give value-free information to policy-makers and let them deal with 

the social or ethical issues. As such, we are forced to move beyond the value-free ideal of neutral 

knowledge production when engaging in model-practices. What constitutes objectivity, according to 

the traditional value-free ideal of knowledge discovery, is the active exclusion of social and ethical 

values from the inferential aspects of science. Only epistemic values should be allowed in, when 
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making inferences about which theories to accept (Douglas, 2016, p.3). Current debates in the 

philosophy of science do allow for the inclusion of social values in the scientific ideals of knowledge 

production when they externally and directly influence methodological choices (Longino, 1990). 

  Rudner  (1953) McMulllin (1982) and Douglas (2000) deepened the discussion on values in 

science by explicitly differentiating epistemic and non-epistemic values. Epistemic values concern 

everything we have reason to believe will, if pursued, help toward the attainment of knowledge. 

(McMullin, 1982, p. 18). This may concern values of simplicity, consistently, scope, and fruitfulness 

(Kuhn, 1977). In ML modelling, intentions to increase predictive power, reliability and accuracy, 

would also fall under epistemic values. All other values are non-epistemic. This concerns  everything 

ethical, political, social and normative. Examples would be safety, fairness, non-discrimination and 

well-being.  Epistemically, one can determine which model-features manifest the most optimal 

mathematical performance towards knowledge-production. Non-epistemically, what is sufficiently 

optimal, is defined on ethical, political and social grounds and would limit the occurrence of 

undesirable model-outcomes. In societal and governmental contexts of model-construction and use, 

the values that guide intentions of optimization should be considered as highly non-epistemic. When 

models are developed with non-epistemic purposes in mind, non-epistemic values inevitably partly 

determine whether a model ought to be accepted or rejected (Diekmann & Peterson, 2013, p.6). They 

influence the choice of models, the choice of represented properties, the thresholds used and they 

counterbalance the influence of epistemic values. 

3.3. Inductive Risk 

  Epistemic and non-epistemic values effect the process of model-construction while 

maximizing its performance (Douglas, 2000, p. 566). In classification tasks, all classification classes 

are usually marked as positive and negative. True positives and negatives are correct outcomes. False 

positives and negatives are incorrect outcomes. A false positive is an error that incorrectly indicates 

the presence of a condition such as potential fraud when someone is not fraudulent. A false positive 

indicates the opposite, here the result incorrectly fails to indicate the presence of a fraud when it is 

actually present. For any given model, one must find an appropriate balance between two types of 

error: false positives and false negatives. To do so, the appropriate balance must be found between the 

consequences of each of those errors. The possibility of error is present at all three "internal" stages of 

modelling: choice of methodology, gathering and characterization of the data, and interpretation of the 

data (Douglas, 2016, p.565). At each point, one can make a wrong (i.e., epistemically incorrect) 

choice, with consequences following from that choice. This possibility of being wrong, is referred to 

as epistemic risk. The possibility of being wrong in an inductive context, is referred to as inductive 

risk. Inductive risk concerns the unknowable possibility that a model could be erroneous. Given that 

evidence cannot provide ultimate proof that a hypothesis is true, there is always some inductive risk of 

wrongly accepting a model. Accepting a particular AI/ML model, means also accepting its 
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uncertainties that give rise to inductive risk (Karaca, 2021, p.4-5). Accepting a model means accepting 

its potential errors, as well as the potential empirical consequences of those errors. By expanding 

where we see relevant inductive risk, the potential role for non-epistemic values also expands  

(Douglas, 2016, p. 565). In the philosophy of science, inductive risk has extensively been linked to 

value-ladeness (Douglas, 2000; Elliott, 2011). Multiple authors have developed arguments that 

demonstrate the applied values and inductive risk in the context of AI/ML models (Biddle, 2020b; 

Biddle & Kukla, 2017; Diekmann & Peterson, 2013; Karaca, 2021; Winsberg, 2012, 2016).  

3.4. Significance and Confirmative role of values 

  Epistemic values play both an significance and confirmative role in the process of knowledge-

production (Carrier, 2013, p. 2550-2552). From here on, I will argue that this two-fold role equally 

holds for non-epistemic values within societal AI/ML modelling. In the light of inductive risk, 

epistemic and non-epistemic values both express requirements of significance and of confirmation. 

 

Significance requirements: Goal-setting and problem-framing 

  Significance requirements directly influence modelling-aspects via its intended use, the 

selection of problems, the selection of goals and the selection of relevant knowledge for the 

understanding of an issue. This involves defining what data-features are needed and defining what are 

the indicators of a false positive or negative. Even in the idea of a value-free knowledge pursuit, non-

epistemic values are accepted to play a role in the external significance requirements of modelling 

(Longino, 1990, p.83-85). First, values (both epistemic and non-epistemic) play important roles in the 

selection of problems to pursue. Problem identification and framing in ML models are directly 

influenced by non-epistemic values (Biddle, 2020, p. 11-12). The extent to which a non-epistemic goal 

is accurately reflected in a model depends on the influence of non-epistemic values (Diekmann & 

Peterson, 2013, p.6). Therefore, some models are influenced, and ought to be influenced, by non-

epistemic values. Second, the direct use to which the knowledge is put to use in society requires the 

consideration of non-epistemic values. Values are (or should be) consulted to determine whether a 

technology or particular interventions is desirable, it concerns a judgement on the actions it brings 

about. Third, (both epistemic and non-epistemic) values place direct limitations on methodological 

options. Societal ML models are implemented as solutions to directly address and analyze real-world 

phenomena. In doing so, they represent specific public issues at hand. This involves choices about 

how to define and frame a problem and thereby its solution (Cohen & Lindblom, 1979, p.550). This 

representation should avoid inadequate, fragmented or anecdotal information. Problem identification 

and framing serve bureaucratic process that face the challenge of epistemic optimality. Often, 

complexity denies the full possibility of proof and reduces the pursuit of fact to the pursuit of selective 

facts which, if inappropriately developed, reduce attempts towards informed arguments (Cohen & 

Lindblom, 1979, p.554-556). So, even if the evidence at hand would suffice in acceptance of a model, 
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it is not to say it also supports the full scope of a public issue at hand. What to optimize for is a 

directly value-laden question when taking into account significance requirements. Non-epistemic 

influences on goal- and problem framing of a public issue determine the first assumptions for a ML 

model and directly influence the representation of public issues, via the selective inclusion of 

knowledge and the defining features of  a model.  

 

Confirmative requirements: Assumptions and Uncertainties  

  Confirmative requirements help in assessing how well a model can be confirmed by the 

evidence available. The possibility of error is present at all three "internal" stages of modelling: choice 

of methodology, gathering and characterization of the data, and interpretation of the data (Douglas, 

2016, p.565). At each point, one can make a wrong (i.e., epistemically incorrect) choice, with 

consequences following from that choice.  

  With ML models, the epistemic risk of possibly getting it wrong is placed in an inductive 

context, resulting in a primary inductive risk. In the light of error two types of uncertainty are 

especially relevant to consider here. The first is data-uncertainty, affecting the available evidence. The 

second is structural model-and parameter uncertainty, referring to the balancing of different model-

assumptions. First, ML and philosophy of science have in common that it is about gathering evidence 

for certain causal relations and hypothesis (Williamson, 2009, p.84). But with ML, the evidence never 

suffices to completely prove or disprove a hypothesis with AI/ML, since the training data does not 

dictate a unique hypothesis set and a unique algorithm to solve the learning problem (Karaca, 2017; 

Domingos, 2012). What serves as sufficient evidence as well as what seems to be the best approximate 

model becomes a matter of judgement. This is why modelers aim to quantify uncertainty, this can be 

seen as an effort to quantify inductive risk (Karaca, 2017).  

  These developments generate the impression that data-intensive research is a new mode of 

doing science, with its own epistemology and norms (Leonelli, 2014). What serves as sufficient 

evidence as well as what seems to be the best approximate model becomes a matter of judgement. The 

informational content of data is often regarded as fixed and context-independent. However, this seems 

to be an oversimplification of the data-component within inquiry (Leonelli, 2019, p.4), Even ‘raw’ 

data is already processed and gathered with a specific goal in mind. To truly understand their 

representational capacities, it is vital to distinguish data about a phenomenon from the phenomenon 

itself (Bogen & Woodward, 1988, p.306). Data does not provide direct access to or representation of 

the phenomena. Altogether, what data is usable as evidence, sets the evidential space within which 

phenomena are identified (Leonelli, 2019). In this sense, it is unknowable if all data-points and 

features are included, which causes data-uncertainty in the modelling-process. Data-uncertainty may 

lead to under or non-representation of issues, characteristics, events or groups of people. Data 

uncertainty is part of parameter uncertainty and structural uncertainty, since it acts as input and 

thereby affecting our ability to judge the accuracy of our parameters and our model structures 
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(Winsberg, 2012).  

  Besides data-uncertainty, the assumptions made in a modelling-process also cause 

uncertainties. Model choices reflect balances of inductive risk, and models are being optimized, to 

particular purposes, and to particular metrics of success (Winsberg, 2016, p.124). ML models aim to 

construct optimal estimations that map accurate relations onto social phenomenon under investigation. 

They require idealizations, simplifications and inductive references. Learning involves the ability to 

generalize from past experience in order to deal with new situations that are ”related to” that 

experience. Likewise, ML models need a set of assumptions, some ‘rules of thumb’, while learning 

how to react to new input. They set initial boundaries for how to approach a question or problem and 

come to a solution. In a similar analogy, ML-models also learn based on a set of assumptions, so that it 

can learn from past-evidence, while mapping relationships among data-points that will also hold when 

predicting outcomes for new data it has not encountered. These assumptions are a fundamental part of 

ML models, as they enable the model to make the ‘inductive leap’ necessary to classify instances 

beyond those it has already observed (Mitchell, 1980, p.1). Auxiliary assumptions, approximations, 

and parameterizations are needed, all of which contribute to a configured part of the model. When 

accepting a model, one also accepts these essential assumptions as inductive bias (Karaca, 2021, p. 

10). Assumptions cause methodological choices on two levels. First, in the chosen methodology. Each 

model brings different auxiliary assumptions on the underlying relationships of the data. These 

assumptions lay in structural model choices and is referred to as structural model uncertainty 

(Winsberg, 2012). This type of uncertainty refers to the degree of uncertainty about the predictions of 

the model. This relates to under- or overfitting (Alpaydın, 2010). With underfitting, your model 

performs poorly on the training data. This is called an training error (Karaca, 2021, p. 7). In the case of 

overfitting, your model performs well on the training data, but poorly on previously unseen data, 

referred to as test error. Second, assumptions occur in the boundaries of the model, related to the 

underlying relations and the behavior of the real system we are modeling. The same model structure 

will make different predictions for different values of the parameters. Parameters and thresholds bear 

assumptions on the weight and significance of different features and set the boundaries that balance 

the outcome of a model. Winsberg (2012) refers to this as parameter uncertainty. We are often highly 

uncertain about what the best value for many of these parameters is. 

3.5. Optimization Procedure of ML models 

  ML models are constructed with the goal to learn in the light of one specific problem, issue or 

task.  A learning algorithm analyzes training-data with the intention to map relations between data-

points. This makes it possible to generate similar predictions on future situations and new data. The 

learning algorithm aims to find the most optimal set of parameters, that can automatically interpret 

incoming data-points to unveil the underlying correlated relations and classify them accordingly. This 

should create output that accurately translates existing relations to new or future situations and data-
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sets. In order to map this relationship and solve the learning problem, a modeler needs to find the 

model that best represents the optimal approximation of the unknown function (F). This unknown 

function accurately reflects the actual real-world phenomenon under investigation. The real-world 

functioning of a specific social process is unknown to us. These dynamics and underlying relations tell 

us how a phenomena ‘actually’, function. With the use of ML, models, we construct how such 

processes might ‘possibly function. They represent a best possible approximation of this process 

(Sullivan, 2020, p.16). They interpret, rather than understand the phenomena under investigation. But 

by interacting with the model, it is possible for human decision-makers to understand social 

phenomena better when combining these automated insights with empirical observations. In turn, this 

interaction could then also improve the model, in a ‘human feedback-loop’ that constantly improves 

the model.  

 

The ML modelling process exists of: 

1. A learning algorithm to come to the optimal mapping of underlying relations. 

2. A hypothesis set that represents different options of possible underlying relations. 

3. Training-data as initial input that represents empirical observations of the phenomena. 

The learning algorithm - as optimization procedure -  and hypothesis set are decided upon by the 

modeler, while the observed training-data and the unknown function (F) are given by the learning 

problem. Finally, the loss function is used to quantify the error during optimization. The learning 

algorithm computes the total error using this function (Karaca, 2021, p.6).  

 

Several relevant value-laden aspects occur within this process. First, choosing the levels of statistical 

significance needs careful consideration, since the cost of false positives and negatives is not equal, 

nor distributed equally. For any given model, one must find an appropriate balance between two types 

of error: false positives and false negatives. The stricter the standards for statistical significance, the 

greater the difference. In setting the standard for statistical significance, one must decide which 

balance between false positives and false negatives is optimal. It’s impossible to lower both types of 

error equally. In finding this balance, the appropriate balance between the consequences of those 

errors is considered. When the number of examples in the training data-set is unevenly distributed,  a 

model can be biased towards one particular error, e.g. the model brings about more false positives or 

more false negatives. Notably, consequences of false negatives or false positives to not have the same 

costs. Being told you are sick when you are not sick, is different from being told you are not sick, 

while you are actually sick. Optimization then means minimizing the cost-function (Karaca, 2021, 

p.11-12). Epistemic values are central to the assessment of how much uncertainty we can afford to 

take. Non-epistemic values concern the acceptability of such uncertainty, this is where inductive risk 

considerations arise. It requires reflection on the level of uncertainty that is acceptable as well as 

which kind of errors one is willing to tolerate.   
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  Second, uncertainty is inherent to modelling and is judged differently by stakeholders. A 

chosen methodology assumed to be reliable may not be. A prediction accepted as sound may be the 

product of error. An interpretation may rely on a selected background assumption that is erroneous 

(Douglas, 2009). Value-laden choices navigate how one handles the uncertainty of a model, its 

possible errors, the desirability and seriousness of such errors and the acceptance of the available 

evidence. Model-choices reflect particular balances of inductive risk and models are being optimized 

for particular purposes towards particular metrics of success (Winsberg, 2016, p.124). This means that 

different inductive risks exists for different types of stakeholders. Though possible errors are 

unavoidable, we can choose where they are more likely to arise. In practice, these decisions are not 

made by one modeler only, based on merely its own values. These decisions represent a negotiation of 

different priorities to come to the most optimal instrument needed for a particular goal or quest. To 

judge this optimality, means giving it qualities that make it legible to groups of people in specific 

contexts. What is most significant can only be negotiated when such qualities are made explicit. There 

is not one stable, single, essential characteristic that brings a fixed predictable power or agency to 

these models. Rather, the focus should lay on the set of relations that enable an algorithm to be 

brought into being (Neyland, 2016, p.34). The meanings of a model will be multiple, since groups of 

stakeholders relate differently to the model. Their meanings will be different for different stakeholders 

across society (Seaver, 2017, p.5). They stem from a difference in interpretation of the data, the 

phenomena and the outcome among stakeholders (Erasmus et al., 2020, p. 17). ML models answer to 

distinct explanatory requirements, as different types of stakeholders are likely to raise different 

questions (Zednik, 2019, p. 24). It is when things do not work seamlessly, that they become visible. 

3.6. Conclusion 

 Models fulfill a mediating function between theory, empirical observation and ‘other 

elements’ (Morrison & Morgan, 2010, p.15). They are generally produced with a particular goal in 

mind, and bring intended as well as unintended consequences onto society. With that in mind, 

optimization-judgements thus concern the epistemic functioning of the model as well its non-epistemic 

consequences. Related to inductive risk, the use of model-outcomes that are erroneous can be 

problematic for models that serve at non-epistemic goals, such as governmental AI/ML models in 

public decision-making processes (Rudner, 1953). At the same time, uncertainties and idealizations 

are an inherent part of modelling. We cannot be sure about the ‘boundaries’ we set for these systems. 

Such boundaries are a statistical range, leading to a quantified outcome. The validity and usefulness of 

models of such societal phenomena cannot then be reduced to an empirical validation of precise 

predictions (Batty & Torrens, 2005). In that sense, models are representative and affective, as 

storytelling is. They provide a way of examining the situation and are generally appreciated for their 

productive power, beyond their representative power (Knuuttila & Merz, 2009). This power is not 

merely epistemic, since models, as cultural products (Giere, 2004), necessarily have an impact on the 
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empirical claim they help to generate. These empirical claims will typically reflect the culture already 

embedded in the model. The task of validating an ML model is dependent on human judgment insofar 

as we must judge that the relationships holds between the patterns in the model and the patterns in the 

phenomena. Values can fulfill an important role in navigating such judgement, as they may make the 

balanced coupledness of epistemic and societal values in model practices explicit. They constitute a set 

of otherwise implicit conditions that represent the grounds on which an AI/ML model is to be accepted 

or rejected. 

  The distinction between epistemic and non-epistemic is often perceived as blurry, since ‘the 

bits of value-ladeness lie in all the nooks and crannies of modeling’ (Winsberg, 2012, p. 132). 

Unpacking this balance little further, it seems that epistemic and ethical value-considerations should 

not be seen as two separate forces. Rather, the epistemic and the ethical should be understood as 

intertwined. A framework is needed that analyzes epistemic and ethical considerations as intertwined, 

before, during and after model-construction. This framework will be outlined in Chapter 4 and should 

support city-governments in navigating towards models that balance epistemic performance with 

socially desirable outcomes. AI/ML models are the result of many implicit considerations of the 

epistemic and non-epistemic kind during their construction, this makes their ethical and epistemic 

dimensions coupled (Katikireddi & Valles, 2015; Tuana, 2013; Valles et al., 2019). Making this 

explicit would facilitate society’s understanding of what would be the optimal role for models in 

society. Which normative moral and epistemic judgements should underlay their construction and 

what gives them eligibility?  

 

CHAPTER 4: RESEARCH DESIGN & METHODOLOGICAL FRAMEWORK 

4.1 Relevance of empirical research 

  The goal of this case study-analysis is to better understand the underlying normative epistemic 

and ethical considerations that implicitly guide model practices within city-governments. Answering 

the question: ‘How do ethical-epistemic value-judgments navigate model-practices in city-

governments?’ based on case studies is useful, since specifics will vary from case to case. The 

optimization processes of AI/ML models establish a mathematical relationship between particular 

input-variables linked to desired output-variables. These processes are not neutral in the way that they 

aim to address specific public challenges. Implicit value-judgements navigate decisions throughout 

this entire process. These judgements demand epistemic and moral justification, which could 

strengthen a debate on how value considerations concerning a model’s uncertainties and goals differ 

among stakeholders. It gives insight into the kind of ‘culture of AI/ML’ that exists within the city-

government, as a set practices and values (Seaver, 2017). Politicians, managers, policymakers, 

developers and citizens are likely to ascribe different meanings, interpretations and priorities to these 
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models, bringing about a particular set of relations (Neyland, 2016). Making these differences explicit 

shows the diverse - epistemic and non-epistemic - grounds for accepting or rejecting particular 

uncertainties. This is relevant, since stakeholders are affected differently by these models and their 

inductive risks. Moreover, they may not all have an equal say in the optimization-goals that a model 

serves.  

4.2 Selection of case studies 

  Two ML models from the City of Amsterdam that were listed in the Public AI-Register have 

been investigated. Both models support decision-making with and focus on servicing the city or 

enforcement of existing policy. They use supervised learning techniques and support in the 

classification, prioritization and automation of already existing governmental processes. In both case 

studies, human interventions are part of the strategy to mitigate model-errors or undesirable outcomes. 

One ML model is implemented as a small but vital part in the routing of citizen reports of micro-

events in public space. The second concerns a ML model that is designed as a pilot, to determine its 

success as a support in the process of identifying illegal holiday rental cases. At first sight, the scope 

and impact of these AI/ML models in issues in public space and housing fraud might seem quite 

limited and straightforward. However, their use indicates that the city-government considered the 

goals and policy-measures as suitable for objective mathematical optimization purposes. Moreover, 

both models are based on probabilistic thinking. Finally, both process-managers actively provide 

transparency and accountability for the AI/ML models in place.  

4.3 Encoding of interviews 

  To gain insight in the value-ladeness of model-practices in the City of Amsterdam, six semi-

structured interviews were conducted within the Municipality of Amsterdam. For each AI/ML model, 

one developer, one process-manager and one policy-maker was interviewed. Their experiences 

provided insights in the value-laden aspects of modelling, which the current paper aims to elucidate. 

The interview-questions focused on interpretations of optimality, model-performance, model and data 

uncertainties, potential errors as well as their potential consequences, and mitigation-strategies for 

potential errors (See appendix 1 for a list of the questions.) The interviews have been transcribed and 

relevant information pieces were categorized based on the ethical-epistemic framework for analysis as 

operationalized below. I have approached the further encoding of the interviews as linking, to 

reconstruct the case studies in a way that would address the epistemic, non-epistemic and their mutual 

influence (Richards & Morse, 2013, p.154).  The pieces of information have been divided into the 

headings ‘modelling goals’, ‘stakeholder perspectives, ‘model performance’, ‘model and parameter 

uncertainties’, ‘data uncertainties’, ‘potential errors’ and ‘potential consequences’ and were linked to 

the categories ‘Q1;’, ‘Q2’, ‘Q3’, ‘Q4’. They have been subdivided as follows Q1: ‘modelling goals’ 

and ‘stakeholder perspectives’. Q2: ‘model performance’ and ‘data uncertainties’. Q3: ‘model and 

https://algoritmeregister.amsterdam.nl/en/ai-register/
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parameter uncertainties’. Q4: ‘potential errors’ and ‘potential consequences’. These categorizations 

were needed to conduct a Coupled Ethical-Epistemic Analysis, as explained below in more detail. 

4.4 Methodological framework: Coupled Ethical-Epistemic Analysis 

  A coupled ethical-epistemic analysis is as a heuristic tool to jointly analyze the moral 

dimensions and the epistemic evidential and analytical dimensions of AI/ML models. It fruitfully 

couples epistemic and ethical dimensions of knowledge-production practices in complex and social 

contexts (Katikireddi & Valles, 2015; Tuana, 2013; Valles et al., 2019). The framework is 

conceptually developed by Tuana (2012). Katikreddi & Valles made the framework practically 

applicable onto variable selection in public health policy (2015). Valles et al (2019) have broadened 

the scope of its applicability from variable selection to research practices in general. The current 

analysis in this thesis demonstrates its expanded applicability to AI/ML modelling practices. These 

models equally demand justified judgements and appropriate standards of evidence and understanding 

that serve moral accountability (Jasanoff, 2006; Elliot & Resnik, 2014). Both the model as well as its 

contextual practices are value-laden. Therefore, it seems important to not solely focus on model-

features. Focusing on model-practices rather than solely the model itself, emphasizes the human 

involvement in making these choices. These choices are not necessarily based on natural, obvious or 

objective human judgements.  

  This framework foregrounds the intertwining of the ethical and the epistemic features of a 

given case, while emphasizing the epistemic and ethical issues at stake (Valles et al., 2019, p. 280). 

The ethical here, concerns all relevant non-epistemic considerations, thus including ethical, social, 

moral and political considerations that have guided judgements concerning potential societal 

consequences of the model (Winsberg 2012, p.113). The epistemic, concerns the requirements set for 

the knowledge-production process as well as the judgements made concerning the quality of 

knowledge as a result of the process. Coupledness makes it possible to conceptualize the epistemic and 

the non-epistemic value influences on models and the insights they produce as connected, not as two 

forces that independently shape the model’s knowledge production. They are linked and mutually 

shaping. Some of the dynamics therein are more conceptual than causal (Valles et al., 2019, p. 269-

272). First, epistemic strengths and weaknesses give rise to ethical strengths and weaknesses and vice 

versa. Furthermore, in a conceptual sense features of one type can be entailed by features of the other 

type without being caused by them.  

 

A coupled ethical-epistemic analysis can be conducted in advance as well as in retrospective, by 

answering the following questions as paraphrased based on Valles et al. (2019, p.271):  

Q1. What are the ethical and social considerations underlying the model practices? 

Q2. What are the epistemic considerations underlying the model practices? 

Q3. How will the epistemic considerations affect ethical and social issues? 
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Q4. How will the ethical and social considerations affect epistemic issues? 

 

  Before analyzing ethical-epistemic coupledness, Q1 and Q2 look into a model’s epistemic and 

ethical dimensions separately.  

Q1 ethical and social considerations primarily concern significance requirements of model-practices 

that stem from the context of use (see 3.3.). Different perspectives and a particular goal-framing 

influence what is deemed acceptable and most significant. It refers to intended use, the selection of 

problems, the selection of goals and the selection of relevant knowledge for the understanding of an 

issue. It also concerns the representation and inclusion of different stakeholder groups. This is 

addressed by goal-framing and stakeholder perspectives.  

Q2 epistemic considerations primarily concern confirmative requirements of the model that help in 

assessing how well a model can be confirmed by the evidence available (see 3.3.). This includes data-

uncertainty as well as model performance. Different types of error and uncertainty arise at different 

moments of model optimization and construction.  

  Next, in the light of inductive risk associated with ML modelling, Q3 and Q4 link the severity 

of potential consequences to decisions on the appropriateness of empirical evidence used and needed 

to reach a conclusion (Douglas, 2000; Elliott & Steel, 2017; Steel, 2010). This evaluation is important 

when acting in the face of potential uncertainties that might come with ethical costs of errors. This is 

how ethical and epistemic dimension of model-practices are coupled. It influences what is seen as 

most significant and which levels of uncertainty are acceptable, when, where and why.   

Q3 coupledness entails the uncertainties that stem from chosen model-features. At each moment 

during the modelling-process, one can make a wrong (i.e., epistemically incorrect) choice. 

Specifically, structural model uncertainty and parameter uncertainty give rise to potential errors. These 

uncertainties - that stem from modelling assumptions and data as empirical evidence - give rise to 

potential errors. The epistemic choices that are made lead to further non-epistemic considerations. 

Q4 coupledness refers to the ethical judgements made concerning the acceptability of potential error 

and potential consequences in the context of use. These judgements may influence the set of 

assumptions or defining features of the ML model. The morally undesirable potential consequences of 

error cause modifications in model features, in order to limit the possibility of potential undesirable 

errors. 

CHAPTER 5: VALUES IN PRACTICE: ANALYSIS OF CASE STUDIES 

5.1 Case study 1: Reporting Issues in Public Space 

Reporting issues in public space 

  In Amsterdam, citizens can report issues that take place in the public space of the city. These 

so called micro-events concern a small geographical area and only affect a limited number of citizens 
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(Sukel et al., 2019, p. 1458). They are linked to nuisance in public space, examples are; a loose tile, a 

streetlight that is not working, a non-functioning container, hanging youths, bars making too much 

noise or a fallen tree on the street. These cases all fall under the responsibility of different municipal 

departments. A ML model is used for the routing of all these issue-reports to the right department. It is 

used to detect the category of an report and route it to the correct department. The ML model fulfills a 

small but crucial role in the process from report submission to report closing. After a citizen-report has 

been submitted, the classifier automatically categorizes the report, while sending it to the right 

department. The officers of the specific department can follow up on the report. If a report cannot be 

categorized automatically, it will be corrected manually. See figure 1 for the full overview of this 

process.  

  For this ML model, the term frequency–inverse document frequency (TF-IDF) technique is 

used, which stands for term frequency-inverse document frequency (Sukel et al., 2019, p.1458). This 

method will create weights for each word. These weights show how unique they are for the specific 

citizen report compared to the overall collection. It aims to define how important a keyword is for a 

specific category.  This makes it perfect for classes that have very specific words describing them, as 

is the case with citizen reports. A word like 'the' will get a low weight, and a word as 'garbage' will get 

a higher weight. To train this textual classifier, the textual information and correct corresponding 

issue-category of over 500.000 previous reports have been used (Sukel et al., 2019, p. 1460). In 

addition, a multi-class probabilistic classification model based on logistic regression is used to classify 

these reports. This means that this probabilistic classification model is a classifier with multiple 

classes. During implementation in 2019, the classifier consisted of 8 classes and more than 50 sub-

classes. Nowadays, over 100 subcategories exist. This model is implemented as part of the process on 

public-issue reporting and directly serves a role in societal and governmental context. As such, its 

epistemic qualities are intertwined with a multitude of non-epistemic considerations as will be 

analyzed in what follows. 

Reporting Issues in Public Space 

Figure 1: Visual overview of reporting process concerning issues in public space 
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1. Ethical and social considerations underlying the model practices 

Problem identification & modelling goals 

  The ML model should contribute to a cleaner public space, to improve the liveability and 

safety of the city. What is seen as most important within the scope of cleaner and safer streets more 

specifically, may differ from time to time. Examples could be trash, streetlights or tourism. All focuses 

ask for different service and enforcement strategies. Based on the interviews, the model seems to 

primarily facilitate the effective management of public space, while also improving liveability. More 

concretely, the model is in place to optimize the reporting-process. At its core, the model is in place to 

ensure an optimal internal process for allocating reports to the right department. The main criteria for 

success are increased satisfaction of citizens, limiting follow-up time of reports and limiting the 

number of mistakes. The previous routing-system was old and did not perform well. Before, citizens 

were choosing the category of a report themselves, resulting in 50% of the reports being wrongly 

categorized, ending up in ‘other’. For these reports, no one felt responsible. Moreover, the idea was 

that while these categories were essential for internal municipality processes, citizens should not have 

to be bothered with them. All in all, the collaboration between departments had to be improved upon, 

resulting in a better service towards the city. The ML model was had to result in decreased follow-up 

time of reports and increased citizen-satisfaction. This model could support in making that happen. 

The identified goals are non-epistemic, in the sense that they seem to prioritize usefulness over 

knowledge-discovery. This means their uncertainties will also be judged non-epistemically (see Q4). 

Stakeholder perspectives 

  Stakeholders have different perspectives on what is useful. In this sense, the model has 

multiple meanings as a tool for optimization. For a politician, the model is a tool towards influence. 

Initially, the reporting system did not work well enough specifically for street lighting. Therefore, 

street-lighting reports had to be prioritized, to increase the feeling of safety in the city. This was 

mentioned as a political priority that directly influenced the optimization priorities of model-

development, which may conflict with the developer’s aim to reach a statistical optimum. Likewise, 

civil servants came by with requests for the prioritization of specific keywords or categories related to 

their specific department. As such, the model is seen as a tool towards better performance and more 

insight or control for managers and advisors. Ideally, finding the optimal balance between which 

words link to which categories is a task for the learning algorithm. Civil servants with specific 

requests concerning their respective departments were asked not interfere with the overall learning-

process of the model.  

 Citizens only interact with the input and output of the model. First, when submitting a report 

and second when experiencing the level of effectiveness in the follow-up of the municipality. The 

citizen-reports sometimes seem to function as indirect signals for civil servants across different 

domains. This way, citizen-reports help to identify urban issues and gain actionable intelligence about 
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objects on the street (Sukel et al., 2020, p. 511). The model implicitly seems to move from a 

classification tool to a signaling device. From a non-epistemic perspective, this risks the exclusion of 

particular stakeholders and phenomena that are not included in the reports. This brings a moral duty to 

include views from those affected by the system, not merely those who report. Only a small number of 

citizens actually report issues in public space. It should be safeguarded that the servicing of the entire 

city does not get customized solely to the needs of reporters.  

2. Epistemic considerations underlying the model practices 

Model performance 

  The textual classifier scored 88% on accuracy for correct classification. The classifier is able 

to detect the main category accurate with a macro weighted F1 score of 0.881. This F1 score is based 

on precision and recall, and was calculated separately for every category, as well as for the entire 

model performance (Sukel et al., 2019, p. 1460).  A trade-off necessarily occurs between the two, 

which provides the opportunity to judge and balance the societal consequences of these errors (see 

Q3). The F1 takes into account uneven variable distributions and works well if false positives and 

false negatives don’t have similar costs. The F1 is used for evaluation, since the imbalanced among the 

multiple classes had to be considered. The smaller classes are also important to classify correctly and 

we seek for a balance of recall and precision (Sukel et al., 2019, p. 1460). Every category most 

perform as good as possible. That’s why an optimal balance between topics was important. Probability 

proved optimal at a 40% threshold as was mentioned by the interviewee, meaning that there had to be 

at least 40% certainty on the assigned category being the correct category. If this percentage is less, the 

categorization is being processed manually by employees of the Service Center. This threshold was 

partly determined based on the non-epistemic consideration that the threshold should enable the post 

possible average performance for each category.  

  A difference exists in how well the classifier works for each category. ‘Speeding Boat’ for 

example, does not have many previous reports, but very precise wording. Words which are less precise 

will be less accurate in their categorization. The more unique the word, the better, since every category 

has specific wordings.  

Data uncertainty 

  The ML model learns based on past citizen-reports. First, this makes performance of the 

model for a specific issue highly dependent on previous representation of that issue in the training 

data. New or underrepresented events will perform less. For example, the ‘processional caterpillar’ in 

                                                           
1 Precision is the ratio of correctly predicted positive observations to the total positives, this relates to a low false 

positive rate. It shows how many labelled reports are classified correctly. Recall is the ratio of all correctly 

predicted observations to the total of observation. It indicates how many reports belonging to a particular 

category were actually labelled correctly. The F1 is the harmonic average of both, taking both false positives and 

false negatives into account. 
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trees, or ‘Covid19 house-party’ is more difficult for the model to categorize correctly, since not many 

previous examples have come across. Via manual corrections and periodically retraining of the model, 

these issues are taken into consideration. Second, citizens do not provide perfect reports as input. This 

input is also not perfectly distributed among societal groups and neighborhoods. Epistemically 

speaking, it is of importance to take into account diversity. Not doing so will give rise to a problem of 

lack of representativeness of certain groups within the training data. This will in turn give rise to 

inductive risks and thus specific non-epistemic consequences for citizens (see Q3). 

3 . Epistemic considerations affecting ethical and social issues 

Model and parameter uncertainty  

 Concerning the accuracy of classifications, there will always be some classes that perform 

slightly better than others. One can prioritize the overall performance of the model or manually guide 

its performance towards specific categories. It was seen as the model’s task to find an optimal balance 

among accuracy of key-words and categories, by setting the parameters accordingly. This is where 

room for choice arises and where requirements of confirmation are relevant. Uncertainties that arise 

indicate the inductive risks of a model. While the ML-model’s calculations determined the balance 

among performance of categories, one was prioritized on ethical grounds, as will be discussed in the 

next section.  

  How well a specific class performs in terms of accuracy relies on the frequency of 

key-words in past reports, as explained. The prior reports reflect a particular language and education-

level.  Foreign languages, lower language-skills and individual levels of trust towards governments 

also cause limitations for equal representation. Moreover, some citizens seem more willing to submit a 

report to the municipality and submit requests sooner and more frequently. These characteristics can 

be traced back to over- and underrepresentation of certain groups within the training data. Moreover, 

the characteristics described above are indirectly linked to socio-economical differences between 

neighborhoods. Different groups of people tend to live in different neighborhoods. The model could be 

understood as an optimization towards the general and average, but for ‘border instances’ the system 

might be less effective (Cammers-Goodwin, forthcoming). Indirectly, It might be geared towards 

specific types of citizens. As a result, the risk arises that some neighborhoods will be better served by 

the municipality then others. For people who do not fit into this ideal-type, the system’s performance 

might be less accurate. Over time, particular categories will continuously be processed slower or 

without correction. They will eventually perform even less well. The opposite is true for categories 

that are processed faster over time.   

   Categories (labels) for the ML model were constructed in dialogue with departments 

of the municipality, as users of the system2. Many categories already existed for a long time. New 

                                                           
2 Information retrieved from interviews. 
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categories are added periodically, when the content of reports changes or when new departments are 

formed. A category-manager is in charge of this process. Categories are based on existing processes 

and departments within the municipality. This risks a ‘category bias’, the tendency to label according 

to existing classes and targets (Barocas & Selbst, 2018, p. 677-678) . Importantly, which categories are 

added determines what you optimize in the city. Adding a category from a particular department 

determines the focus of this department. It will indicate the focus of enforcement-capacity, in some 

cases. Topics that find their way into statistical overviews serve as indication for decision-making. As 

one interviewee pointed out, it is therefore important to consider reports as a question for help from 

citizens, not as objective reality. When reports concerning garbage on the street decrease in a 

particular neighborhood, it does not necessarily mean that the garbage on the street has actually 

decreased here. When less complaints come in, it could also mean that people are tired of complaining. 

No reports does not mean no issues. On the other hand, receiving more reports can also be a result of 

better service. When making a report is effective, people are likely to do it more. Reports do not equal 

the experience of the citizens in the street. The information stemming from the system is seen as 

neutral, but the policy that is formulated based on such data needs careful consideration.  While it 

serves as a signaling source of information for policymakers of different departments on their 

respective topics, it is not a very reliable source.  

4. Ethical and social considerations affecting epistemic issues 

Possible error and possible consequences 

  Uncertainties give rise to potential errors that have potential consequences. Errors in ML are 

referred to as false positives and negatives(see chapter 3.5). Each come with a particular cost. They 

influence choices on what gains significance during the modelling process. In order to decide which 

inductive risks are acceptable, the consequences of potential errors are judged. Potential errors deemed 

undesirable lead to adjustments in the model-features and parametrizations.  

  In the case of an erroneous classification for this model, the wrong department will receive the 

citizen-report, resulting in a delay of the issue being resolved. One can prioritize the overall 

performance of the model or manually guide its performance towards specific categories. This system 

was fully reliant on the self-learning capabilities of the ML model. It is the model’s task to find an 

optimal balance among accuracy of key-words and categories. However, one exception has been made 

based on ethical grounds. The accuracy of reports involving people was prioritized over the overall-

performance of the model in order to ensure fast intervention. Reports concerning people do not occur 

often, so have less frequency, but are incredibly important. A report referring to confused, lost or 

harmed people have to be categorized correctly 100% of the time, in order to prevent dangerous 

situations for those involved. 

 As mentioned, underrepresented events or new events (low frequency) have been harder to 

classify correctly. As a consequence, new trends might be missed in the beginning, resulting in a 
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delayed action on new and upcoming public issues, making a government less flexible. When the 

world changes, the systems don’t automatically change along. In order to restore this flexibility, civil 

servants manually correct an erroneous categorization, re-assign the categorizations that ended up in 

the category ‘other’ (reports with a probability under 40%), or argue for the alteration for the 

performance of a ‘neutral’ (=new) word or issue. This intervention is referred to by interviewees as 

‘human in the loop’ feedback. It aims to ensure continuous human judgements concerning the 

uncertainties and error of the model. 

5.1. Conclusion study case 1: Reporting Issues in Public Space 

  The ML model on citizen-reports in public space emphasized pragmatism and effectiveness as 

optimization priorities. This means the overall performance of the system was prioritized over the 

performance on sub-areas of policy-making. While focusing on the ML-optimization procedure 

without interruption, one alteration was made based on ethical grounds. The categorization primarily 

bear epistemic-ethical implications because their focus determines which sub-topics receive signaling 

and how departments act based on these signals. With an accuracy of 90%, the model works well for 

most issue-reports. However, due to the underrepresentation of certain groups in the training-data, 

these groups indirectly risk a decreased quality of municipal-service. Those in the margins of society 

risk also being at the margins of the performance of the system. The ethical and epistemic is coupled 

here, as these deviating groups will likely be the same kinds of people, that can often be linked to the 

same kind of neighborhoods or backgrounds. The model is accepted as sufficiently optimal by the 

city-government, since the harm of errors for reports on people has been mitigated and the error 

towards certain neighborhoods can be limited by other process interventions such as a helpdesk or 

independent service –routing. The ‘human in the loop’ focus should minimize negative consequential 

outcomes. 

5.2. Case study 2: Detecting Illegal Holiday Rental 

Detecting illegal holiday rental 

  In Amsterdam, citizens need to comply with certain requirements when renting out their home 

to tourists. They can only rent out their property for a maximum of 30 nights per year and host a 

maximum of 4 people at a time, for example. They must also report the rental activity to the 

municipality. When operating outside of the conditions set by the municipality, these people are seen 

as fraudulent. The municipality receives reports from people who suspect that properties have been 

rented without meeting those requirements. These reports primarily come from neighbors or rental 

platforms. The city-government is currently piloting a ML model that calculates the probability of an 

illegal holiday rental situation for a particular address. The model calculates which features can be 

linked to illegal housing and indicates to what degree illegal renting is likely based on those features. 

Municipal Officers use this outcome to prioritize housing-visits. When grounded arguments indicating 
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housing fraud are found, the case is forwarded to an enforcement lawyer. See figure 2 for an overview 

of the process. 

  A random forest regression model is used for this ML model, a method that combines 

probability calculations of multiple decision-trees. Each decision-tree gives a probability percentage, 

based on a different combination of decision-criteria. The average of all these decision-trees together 

are combined to produce a final outcome. This makes the final outcome more reliable, since the 

different trees protect each other from their individual errors. Whether or not an address is likely to be 

marked as fraudulent, is based on the decision-criteria used in the decision-trees, referred to as 

features. These features come from data-sources on identity and housing rights (e.g. name, date of 

birth, family composition), buildings data (e.g. number of rooms, address, surface) and confirmed 

prior illegal housing cases (e.g. situation sketch, anonymous reporting or not, investigator). Some of 

these features are considered to be sensitive data and should be excluded for non-epistemic reasons, as 

will be discussed later. As such, its epistemic performance is influenced by non-epistemic judgement 

of its potential societal impact.  

Detecting illegal holiday rental 

Figure 2: Visual overview of reporting process concerning illegal holiday rental 

1. Ethical and social considerations underlying the model practices 

Problem identification & modelling goals 

 The ML model supports the lawful duty of the municipality to enable fair housing in the city. 

Amsterdam has limited living space to accommodate both citizens and visitors in a place to stay. In 

this context, illegal holiday renting is considered unjust and unfair. Combatting fraud is seen as an 

intervention contributing to justice. It positively effects the available housing capacity and pricing in 

the city, which is of added value for the liveability of the city. The apartments that are illegally rented 

out are apartments that people could live in. More concretely, the model is in place to improve the 

housing fraud process. Without the model, officers have to go through multiple data-bases and 

information sources separately and manually. Fraud is a timely subject, since visitors often only stay 

for a short period of time. The limited enforcement capacity should be used efficiently and effectively.  

Illegal holiday rentals was seen as a suitable topic for ML modelling approaches. The data-quality of 

previous cases was very high and a lot of data was available. In addition, the ML modelling 
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methodology matched with the legal task of the process, where the obligation exists to include and 

explain a multitude of decision-criteria. Using ML to model the reasoning-process behind housing 

fraud detection, urges the department to make this reasoning explicit and controllable. 

Stakeholder perspectives 

  Stakeholders might have different perspectives on what features (labels) are permissible as 

decision-criteria of the ML model. For a politician, the model as a tool for effective enforcement is 

encouraged. The housing-crisis is pressing and so far, there has been little political attention on the 

national level concerning this topic. Locally, the deputy mayor of housing wants to have means to 

protect the right to housing. City Councils are almost never get involved in the  technical details 

concerning the workings of a model. This is why traditional law and legitimacy practices should be 

better applied to the digital domain. While managers, policymakers and lawyers prioritized non-

discrimination, efficiency and reproducibility within this optimization procedure, developers had the 

primary task to mitigate bias as much as possible, while balancing this with statistical performance of 

the system.   

Q2. Epistemic considerations underlying the model practices 

Model performance3 

  A random forest regression model is used in this process, with an overall accuracy of 80%. 

This is a method that combines multiple decision-trees. Each decision-tree gives a probability 

percentage, based on a different combination of decision-criteria. The average of all these decision-

trees together are combined to produce a final outcome. This makes the final outcome more reliable, 

since the different trees protect each other from their individual errors. While this establishes a higher 

accuracy, there is a risk of overfitting. In case the decision-trees are tuned too specifically, this would 

limit the generic applicability of the model. Features with a significance level of  5% are statistically 

accepted as a relevant feature in the model. However, only features that were strictly necessary and 

lawful were used. The effect of non-epistemic limits on feature use will be elaborated on in the next 

sections.  

  A decrease in tourist-visits due to the Covid-19 pandemic has made it difficult to validate the 

model’s performance in practice. The model is based on 80% of the training data, and tested on the 

remaining 20%. Since the model has been build based on fraud-cases from the previous five years, it is 

seen as reliable from a statistical point of view. Both the data and the probability calculation have 

survived the scrutiny of legal sustainability criteria in the past. The success and the performance of the 

model were evaluated based on error. The metric compared the amount of error of the model of one 

category against the error of another category. With categories, features are meant. They constitute the 

                                                           
3 All information concerning model performance is retrieved from the Interviews, no publications available. 
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criteria that are used to determine fraud-probability, based on potential fraud in the past. Examples 

would be number of people living in the house, postcode, size of the property.  

Data uncertainty 

  The training data for the model stems from prior illegal housing cases of the past 5 years. 

These cases are combined with national data-base registries on identity, housing rights and buildings 

data. Since the data used for the learning-algorithm comes from previous cases, the data is perceived 

as trustworthy by municipal workers. It is assumed that the underlying data does not contain such 

material biases that it is necessary to doubt its reliability (City of Amsterdam, 2021). But, as will 

become more obvious in the next sections, statistical significance was only a first motivation to 

include features. Lawful and ethical concerns further limited the inclusion of specific decision-criteria. 

Each step causes exclusion of potential valuable information (Helwegen & Braaksma, 2020, p.6). 

Only truly necessary information was used to determine if the Housing Act had been violated. After 

the exclusion of all sensitive data, the non-sensitive data has been examined for indirect bias. This was 

necessary, because historical data can be biased unintentionally (Barocas & Selbst, 2018).  

3. Epistemic considerations affecting ethical and social issues 

Model and parameter uncertainty  

  Room for choice arose while fine-tuning the Illegal Holiday Rental ML model and its 

confirmative requirements, as to which levels of uncertainty are permissible and for which reasons. In 

the current case study, a primary concern was how to minimize potentially erroneous outcomes. This 

could indirectly lead to wrongly accused housing-frauds. Biased models systematically and unfairly 

discriminate against certain groups in favor of others. Pre-existing and emergent biases have been 

mitigated based on ethical and lawful grounds, as will be argued in the next section. These biases arise 

from social and contextual roots. Technical or algorithmic bias, however, arises purely from technical 

constrains and considerations (Friedman & Nissenbaum, 1996, p.334-335). This included assumptions 

that are needed in ML modelling to enable learning and generalizations (see 3.4).  

  In this case, technical bias gives rise to uncertainties in at least two ways. First, the model-

output is limited to binary answers for several categorical decision-criteria. However, social 

phenomena are likely be more ambiguous than is ideal for the use of ML models, possibly making 

them less suited as topics of stable examination (Birhane, 2021, p.48). Second, the patterns that ML 

models ‘pick up’ this way may amount to non-ambiguous, historically and socially held norms, that 

may represent real harm to those at the margins of society. The ML model automatically calculates 

which criteria show correlation with housing-fraud. If a significant relation was detected between a 

feature and fraud-probability which can be explained logically and justified ethically, it was deemed 

legitimate to include as a decision criteria by the team. Features were included based on statistical 

significance, law and ethical considerations. Statistically significant features were seen as numerical 
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proof of an objective correlation between a feature and probability of housing fraud.  

 Based on a set of decision-criteria, a probability-rate is generated that indicates how likely is it 

that an address is fraudulent. The ML model supports municipal officers with calculated advise on the 

probability of housing fraud for a particular case. In doing so, the model informs the officer on the 

overall prioritization of all incoming cases within the department. Officers are provided with statistical 

advice in support of their own judgement. They schedule the housing-visits accordingly. Importantly, 

an enforcement lawyer will need these decision-criteria and probability-rate to reconstruct the legal 

arguments as to why a particular case is deemed fraudulent. All steps of the algorithm need to be 

logged precisely, in case the case goes to court. To trust the model’s produced output, municipal 

officers and legal experts need to know exactly which decision-criteria let to which outcomes. This 

way, they can determine if the arguments for enforcement align with their own judgement and 

reasoning.  

  Explainability was top of mind throughout the optimization process, as all three interviewees 

emphasized. A random forest regression was used as ML modelling method, specifically because it 

can easily explain the trees and decision-making process. In addition, The SHAP method was used to 

communicate the output of the model in a way that explains the ML model’s most important evidence 

criteria’s and scores in an understandable and non-technical way (Lundberg et al., 2020). This 

emphasis on explainability heightened the understanding produced by the model of illegal housing 

fraud. Moreover,  it provided municipal officers and enforcement lawyers with the necessary 

information, but also increases the moral and epistemic accountability of the model to the public, this 

is why the coupledness demonstrated here is important. How these epistemic considerations 

throughout the modelling process are linked moral aspects of modelling becomes explicit and 

therefore discussable. Knowing what decision-criteria have contributed to the outcome and to what 

extent, brings an understanding of the workings of the system. At the same time, the model translates 

specific automated policy-measures into automated decision-rules. It is questionable how much 

citizens could interfere with the exact features of the system and go beyond its technical workings. 

4. Ethical and social considerations affecting epistemic issues 

Possible errors and possible consequences 

 A possible consequence of error here is that citizens would be wrongly accused of fraud. Since 

the outcomes of this inductive risk is highly undesirable, several mitigation strategies have been 

applied to limit these uncertainties. Modelling choices have been based on what was considered most 

significant and morally permissible. Unfair outcomes can be caused by social biases that reflect 

societal norms independent of any model, present in the context of use (Friedman & Nissenbaum, 

1996, p.332-335). This causes undesirable outcomes on grounds that are unreasonable or inappropriate 

and has to be prevented. Such bias is ethically and lawfully impermissible. Which potential errors to 

accept is primarily determined on non-epistemic grounds. 
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   First, an elaborate bias analysis was used to correct or exclude skewed features4. The model is 

trained with existing features and afterwards corrected with feature-weights that reduce the bias. The 

reweighting of labels enabled identification and correction of biased features. This re-weighting 

technique considers the distribution of errors amongst different subgroups and features. It has to  

prevent any bias in false positives towards a particular value within specific features. For example, the 

feature gender should not be biased towards men or women, causing more false positives for a 

particular label in this group. If the bias could not be corrected, the features were excluded. Algorithms 

can be so effective at finding patterns that excluding sensitive data is not enough. Therefore, the 

development-team also investigated whether the non-sensitive data processed by the model indirectly 

leads to undesirable differences in treatment between cases. For example, it could be that in certain 

neighborhoods many of the people living there have a certain nationality; or that certain groups on 

average have larger families. If the algorithm then uses data such as the postal code or family size, it 

can still indirectly distinguish between certain groups, simply by distinguishing between 

neighborhoods or family size. In this case, a group can still be disadvantaged by the algorithm, even if 

the group is not explicitly known to the model.  

  Second, strict feature-selection had to support a morally justifiable and fair balance between 

the modelling-goal and the potential disadvantage for citizens. All non-essential and sensitive features 

were eliminated preliminary. Features such as place of birth, nationality, marital status, and country of 

birth are excluded from analysis. Only if significant and explainable, if legally and morally justifiable, 

it is permissible to differentiate on some grounds. For example, if fraud happens statistically more in 

big apartments located in the city center, then city-area could be an acceptable differentiator. The use 

of features needs good interpretation, argumentation and explanation. Only then can decision-criteria 

be included as quantifiable decision rules. The inclusion of features is currently decided upon based on 

collective judgement within the housing department. The department works with many business rules 

that were explicit made for the construction of this model. If a differentiation is explainable and 

defensible by municipal-policies and law, it will be accepted.  

  Finally, the principle of whitelisting instead of blacklisting was used, as the ML-developer 

explained. Predicting fraud can be done in two ways. First, by identifying those who potentially 

commit fraud, which is called blacklisting. Second, by identifying those who are definitely not 

committing fraud, called whitelisting. In case of bias when whitelisting, false positives equals having a 

bias on saying that a person is not committing fraud. Technically, this is not a big change. However, it 

does change the entire goal-formulation of the model. Instead of identifying people as potential frauds, 

there are listed as definitely-not-frauds. Whitelisting people means instead of saying the first 10 cases 

are fraud, you're saying the last 10 cases on this list are for sure not fraud. Due to the whitelisting 

principle, a false positive means that someone who is fraudulent will be identified as non-fraudulent. 

                                                           
4 The open-source ‘AI Fairness Toolkit’ was used for this https://aif360.mybluemix.net. 

https://aif360.mybluemix.net/
https://aif360.mybluemix.net/
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With this technique, the biggest consequence of error would be that a fraudulent address may receive a 

delayed house-visit or no visit at all. 

5.2. Conclusion study case 2: Detecting Illegal Holiday Rental 

  The ML model on illegal holiday rentals prioritizes fairness, non-discrimination and 

explainability as ethical-epistemic priorities towards optimization. The epistemic can only be optimal 

if the non-epistemic conditions are safeguarded first. This view is not epistemically neutral but has 

significant moral meaning. Ethical-epistemically, this means they accepted an overall trade off trade-

off between fairness and statistical model-performance. There seems to be a big awareness on the non-

epistemic aspects of the model in the evaluation of possible error and acceptance of the model. All 

decision are multiple, said one interviewee, they are technical as well as legal, ethical and political. 

For now, the model is accepted as a pilot, while the empirical consequences of potential error are 

mitigated via a bias-analysis. This is a non-epistemic evaluation of the cost of error for different 

stakeholders. Which differentiators are permissible is currently primarily a debate within the 

development-team and the municipality itself. In addition, the focus on legal legitimacy and the use of 

the SHAP-method makes the process accountable for decision-criteria in the model. These 

demonstrate non-epistemic direct and indirect choices on the methodology-choice. The inclusion of 

features as decision-criteria was based on detailed considerations of legal, political, social and ethical 

grounds. The privacy-proof exclusion of features and bias-correction was a time-consuming task. At 

the same time, the ML model seem highly effective in translating policy-guidelines and business-rules 

to specific situations. 

5.3. Comparing both case studies 

  The analyses of the case studies show that the aims of both ML models are geared towards 

increased liveability in Amsterdam’s urban environment. Whether this is achieved through clean and 

safe streets or a just housing market, both departments aspire to contribute to optimized services and 

enforcement in the city. Similarly, these ambitions are welcomed by the political leadership of the city. 

Both  ML models are implemented with the goal to improve the efficiency of governmental-processes. 

However in comparison, the citizen-reporting ML model first and foremost prioritizes epistemic 

values and statistical performance in optimization decisions, while the housing-fraud model 

emphasizes non-epistemic values such as fairness more. This is understandable, since the housing-

fraud model directly affects people’s lives and behavior. The first ML model primarily concerns 

objects in public space, which only indirectly affect people’s lives in the city. Using AI/ML models as 

tools of knowledge production and decision-making in governmental processes, not only raises the 

question what kind of knowledge base we're giving these tools in our cities, but also what kind of 

moral norms or virtues should be programing into these tools.  

  Smart city concepts are built on older statistical modes of city-administration, but pose new 
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challenges as to their epistemic value and their moral and political consequences. They should be by 

no means be understood as neutral in their knowledge production and empirical consequences. When 

accepting a model, you indirectly accept its uncertainties according to the concept of inductive risk. 

The possibility of being wrong has direct and indirect empirical consequences. These errors are likely 

to affect particular groups in the city differently. As such it will always be the same kinds of people 

who ‘dance’ through such systems without any problems, often linked to particular neighborhoods, as 

was the case in both case studies. Simultaneously, it’s the same kind of people that always fall in the 

potential ‘error-zone’ of uncertainty, or that fail to comply with such a system. This is closely linked 

to (coupled) judgments of inductive risk. Specific potential errors may be judged as highly undesirable 

because of the non-epistemic evaluation of their consequences. Rather than treating the epistemic 

model-performance and its moral consequences as separate entities, the norms we hold for each of 

them should be perceived as coupled (Katikireddi & Valles, 2015; Tuana, 2013; Valles et al., 2019). A 

coupled epistemic-ethical approach puts the non-epistemic values of model-practices at the midst of 

the predominantly epistemic evaluation of model-performance and outcome. These non-epistemic 

aspects often stay implicit while the current analysis demonstrates that they play a considerable role in 

the production and evaluation of the model’s epistemic qualities and well as use and potential 

consequences. Assessing optimal functioning of models requires epistemic and moral judgement, as 

they are coupled and mutually influence each-other. Accepting model-performance as sufficient, 

means accepting their epistemic output and non-epistemic direct and indirect consequences.  

  The ethical-epistemic analysis shows that generated knowledge by societal AI/ML models is 

not neutral. As moral norms are an essential part of an AI/ML model’s appropriate epistemic 

functioning, what counts as usable knowledge for public decision-making becomes highly political. 

The insights that are produced should not to be understood and perceived as purely epistemic, but as 

coupled from the start. Going beyond the epistemic non-epistemic distinction will provide new tools to 

discuss to status we give AI/ML models as knowledge producers in public decision-making processes. 

The non-epistemic heavily interferes with the epistemic, as the model-practices of both models show a 

high awareness of the potential consequences of potential errors. The cost of error is not seen as 

neutral towards those effected. Involving citizens more in the goal and outcome of ML models, may 

reduce uncertainties concerning the moral and epistemic judgements of these model-practices (Sage 

Cammers-Goodwin, 2021). Without such collective insights about public issues and phenomena in the 

real-world, these interpretations and interventions are highly rhetorical.  As such, the current analysis 

provides fruitful grounds for more democratically epistemic practices by gaining transparency and 

strengthening reliable knowledge production. This is important, because though the mathematical is 

seemingly objective, it bears ethical, political and societal values in all corners. As such, the current 

analysis provides fruitful grounds for more democratically epistemic practices by gaining transparency 

and strengthening reliable knowledge production. This is important, because though the mathematical 
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is seemingly objective, it bears ethical, political and societal values in all corners. A thorough 

justification is required for these practices. 

CHAPTER 6: DISCUSSION  

6.1. AI/ML driven knowledge-production and decision-making in cities 

  An important reason why the smart city has become such a popular concept is because it is 

presented as a value-neutral, objective, rational, and evidence-based concept (Schuilenburg & Pali, 

2020). The ‘smartness’ of a city generally refers to the skills and data available to base actions on 

computational models. But, those aspects of reality that leave a data trail are equally important, as the 

real city in its lived totality (Johnson, 2020, p. 437). Both require a degree of digitally mediated 

abstraction that is captured via AI/ML modelling and both leave the responsibility of interpreting their 

implications to human decision makers. Far from providing an unmediated view of the city, urban data 

frame the city according to the categories that the system that produced them is capable of collecting. 

Smart city policies presume that data-driven urbanization allows for better decision-making, optimal 

mobilization of resources, coordinated public service delivery, safe and better living conditions, and 

overall smart governance. They can be categorized as specific coupled ethical-epistemic issues, as the 

framework in this thesis has demonstrated. Such optimizations carried out in the publicness of the city 

are highly value-laden. The concept of ‘smartness’ falsely unites a separation between measuring, 

understanding and governing the city with the use of AI/ML models. This perspective is highlighted 

by existing bridging concepts applied in techno-scientific contexts. The ethical-epistemic framework 

of analysis in the current thesis shows similarities which these concepts. They all involve coupling of a 

sort, between descriptive and evaluative, between facts and values, and between different philosophies 

(Värynen, 2016;Stalnaker, 2009; Norton, 2005; Valles et al, 2019).  

  If the smartness of a city generally refers to actions based on the knowledge production of 

AI/ML models, then it is important to justify the epistemic and ethical grounds that these actions and 

technologies are based upon. Constant negotiations concerning what is optimal manifest on the level 

of model-features as well as model outcomes. First, via confirmative requirements related to inductive 

risks and possible errors. Second, via significance requirements in the context of use. The status of 

AI/ML models as knowledge-producers in public decision-making processes should not be seen as 

merely instrumental. They should not be perceived as mere objective statistical means for automation. 

The epistemic and moral judgements concerning their optimal performance and related inductive risks 

will be judged differently by different stakeholders. False positives and negatives do not come with a 

similar cost to all those involved. This not only raises the question what kind of knowledge base we're 

giving these tools in our cities, but also what kind of moral norms or virtues should be programmed 

into these tools. Finally, it raises the question of who has, or should have the authority to make such 

decisions. As both case studies have shown, inductive risks and the potential consequences of error are 
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unequally distributed among those effected. This makes AI/ML models highly political and their 

epistemic and moral considerations should be made explicit. AI/ML models are epistemic-ethically 

coupled and so is the knowledge they produce.  

6.2. AI/ML models in society reinforce rhetorical optimization 

  Ideally, AI/ML models are ideal representations of something. They should optimally 

represent social phenomena under investigation. At the same time, they represent with the goal to be 

optimized for something. This has caused decision-makers to ignore aspects of city life that cannot be 

simplified and explained solely through algorithms. While this critique alone is not new, it bears direct 

consequences for the way we understand the world around us. AI/ML models can support many 

systems in a city—water, transport, security, garbage, green buildings, and clean energy. However, 

they have not been made to work within a particular urban context, therefore we need to find ways to 

urbanize them (Sassen, 2015). Analyses of urban technologies must themselves be iterative and 

conceived as an open-ended process, like cities themselves (Stone, 2021, p.12). Relevant issues will 

evolve, some might  endure, others will fade, and new values may emerge. Such notions need to be 

included in the design processes of urban technologies. What is to be optimized in cities should not be 

approached as something static or pre-determined. It takes conscious effort to design authenticity into 

these technologies and the behaviors and experiences they facilitate (Wittingslow, 2021). Integrating 

normative requirements as design norms into AI/ML models enables moral, political and social values 

to be integrated in the whole life cycle of AI/ML models in order to monitor unintended value 

consequences and to redesign the model if necessary (Umbrello & van de Poel, 2021).   

  Without such strategies, AI/ML driven optimization has a primarily rhetorical character. In 

modern decision-making processes, AI/ML models are used as a support to optimize governmental 

processes. Similarly to the case studies that have been analyzed, they translate policy into rule-based 

decisions and decision-criteria. In order to govern a city, a multitude of devices, instruments, 

apparatuses, calculations, documents, procedures and so forth are needed. The city becomes 

surrounded by calculative norms, standards and measurements (Lapsley et al., 2010). By measuring 

the multitude of traces of human actions and interactions in the conduct of everyday life, social order 

and economic efficiency can be sought.  By reducing and quantifying the uncertainty of decision-

making processes in organizations, automated quantification rationalizes the exercise of rational-legal 

authority (Lorenz et al., 2020). AI/ML bureaucracy differs from traditional bureaucracy, as it 

transforms the organization. The central coordinating mechanism is not the standardization of work or 

skills but the artificial advice based on data analysis. Case study 2 could be considered as an example 

of this, since business-rules, and policy-rules gained prominence throughout the entire process. This 

poses a threat to the moral and political legitimacy of our public decision-making process, where the 

somewhat pessimistic conclusion is that it is possible that quantified decision-making processes 
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constrain and limit opportunities for human participation and normative consent (Danaher, 2016; 

Estlund, 2003; D. M. Estlund, 2008). 

6.3. AI/ML driven optimization is political 

  Once is argued that morality and epistemology are connected, as the in the current thesis, 

where it is argued that the epistemic aspects of societal AI/ML models bear (and should bear) many 

non-epistemic judgements at all its stages, then the field of virtue epistemology is addresses the 

ethical, social and political norms for acceptable knowledge production. Epistemology is seen as a 

normative discipline from this perspective. Non-epistemic values have an indispensable role in 

training people to seek, acquire and transmit knowledge, a distinctly social activity  (Kvanvig, 1992; 

Morton, 2013). With the rise of big data and automated decision-making decades later, it could be 

argued that big data brings ‘specific epistemic and methodological characteristics (Leonelli, 2014). 

The prominence and status of the output acquired by data that make it a novel epistemic practice 

(Leonelli, 2014). The knowledge produced by these models is epistemic-ethical, and therefore 

political.  While the mathematical performance of ML-models requires testing, their fit with societal 

norms and practices also requires experimentation. Case-study 2 on housing-fraud has explicitly been 

positioned as pilot for this reason. It is not yet sure that this type of knowledge-producers will fit with 

shared ethical norms on the long run. The implications this has for the statistical modeling of these 

tools are just starting to be discovered and experienced. The principle of white-listing vs. blacklisting 

in this case-study is a promising example of this.  

  With statistical evidence, fairness might actually require inaccuracy (Basu, 2020). First, you 

cannot convict someone solely on the basis of statistical evidence, no matter how strong that statistical 

evidence (Enoch et al., 2012). Second, accuracy versus fairness results in a dilemma between doing 

what we epistemically ought (attend and respond to the background statistical information about the 

race of the staff members) and what we morally ought (not use someone’s race to make assumptions 

about them, such as that they are staff). Moreover, it is mathematically impossible to accommodate 

multiple interpretations of fairness into one algorithm. In AI/ML literature, this is referred to as trade-

offs. These choices are no technical matter, they should be resolved politically (Wong, 2020). 

Essentially, model-practices constantly require judgements of epistemic and moral standards and their 

intertwining. Therefore, the knowledge they generate falsely believed to be purely epistemic. 

Ultimately, their results, consequences and representations are political. Their moral and epistemic 

aspects are coupled and should be understood as such.  

  It  raises the question of who has, or should have the authority to make such decisions. Until 

recently, citizens and politics were largely absent in choices about data structures. As a result, the term 

‘citizen-centered smart cities’ has now gained popularity (de Waal & Dignum, 2017). Data-based 

urbanism has not only made it harder for people to capture the city; it has made it harder for them to 
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be in the city if they do not appear in the data (Peters, 2020).  AI/ML models within city-governments 

so far provide limited means for participation, citizens mainly interact with the input or output of these 

models. To ignore the experiential and implicit knowledge of residents of a city, limits the creativity 

and advancement of the city (Cammers-Goodwin, forthcoming 2021). According to the idea of local, 

situated ‘street-level’ knowledge, you need to ask for its consequences in order to discover the 

meaning of an idea (Hardin, 2000, p.110). Consequences should be broadly defined to include the full 

costs and benefits of coming to know and using knowledge. It gives a more subjective account of 

knowledge. Meaning primarily arises in context, this is important because societal AI/ML models tend 

to measure action. Only measurable actions can be statistically interpreted. However, human agents 

are not only doers. They are also believers, knowers, and inquirers (Dandelet, 2021). As both case 

studies demonstrate, AI/ML models my indirectly serve and represent some groups in society over 

others. They easily optimize towards idealizations, leaving the same vulnerable groups in the margins. 

This has been made explicit in case-study 1, where certain neighborhoods of the city indirectly risk a 

decreased level of service due to their limited language skills or other socio-economic indicators 

linked to reporting on issues in public space. 

  The inclusion of those effected is required to justify the use of these models. First, because 

different stakeholders will address the inductive risks of ML models differently. Uncertainties may be 

judged differently be different groups of stakeholders. Potential errors may have undesirable 

consequences for particular social groups specifically. The available evidence may be judged 

differently, depending on how well citizens see themselves represented in the data. These all indirect 

ways in which value-judgements play a role in model practices. Directly, those effected may also have 

opinions on the quality of knowledge that is generated, the ways in which the results are interpreted 

and used or in terms of direct-value trade-offs. As such, public participation could enable more 

democratic epistemic practices by gaining transparency and strengthening reliable as well as 

responsible tools for public knowledge-production and decision-making. This asks for normative and 

value-laden decisions, since there is no common scale for weighting them. When straightforward 

answers on how to come to acceptable principles of conduct are lacking, one speaks of normative 

indeterminacies (Dobbe et al., 2020). When city-governments, as authoritive and democratic 

institution, there is a need for democratic dissent mechanisms  for such indeterminacies (Anderson, 

2012). Politically, this should ensure that the conditions set are morally, epistemically and politically 

acceptable to those affected by AI/ML models, through inclusion and accommodation of their views 

and voices. Datafied insight should not replace modes of public deliberation or dialogue. 

 It seems reasonable to argue that all people who are significantly affected by a decision should 

be included –directly or indirectly in the decision making. Political philosophers and political 

scientists have emphasized the importance of the all-affected principle in democracy (Wong 2018: 66).  

The aim would be to reduce disagreement and accommodate differences. For this purpose, in the 

context of algorithmic accountability, public reason can be considered as justification for automated 
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system outputs (Binns, 2018; Daniels, N., & Sabin, 2008; Daniels & Sabin, 1997; Wong, 2020). Those 

affected are decision subjects and those deciding the accountable decision-makers. This should enable 

a public deliberation on reasonable democratic justifications concerning the epistemic and moral 

norms we hold for the use of governmental AI/ML models. 

6.4. AI/ML driven optimization is cultural 

 Beyond a technical narrative, data-driven decision-making processes by governments involve 

complex cultural and social ordering processes. For this reason, scholars use concepts such as culture, 

narratives or social imaginaries to emphasize the societal effects of technology in the city (Johnson, 

2020; Schuilenburg & Pali, 2020; Cartwright & Le Poidevin, 1991). These bridging concepts are 

central to the construction of societies that challenge the primacy given to material structures over 

cultural and symbolic ones (Anderson, 1983; Taylor, 2004). AI/ML driven optimization also involves 

coupling of a sort, between descriptive and evaluative, between facts and values, and between different 

philosophies (Värynen, 2016;Stalnaker, 2009; Norton, 2005; Valles et al, 2019). The values that are 

embedded in these bridging concepts should be managed, but with what ideals, remains a challenge 

(Alexandrova, 2014). Urban social imaginaries can provide support in determining these ideals, also in 

the case of statistical and automated materialities such as AI/ML models. They represent as a specific 

set of visions, hopes, and fears that may directly affect government policy decisions, urban design 

criteria, capitalist investment and people’s attitudes (de Waal & Dignum, 2017, p. 254). Ultimately, 

such imaginaries would be able to add idealistic directions to the role of AI/ML models in cities. 

Moral, political and epistemic standards we set for knowledge are related to the meaning we give to 

such methods. This safeguards the inclusion of implicit, tacit, lived knowledge, while making these 

factors explicitly relevant. Both case-studies have demonstrated that societal ML models implicitly 

negotiate relations among different stakeholder groups in society. Likewise, the framing of the 

optimization-goals for both models have been submissive to multiple formulations. First, the meaning 

of the model in case-study 1 shifted from reporting service to a source of information based on signals 

that easily excludes those who do not report. Second, the ML-model on illegal holiday rentals is now 

based on citizen-reports, but some hope that it could run independently predict fraud, based on 

existing data-bases. The goals and perspectives that underlay these models is not static. 

 This is important, because the practices of everyday life has political, social, ethical, creative 

and epistemic characters that make it impossible to reduce them to predictable, mechanical processes. 

Data-informed models can enrich social imaginaries of the city. Rather than rhetorically defining 

epistemic and ethical norms or design values into models, a joint reconceptualization of public issue 

problems might enabling the discovery of possibilities for collective action. The smart city should then 

be understood as a performative term, as it allows public and private parties to reshape and transform 

the city according to the shared imaginaries articulated in the notion of the smart city (Schuilenburg & 
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Pali, 2020). City’s actions on the basis of any model, thus require judgments about what the observed 

or projected phenomena mean for the life of the city as a whole (Johnson 2020: 430).  These 

judgments do not proceed autonomously from the model’s data, they are human interpretations of its 

meaning which bears responsibility in their real-world application (Symons, 2008). How the model 

represents, explains, understands, analyses and interprets real-world phenomena, is as much a moral as 

an epistemic matter. 

  With a shared vision on what these models should bring about, the social and cultural meaning 

of model-practices gain prominence. First, this enables communities to set their own moral boundaries 

in line with this shared imaginary. Collective imaginaries can resituate AI development as an 

opportunity for communities to reimagine their own moral boundaries, helping both to ensure the 

expression of intuitively comparable human values and resolve situations of moral overload (Dobbe et 

al., 2020; Van den Hoven et al., 2012). Second, it emphasizes the epistemic importance of human 

intelligence in distinguishing relevant from irrelevant patterns detected by artificial intelligences in 

large data sets (Miller, 2010). More specifically, data can be used for civic action and policy change 

by communicating with the data clearly and responsibly to expose hidden patterns and ideologies to 

audiences inside and outside the policy arena (Williams, 2012, p.196). The role of AI/ML models in 

cities can thereby strengthen the position of communities in relation to their city-governments. What 

AI/ML optimization can mean for a city becomes cultural, since the shared norms and values find their 

way into the model-practices as well as the model itself.  

CHAPTER 7: CONCLUSION 

   The research question of this thesis is stated as follows: What do governmental AI/ML models 

optimize for in cities and how is this value-laden? Urban AI/ML systems are deployed in a 

geographical and social context where many different groups of people live and interact. They all have 

different backgrounds, characteristics, preferences, opinions and socio-economic circumstances. Some 

may fit more into the ideal urban citizen that city-governmental processes can easily digest. Others 

might indirectly face undesirable empirical consequences from uncertainties and potential errors in 

governmental decision-making processes. Without conscious and explicit judgements of the epistemic 

and moral requirements that we set for these systems, we risk unevenly distributed optimized services 

towards specific zip-codes and socio-economical groups in the city. The generated output of societal 

AI/ML models is highly political because of the many ethical-epistemic value-laden trade-offs during 

construction. As such, the normative moral and epistemic requirements set for these models require 

public participation to be justified. Without such public dialogues, we risk an over-appreciation of the 

quantifiable when understanding our cities and an optimization towards a narrow ideal mold of urban 

citizens. 

   To debunk such generic and rhetorical tendencies, the epistemic should not be understood as 
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value-free and objective as the ethical-epistemic framework has demonstrated. This would require a 

shift from a traditional, predictive culture of AI to an interactive culture of AI, emphasizing the role of 

interpretation. This cannot be done without interpretation of the unmeasurable, since meaning is found 

in local context and experience. Without a layer of interpretation, models might be ‘too effective’ 

when carrying out government policies, discarding human judgements and interpretations, bringing 

about a rhetorical tendency of city representation and governance. AI/ML models that support urban 

and public knowledge-producing and decision-making processes are socially constructed and therefore 

political. The measurable and observable does grasp all that is to be known about the social dynamics 

of the city. Inductive risks of the AI/ML models will be prioritized differently by different 

stakeholders. The false negatives and false positives are unequally distributed among social groups. 

The goals to which we put these AI-ML models to work are guided by social and political perspectives 

that bear epistemic and moral judgements. AI/ML models do not occur naturally, they are brought 

about by human decision-makers.  

7.1 Recommendations  

  The increasing trend to visualize the city and represent it in numbers answers to the need to 

account for the actions that city-governments undertake in shaping and managing the city. And with 

the use of AI/ML models, comes the need to account for the quality of those decisions, as well as their 

positional consequences. This, in order to individually and collectively protect the dignity of those 

effected, to assess the legitimacy of reasoning and to prevent consequent problems (Kaminski, 2019, 

p.1529-1530). As argued, to ensure political legitimacy of such norms, those affected are to be 

included in the decision-making. This concerns the inner workings of AI/ML models, as well as their 

societal outside affects and meaning. The existence of inductive risk and the link to potential 

undesirable errors for different groups of stakeholders makes this clear. What is needed now, is a shift 

in thinking for city-governments that have previously had a top-down approach regarding data-driven 

city-interventions (Meijer, 2018). Based on the analyzed case studies, the following recommendations 

are given to local city-governments such as the City of Amsterdam, in order to justify the epistemic 

and moral grounds of AI/ML driven knowledge-production within public decision-making processes:  

 1. Make ethical-epistemic value-considerations and trade-offs explicit 

Clarify the strengths and weaknesses of mathematical optimizations, their training-data, their 

assumptions and their supportive empirical evidence. Clarify the desired societal outcomes for the 

model and the limitations that puts on mathematical calculations. By making these value-

considerations explicit, they can be put up for discussion. Inductive risks and other uncertainties 

caused by assumptions and potential errors, are an inherent part of AI-ML modelling. This makes 

them value-laden.  
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2. Mechanisms for meaningful public deliberation and accountability 

At least the following three mechanisms should be in place (Wong, 2020, p.239). First, decisions 

related to prioritizing, trade-offs and its reasoning, should be made public in plain language. Second, 

the decisions are should be demonstrated to adhere to  reasons that are acceptable by those who are 

most adversely affected. Finally, suitable mechanisms to resolve disputes should be put in place. There 

is always a trade-off between complexity and usefulness. As such, it is debatable and interpretable 

how well a model serves particular goals for different groups of stakeholders. The consequences that 

potentially errors bring along are not neutral. 

3. Multi-stakeholder design-approach based on value-judgements 

The moral, social and political choices are embedded in design can facilitate specific socio-technical 

outcomes ( Longino, 1990: 83-85).) . Design processes can bring justified consequences while 

embedding values into the design at every design step (Brey, forthcoming, p. 8-11). The requirements 

and constrains of the design can be identified and clarified here by means of public participation. 

Stakeholders can co-determine the decisions concerning specific trade-offs. Purpose and context 

should be taken into consideration when modelling. Including all stakeholders ensures this more 

strongly. 

 

4. Shared narrative on values in an ideal city   

The shared norms and values that are embedded in public model-practices can bridge different 

perspectives towards the future. But with what ideals, remains a challenge that should be addressed 

collectively. Urban social imaginaries can support in determining these ideals. They represent a 

specific set of visions, hopes, and fears that may directly affect government policy decisions, urban 

design criteria, investments and  attitudes (Schuilenburg & Pali, 2020, p.140). Models never tell the 

whole story, they only highlight certain aspects of the real-world.  
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9. APPENDICES 

9.1 Detailed Interview Information  

Interview-protocols 

The answers to the interview questions form the data for this method, so the answers have to be 

recorded and processed in a structured way. All recorded interviews were transcribed. These 

transcriptions were afterwards encoded as outlined in chapter 4. The interviews were semi-structured. 

The questions for each category have been operationalized based on the literature study of chapter 2 

and 3, as well as the ethical-epistemic framework as outlined in chapter 4. This made up for a set of 

questions per sub-topic. Not all questions were asked all the time. All interviews started with an 

informal question concerning the involvement of the interviewee with the specific case-study as hand. 

Depending on the flow of the interview, one topic was followed by the next. The interview questions 
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and topics of discussion were peer-reviewed before use to make sure the questions were clear and 

open. 

 

* Initially, nine semi-structured interviews have been conducted. Only six of them have been used for 

further analysis. The case-study concerning the parking-tax process and AI/ML model has been 

excluded from further analysis. The three interviews conducted in the light of this case-study have 

been excluded from further analysis. The algorithms that automate the parking-tax process is 

outsourced to an external company. First, this makes the exact technical details opaque and difficult to 

analyze. Second, the underlying set of relations differ when an external party is licensed to perform a 

governmental task. The municipality itself only has limited control on the implementation of the 

model and its incremental optimization. Third, while ML is used to identify license plates, the 

processing of scans itself does not include ML techniques. 

 

Interviewees 

All interviewees are employees within the municipality of Amsterdam. They were interviewed 

because of their specific expertise and involvement within the ML-modelling practices of the case-

study. They were expected to be able to provide information based on their specific expertise as well 

as  their experience with ML-modelling in municipal context. The interviewee names are not disclosed 

due to privacy reasons.  

 

Interviewee ML-model Expertise/focus Data & Location 

I1 Reporting Issues in Public space.  Technical context: 

Logistic regression, 

textual classifier, 

language processing. 

Statistical optimization 

March 24, 2021 

Digitally, MS Teams 

I2 Reporting Issues in Public space User context: resolve 

public space issues as 

quickly as possible. 

Output oriented 

optimization 

March 31, 2021 

Digitally, MS Teams 

I3 Reporting Issues in Public space 

 

Political/policy context: 

Category-management 

for model and process: 

Model categorizes 

citizen reports 

March 31, 2021 

Digitally, MS Teams 
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automatically. Process 

optimization 

I4 Illegal holiday housing rental Technical context: 

Random Forest 

Regression, Ensemble 

learning. Statistical 

optimization 

April 7, 2021 

Digitally, MS Teams 

I5 Illegal holiday housing rental User context: Increase 

enforcement 

effectiveness. Output 

oriented optimization 

April 13, 2021 

Digitally, MS Teams 

I6 Illegal holiday housing rental Political/policy context: 

Legal and business rules 

focused. Increase 

enforcement 

effectiveness by process 

optimization 

April 15, 2021 

Digitally, MS Teams 

 

 

Ethics 

All interviews were conducted in accordance with the rules and regulations of the University of 

Twente. A request has been made for permission to conduct this research has been made at the 

University of Twente's ethics committee and was granted. The research was conducted with approval 

of the University of Twente's ethics committee, a body that is tasked with whether research proposals 

are in compliance with ethical guidelines, the GDPR and the Dutch law. 

 

 

Interview questions 

 

Modelling goals 

- Problem identification: What is the societal issue in Amsterdam which led to a demand for the ML 

model? 

- Problem framing and scope: How did you formulate the problem which must be addressed by the 

ML model? 

- Who is involved with the exploration and formulating of the problem? 

 

Stakeholder perspectives 
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- Which actors were involved with the demand for and development of the ML model? 

- Do you think that the different stakeholders within Amsterdam had the same goal for the AI model? 

- How does the developers team experience political involvement with their work? 

 

Model performance 

- Based on what factors do you evaluate the success of this AI model? 

- What is the AI model capable of doing and what not? 

- Which metric of success was used? 

 

Data uncertainties 

- How did you perceive the quality of the data? 

- To do you think all relevant stakeholder-groups are represented in the data? 

- How do you interpret the data and the output that is generated? (Are any additional information 

sources used in order to check if the model complies with reality) 

 

Model and parameter uncertainties 

- What are ways to identify citizen uncertainties for this ML model and at which moment in the 

optimization process are they relevant? 

- Which uncertainties do you consider to be the most important to prevent or control? 

-  How do you determine which features are most relevant to include? 

- When do you consider the ML-model as optimal? 

- How do you determine is past data is reliable to assess future situations? 

 

Potential errors 

- When do errors become clear for you? Were they known in an early stage, or only when the model 

was implemented? 

- What do you do in order to limit negative consequences of possible error? 

- How do you balance and judge the false positives and negatives within your model-process? 

 

Potential consequences 

- Which effects might be caused by faulty classifications by the model? 

- How do you take the citizen perspective into consideration to determine risks? 

- Do you think all errors have similar costs? 

 

Values 

- How was privacy and ethical expertise included in this process? 

- Which public values were considered specifically important to protect? 
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- How do you decide which values and uncertainties are relevant (and for which reasons)? 

- When would you prioritize ethical concerns over accuracy and vice versa? 

 

 


