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Summary
Overweight and obesity are a large and increasing problem worldwide and have been
associated with a range of diseases. People are advised to exercise more, eat less but
more regularly and avoid unhealthy food to lose weight. The most important principle
is to burn more calories than you consume. Food consumption can be registered using
a food diary, but entries are often inconsistent by over- or underestimating the amount
of food consumed or by forgetting to register consuming food at all. This leads to the
introduction of automatic dietary monitoring, which aims to objectively measure on the
consumption of food by determining the timing of food consumption and the quantity
and type of food consumed.
A sensing system consisting of a smartwatch, a piezoelectric sensor and a respiratory
inductance plethysmography sensor has been introduced to detect eating events. The
smartwatch worn on the wrist consists of a gyroscope and an accelerometer in three axes
to detect eating gestures. A piezoelectric sensor worn on the jaw is used to recognise
chewing food. The respiratory inductance plethysmography sensor consists of two bands
that measure lung volume change to detect swallowing food. The sensor data of different
sensors is combined to find out how much they complement each other.
An experiment was conducted in which six participants are asked to eat a croissant and
a bowl of yogurt with pieces of apple. The sensor data is filtered, transformed and then
split into windows. Distinguishing characteristics of the windows are captured by cre-
ating features. These features are fed into the classification algorithms to classify the
windows as eating events or non-eating events. Different machine learning configura-
tions are implemented to determine the optimal feature vector length, sensor combina-
tion and to test the generalisability of the model. In addition, a finite-state machine is
implemented to capture the sequential nature of eating by filtering false positive eating
event classifications.
The highest F1-score found using only machine learning algorithms is 0.82 for the clas-
sification of eating gestures, 0.94 for chewing food and 0.53 for swallowing food. The
finite-state machine did not improve the results.
The classification of eating events and chewing food achieved high scores, and the smart-
watch and piezoelectric sensor are therefore effective in the detection of eating events.
The current configuration of the respiratory inductance plethysmography sensor is inef-
fective in the detection of swallowing food.
Future research can focus on how the detection of eating events translates to the detection
of eating by measuring in less-controlled measurement conditions.
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1 Introduction
Overweight and obesity, defined as having a BMI of over 25 or 30 respectively, is a world-
wide problem with an increasing number of cases each year. From 1980 till 2016 the
percentage of people with overweight or obesity rose from about 29.3% to 39% [1,2]. Obe-
sity has been associated with cardiovascular disease, diabetes type two, osteoarthritis,
asthma and with some types of cancer [3]. Taking this into account, obesity can reduce life
expectancy up to thirteen years [4] and it is one of the biggest avoidable causes of death [5].
Therefore, it is important to stimulate people to lose weight to acquire a desired healthy
weight. People who are overweight are advised to exercise more, eat less, eat more regu-
larly, drink enough water and avoid unhealthy food. There are numerous diets that claim
to work best. The principle of losing weight, and what most diets are based on, is to con-
sume fewer calories than you burn. Physical exercise is healthy and does contribute, but
most can be gained by reducing calorie intake [6].
A first step in losing weight is to get a full depiction of the current food intake pattern
to see where most can be gained. This is often done by manually registering food intake
in a food diary through a food frequency questionnaire or in similar ways via an app
on a phone. The problem with this is that people fill it in incorrectly; they under- or
overestimate how many calories they take in or forget to fill it in at all [7].
This leads to the introduction of automatic dietary monitoring (ADM), which aims to
simplify the monitoring of eating habits to provide an objective account of eating habits.
The measurements are done automatically and continuously with the intention of mak-
ing the subject a passive element in the food registration process. With ADM you could
measure what type of food is consumed, at what time the food is consumed and how
much food is consumed.
Existing concepts either focus on just one aspect of ADM or ignore some important re-
quirements, such as if the sensing system is body-worn or sufficiently comfortable to
wear. A fully integrated body worn ADM system is not close to widespread implemen-
tation, and many steps must be taken to achieve this. [8]

The first step in the process of automatic dietary monitoring is to be able to detect the
eating events such that entries in existing methods can be entered more objectively. Only
after event recognition has been implemented, you can expand to measuring what type
of food is consumed and how much. This is because when you have an ADM system
that measures what type of food or how much food is consumed, you also need to detect
when this food is consumed. This leads us to the main research question:

To what extent can eating events be recognised by a wearable sensing system?

For this report, a combination of sensors was used for the detection of eating events. By
combining data of different sensors, the results could potentially be improved. This leads
to the following subquestion:

Which sensor or combination of sensors are best fit for a sensing system focused on recognising
eating events?

After this has been established, sensors will be developed to measure on eating in a con-
trolled environment. The data will then be processed and, with the help of machine
learning algorithms, a model will be developed that detects eating events. This machine
learning algorithm can either be built on the data of a single person or on the combined
data of all test subjects. Next to this, data from the near past and near future can be used
in classification to capture the chronological order of eating. This leads to the following
subquestion:

University of Twente [2]
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What machine learning algorithm or combination of algorithms and what machine learning con-
figuration is best suited for eating event recognition?

This report starts with the current state of dieting along with its challenges in section 2.1.
This leads to the introduction of automatic dietary monitoring in section 2.2 followed
by the sensor choice based on the literature and a survey in section 2.3. In chapter 3
the sensor system is described, followed by the experimental setup. The data is then
processed in preparation for the classification algorithms. The report will continue with
the results, discussion and conclusion and recommendations.

University of Twente [3]
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2 Background
In deciding which sensors to use to assess ingestive behaviour, it is important to under-
stand all aspects of automatic dietary monitoring. If the person that wears the sensor
system does not like how it operates or feels, he or she will not wear it. To answer the
first research question, more insight is needed in all sensors applicable to automatic di-
etary monitoring. This section first explains dieting in general as a motivation for this
research. Secondly, the current state of the automatic dietary monitoring research field is
introduced as a solution to overweight. Finally, the choice of sensors is explained based
on user requirements.

2.1 Dieting
When someone is overweight or obese, it is important that they lose excessive weight for
health reasons. However, losing weight is not easy and many people try and fail. You
can see advertisements for diets on the internet and television on a non-stop basis, with
different tactics as to how to lose weight every time. This makes it difficult to decide what
works. Consuming fewer calories than you combust is considered to be the best tactic [6,9].
However, other factors such as stress, regular sleep, physical exercise and regular eating
patterns will also induce weight loss [10]. Furthermore, decreasing eating speed will make
you feel stuffed earlier and thus has a positive influence on your weight. [11]

In losing weight, you should try to adapt the person’s lifestyle without changing habits
and customs too much, such that the chances of relapse into old unhealthy eating habits
are decreased. Only one in five people that have tried dieting were able to sustain a ten
percent weight loss for one year [12]. Although diets are proven to be effective, they only
show short-term weight loss. Effective treatments involve lifestyle changes and can take
up to 2 to 5 years. [8,13]

A frequently used strategy in dieting is to record all that is eaten over a period in a food
diary or a food frequency questionnaire. It proves to be difficult to register the calorie
uptake correctly, because it is determined by the person’s motivation and memorising
skills. Because they are aware of what they put into the food diary, their input can be
influenced by what they think is preferable. Somebody might, possibly subconscious,
decrease the amount of food eaten to feel better about themselves [14]. People regularly
under- or overestimate how many calories they take in or forget to fill it in at all [7]. Studies
have shown that underestimation levels can be as much as 34% [15] or 50% [16] of the daily
energy uptake. Overestimation is also common, with overestimation levels high as 50%
above the actual number of calories consumed [16].
Next to this, it is difficult to exactly determine the amount of food and the number of
calories that are consumed. Food wraps state the number of calories, but a more complex
meal demands extra time and effort, which not everyone is willing to put in [17]. After a
while, the motivation starts to wither, it becomes harder to consequently register calorie
uptake.
Furthermore, eating is a routine activity [8], which makes it difficult to consciously notice
dietary events such that you will register them in the food diary. You drink a glass of
cola after sports, eat a piece of candy on the way to the bus, or get a piece of cake from
a colleague. These are situations that can be forgotten or estimated incorrectly and lead
to false food intake registration. Forgotten dietary events will make the food diary unre-
liable and less effective. Small food consumption can seem insignificant by themselves,
but when added together can play an important role in dieting. For example, whereas
eating one cookie might not be important, eating four cookies over the day amounts for
a significant number of calories.

University of Twente [4]
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2.2 Automatic dietary monitoring
The research in the field of automatic dietary monitoring (ADM) has been initiated in
2005, making it a relatively new research field. The goal is to achieve a fully integrated
body-worn ADM system which can measure all relevant parameters on a continuous
basis. [8] ADM could potentially solve memory and motivation limitations leading to false
calorie uptake estimations by using sensors to acquire objective data on eating habits
during the day. It aims to operate automatically, continuously, in the background as much
as possible. Ideally, the person subject to the measurements should have no influence on
the entries in a food diary in a fully functional ADM system. In this way, the ADM
does not interfere with eating habits and provides a representative picture of all food
consumption during the day.
ADM can be divided into three subcategories. The first step in the process is to be able
to detect food intake. This is based around the question: when does a person eat and
for how long? What are the eating habits? You must be able to differentiate between
opening your mouth for food consumption or to speak or brush your teeth. It is known
that to eat a sandwich, you must first move your hand to your mouth to ingest it. Then,
you will chew several times before swallowing the food. All these eating events together
constitute food consumption.
Next to the detection of food consumption, it is important to determine what type of
food is consumed. Can you distinguish between eating an apple and eating a cupcake
or between drinking water and drinking a soda? When this is possible, maintaining an
accurate account of food consumption becomes much simpler and less time-consuming.
Another measure in ADM is the quantity of food that is consumed. How much food is
consumed and how much does a person drink? Combined with the other two aspects of
ADM, this provides a complete picture of what a person consumes during the day.

Measuring on food consumption
A dietary activity can be summarised in five steps, as seen in figure 1. The food is first
prepared after which the food is ingested into the mouth. After ingestion, the food is
processed in the mouth, then swallowed and finally digested by the body. This process
goes hand in hand with many entities that indicate food intake.

Figure 1: An adjusted image from [8] in which the different stages of eating can be distinguished: food
preparation, ingestion, processing, swallowing and digestion.

During food preparation, you can try to detect the cutting, cooking, serving, or unwrap-
ping of the food. You could then measure how the food is ingested into the mouth by

University of Twente [5]
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looking at arm, wrist, or head movements or the opening of the mouth. After ingestion,
the jaw will move to chew, the tongue will move the food around in the mouth and saliva
will be produced for lubrication. After some time, the food will be swallowed, causing
the chest to move and the breathing to stop. The food will then be digested, resulting in
gastric activity, a thermal effect and a cardiac response. The complete process results in
an increased body weight. [8,17]

Each of these entities will give different results. Gastric activity only serves as an indi-
cator for food intake or no food intake, but jaw movement show every bite the person
takes. When choosing which sensing measure to use, one must also take into considera-
tion how robust the measure is. Gastric activity might be more specific, i.e. it will only
be triggered by actual eating, while there will also be jaw movement during speaking or
yawning.
There are many options as to which sensors can be used best to measure on food con-
sumption. The sensor location can differ per sensor, most of the sensors are located near
the face, positioned on the jaw or mouth, in the ear, or on glasses. Sensors around the
jaw are often piezoelectric sensors [18,19] or acceleration sensors [20] that measure the jaw
movement. Bone conduction sensors that measure the sounds that occur during eat-
ing [21,22] are also used on the jaw. Sensors located around the ear are often acoustic [23,24]

or a proximity sensor [25]. Sensor systems in glasses often include accelerometers [26,27],
bone conduction sensors [28] or a EMG sensors [29]. There are also some examples where
the sensors are integrated in a necklace, that can have a camera [30] or microphone [31,32].
There are a lot of sensor systems positioned on the wrist, often containing an accelerome-
ter [33,34] or an accelerometer combined with a gyroscope [35,36] Some systems have sensors
placed in the room/surrounding or tableware that work with cameras [37], load cells mea-
suring the food weight [38] or with RFID tags [39].

2.3 Sensor choice
To determine which sensors to include into the sensor system, it is important to define
the target group. The sensor choice will be adjusted to the needs and requirements of the
target groups. Automatic dietary monitoring is predominantly meant for people who are
overweight. These are the people that benefit the most from a healthy diet and therefore
require objective measurements of food intake. These measurements could also be useful
for studies on the influence of food on health in general.
Regarding the user, the requirements can be summed up as follows:

1. Aesthetics
2. Comfortability
3. Mobility
4. Complexity

An ADM system should be a wearable device, which means it could be visible to other
people. This will be considered as a disadvantage which might prevent them from using
the system. The system will only be worn by those that are genuinely motivated to lose
weight. The target group will thus be overweight people who are prepared to use the
system despite its drawbacks.
The sensing system must also be comfortable for longer periods of time. Part of the
potential advantage of ADM over conventional methods is the constant monitoring of
eating habits. When the device is uncomfortable due to weight, size or shape, the device
might be taken off and the measurement is interrupted and becomes faulty.
Similarly, the sensor system must not interfere with daily life activities. This means it
must be convenient to transport it and have adequate battery capacity.

University of Twente [6]
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Furthermore, the system must not be too complex for the user. The input of the user
should not affect the measurement results, or it should be possible to normalise the data
over different measurements. For example, EMG signals are dependent on the position-
ing of the sensors. The position of these sensors might differ per measurement and thus
result in different values. Next to the installation complexity, the sensors should be re-
liable in different situations. It should for example not be easily affected by the type of
clothing, portion size of the food or the amount of light in the room.

Not only the user requirements, but also the quality of the results of the sensing system
will determine whether the system will be successful in detecting eating events in daily
life. There is a wide range of sensors that are used in ADM, a first selection of sensors
was made to narrow it down. Three sensors will be chosen from this list, such that it can
be determined which sensors work the best and if and how they can contribute to each
other’s results. This list contains sensors that all measure a different entity, preventing
two sensors from measuring the same thing. The list contained sensors and the following
sensors or:

1. Smartwatch
2. Respiratory inductance plethysmography bands
3. Piezoelectric sensor
4. Glasses (sensors would be embedded in the frame)
5. EMG (electromyography)
6. Bone conduction
7. In-ear system (similar to earbuds)

A survey was conducted on eight people of healthy weight, in which the participants
were asked to evaluate the sensors on the user requirements. Although these people are
not part of the target group, it gives a good indication of overall opinion on the sensors.
This survey questioned whether the participant would wear the sensor when taking aes-
thetics, comfortability, hinder of daily activities into account. Figure 2 shows the results
of the survey.
From this, the top three is chosen to be part of the sensing system; the smartwatch with
an accelerometer and gyroscope, the piezoelectric sensor and the respiratory inductance
plethysmography bands. Figure 3 shows the operating locations of the three chosen sen-
sors. Each of the three sensors takes a different approach to eating event detection, since
they all operate at different locations and all three sensors focus on different steps in the
eating cycle;

• The smartwatch detects eating gestures
• The piezoelectric sensor detects chewing food
• The RIP sensor detects swallowing food

Because the three sensors take a different approach, information of one sensor could pro-
vide additional information for the classification of another sensing measure. For in-
stance, taking a bite induces more jaw movement than chewing food, which means the
piezoelectric sensor could provide extra information for the classification of eating ges-
tures. Moreover, shortly after swallowing the food, a person will take a new bite to start
chewing again.

University of Twente [7]
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Figure 2: The average survey scores on aesthet-
ics, comfortability and hinder of daily activities
done on eight participants. Seven sensors were
rated 1 to 5 points on aesthetics, comfortability
and hinder.

Figure 3: The operating locations of the
three sensors, with the smartwatch worn
around the wrist (yellow), the piezoelectric
sensor worn on the jaw (red) and the RIP
bands are placed around the ribs and ab-
domen (purple).

Smartwatch
Smartwatches have been around for decades, with improving possibilities with each new
generation. Today’s smartwatches can contain accelerometer, gyroscope, ambient light,
pressure, heart rate sensors combined with improved processing power. This allows
you to use the data for other purposes. One of the advantages of the smartwatch is
its ease of use; you can get a smartwatch for €200/300 and have it functional within
ten minutes [40]. The accelerometer and gyroscope in smartwatches can be used to detect
eating gestures, which means it is fit for detecting food ingestion. Food ingestion happens
often during eating, so a meal is easily detected, even when not every eating gesture is
detected. However, these eating gestures must be differentiated from other movements,
such as adjusting your glasses or scratching the back of your head. An experiment done
by Merck et al. [41] in which complex meals were consumed reached an F1-score of 0.29
on food intake detection. Fortuna et al. [42] recorded an F1-score of 0.56 on event detection
consisting of a range of eating events together with a series of events that were not hand
to mouth motions.

Piezoelectric sensor
During chewing the jaw moves up and down, the piezoelectric sensor converts the strain
into an electrical charge. Many types of food must be chewed several times before swal-
lowing the food, making it a powerful sensing measure in detecting food intake. On the
other hand, chewing must be differentiated from other events that involve jaw move-
ment, such as yawning or talking. Experiments done by Farooq et al. [43] reached an F1-
score of 0.96. Fontana et al. [9] achieved an F1-score of 0.90 and Sazonov et al. [18] mentions
an accuracy of 81%.

University of Twente [8]
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Respiratory inductance plethysmography
The respiratory inductance plethysmography bands (RIP) are worn around the waist and
ribs that measure lung volume change. Eating affects your breathing pattern and thus the
lung volume change over time, which makes RIP useful in detecting swallows. It will be
difficult to distinguish a regular swallow from a swallow during eating. Since every
kind of food must be swallowed, the RIP can be a robust sensor to detect food intake.
Experiments done by Dong et al. [44] on food swallowing detection with an RIP sensor
provided an F1-score of 0.73.

University of Twente [9]
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3 Materials & Method
A sensing system containing three sensors (smartwatch, piezoelectric sensor and RIP
sensor) were tested in an experiment. The aim of the experiment was to show whether
it is possible and to what extent eating events can be recognised. These eating events
were eating gestures for the smartwatch, chewing of food for the piezoelectric sensor
and swallowing food for the RIP sensor.
The experiment was done on six young healthy subjects that were asked to eat a bowl
of yogurt and a croissant. After the experiment was done, the sensor data was prepro-
cessed and the video recording was analysed. The sensor data was then synchronised
in time with the help of the annotations from the video recording, after which the sen-
sor data was normalised. The data was then split into time windows (or breath cycles
for the RIP sensor data) which was then used to generate features of those windows.
The windows with their features were linked to the annotations derived from the video
recording. These features were combined in a feature vector that takes the near past and
near future into account and functions as the input for the classification algorithms. Fi-
nally, a finite-state machine was used in an attempt to improve the results by filtering
falsely classified eating events. The steps are illustrated in figure 4. All programming
was done in Python and can be made public upon request.

Figure 4: Flowchart of the experiments up and till the classification of the eating events.

3.1 Sensor system
The sensor system consists of three sensors, the smartwatch worn on the wrist containing
a gyroscope and an accelerometer in three axes, the piezoelectric sensor worn on the jaw
and the RIP sensor bands worn around the chest and abdomen.

3.1.1 Smartwatch
The smartwatch used in this project was the Huawei watch 2 from 2017. The smartwatch
was connected to a phone via a Bluetooth connection to a Samsung Galaxy S7 Edge phone
running on Android. The WebSocket was made using Wear OS by Google. Both the
phone and the smartwatch have an app called Sensor Data Logger. This app allows you
to retrieve real time smartwatch sensor data on your phone. Sensor Data Logger is an
open source app which has been adjusted to allow communication between the phone
and the computer. A Unix timestamp was added to the smartwatch data. The data was
sent to a computer via a WebSocket, which is a network protocol that allows continuous
bidirectional data traffic. This WebSocket communication was initiated with a Python
script run on a computer with a specific IP address. The data was saved as a JSON string
every ten seconds to prevent data loss due to possible connection problems with the
phone. The data files were imported and appended to one string, whereafter they were
split according to sensor type and axis (X-, Y- and Z-axis) with corresponding Unix time.
The sampling frequency was calculated to be around 83 Hz.

University of Twente [10]
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3.1.2 Piezoelectric sensor
The piezoelectric sensor used in this project was the LDT0-028K from TE Connectivity
Sensors (figure 5), which converts strain into an electrical charge. The piezoelectric sensor
only measures movement, static deflection does not induce an electrical charge. The
piezoelectric sensor was placed over the angle of the mandible of the jaw, which is the
position that induces the most deflection during jaw movement. The sensor was attached
to the jaw with flexible tape, as can be seen in figure 6.

Figure 5: The LDT0-028K piezoelectric sensor
from TE Connectivity Sensors [45]

Figure 6: The positioning of the piezoelectric
sensor over the angle of the mandible

The piezoelectric sensor was connected to a circuit board, which in turn was connected
to an Arduino Uno. The circuit used to measure the deflection can be seen in figure 7.
The Arduino was connected to a computer via a serial port with a 115200 baud rate and
a sampling frequency of 204 Hz. The Arduino was also equipped with a button which
was used to synchronise the time series of the Arduino with the time series of the other
two sensors.

Figure 7: The circuit connecting the Arduino to the sensor.

3.1.3 Respiratory inductance plethysmography (RIP)
In respiratory inductance plethysmography (RIP), the expansion and compression of the
ribs and abdomen can be used to derive the lung volume change. Ben Bulsink Innoveren
met Elektronica [46] designed two wearable bands connected to an Arduino to measure
this volume change. These elastic bands were equipped with a cable, which causes a
change in induction during elongation or shortening. This cable was connected to an
Arduino on both sides, which sends electrical pulses and measures the number of periods
during a 20 ms time window. The data was sent to the computer via a USB cable. Figure
8 shows how the bands were connected to the Arduino. One band was positioned just
above the bellybutton and the other band was placed at the bottom of the ribs as seen in
figure 9.

University of Twente [11]
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The RIP bands measure at a sampling frequency of about 6.2 Hz. Every ten seconds, a
time stamp was added to the data. It was assumed that the data points between two
timestamps were distributed evenly over the ten seconds.

Figure 8: RIP band with connection points to the
Arduino board, which is inside the white casing. Figure 9: The positioning of the RIP bands.

The RIP sensor can be worn above or below the shirt. The user prefers to wear the bands
under the shirt so that they are invisible. However, one might choose to wear the RIP
bands over the shirt for hygienic reasons. It was found that the RIP bands slip down dur-
ing longer measurements if worn under the shirt, leading to inaccurate measurements.
The slipping down did not occur when the bands were worn over the shirt.

Figure 10: Arm movement versus no arm move-
ment data of the RIP bands when worn under the
shirt. The graphs of the RIP bands are the com-
bined elongation of the abdominal band and the
thoracic band. After that, a high pass filter was
for mean justification and to account for drift.

Figure 11: Arm movement versus no arm move-
ment data of the RIP bands when worn over the
shirt. The graphs of the RIP bands are the com-
bined elongation of the abdominal band and the
thoracic band. After that, a high pass filter was
for mean justification and to account for drift.

A short experiment was conducted to test if arm movements influence the results of the
RIP sensor by tightening the wearer’s shirt. This consisted two tests of holding breath
while either moving both arms in an uncontrolled manner or keeping them still. The
results can be seen in figures 10 and 11. In both images, the data with no arm movement
was much more constant than the data containing arm movement. However, while data
without arm movement was comparable in the two situations, the deflection was greater
when the bands were worn under the shirt. The variance of the measurements with no
arm movement were 3.9, while the measurement with arm movement under the shirt
had a variance of 88.5 and over the shirt has a variance of 46.2. This indicates that the
results from the RIP bands worn over the shirt were less affected by arm movement and
thus better fit for the experiments.
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3.2 Experiment
An experiment was performed in which the subjects were asked to execute eating tasks
and other similar tasks. A video recording was used to link the eating tasks to the data.
An ethical consent was granted to do the experiment. The experiment consisted of six
healthy subjects, five out of six test subjects were right-handed. Table 1 shows additional
subject characteristics.

Table 1: Subject characteristics

Subjects n = 6
% Male 50
Age 23.5 ± 1.9
Weight (kg) 76.7 ± 9.6
Height (cm) 179.3 ± 10.5

3.2.1 Experimental setup
The subject was asked to wear a slightly loose fitting shirt that does not affect the RIP
bands results. The participant was also be instructed to sit still and only perform the
tasks as instructed, meaning the arm was to be placed on the table while in between
actions. The experiment contained eating events, but also other events required by the
classification algorithms.

Eating events
The goal of the experiment was to distinguish the eating gestures, chewing and eating
swallows from other events. This meant that during the experiment, types of food should
be consumed that require the subjects to perform these events. The smartwatch was
worn on the right wrist, which was be the designated arm for eating. The food used in
the experiment should involve an arm gesture to bring the food to their mouth. Next to
this, the food should be solid such that it requires chewing. Finally, the food should be
swallowed. Two kinds of food will were consumed in this experiment:

• A bowl of yogurt with pieces of apple
• A croissant

The first food that was consumed was a bowl of yogurt with pieces of apple. The subject
will eat with the right hand, the left hand can be used to keep the bowl in place. Pieces of
apple were added so that the subject must chew the food before swallowing. This food
consumption allowed the detection of eating gestures, chewing and swallowing. Next
to this, a croissant cut in pieces was placed on a plate in front of the participant. These
were again eaten with the right hand. After ingesting a piece of croissant, the arm was
placed on the table. This food consumption also allowed the detection of eating gestures,
chewing and swallowing.

Procedure
The experiment was not only built up of eating events. A measurement starts off with the
time synchronisation for the smartwatch and the RIP bands. This was done because the
three sensors each have their own time series, in this way you can combine and compare
the data. The time synchronisation was done by tapping the smartwatch and elongat-
ing the RIP bands five times while simultaneously pushing the button on the Arduino.
Afterwards, the timestamps corresponding to these peaks were compared to the times-
tamps of the Arduino and the time series of the smartwatch and RIP bands were shifted
to compensate for the time difference.
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Next, the test subject breathed in to minimum and maximum lung volume to determine
the maximal and minimal RIP elongation. This was done to scale the RIP elongation such
that data of different subjects can be compared.

The classification algorithm will have an easy job distinguishing arm movement from no
arm movement, but it was supposed to differentiate between eating gestures and other
gestures. The same can be said for the distinction between chewing food and other jaw
movements, and between swallowing food and swallowing regular (saliva) swallows.
To make sure the classification algorithm can make these distinctions and not just clas-
sify arm movements, jaw movements and all swallows, a measurement session also con-
tained counter events.
As a counter event to the eating gestures, the participant moved its right arm in a random
fashion above the table. This was done in a controlled manner, such that it did not affect
other sensors. The participant was also instructed to scratch the back of their head for a
number of times. This acted as a counter event for eating gestures, because it is an arm
movement similar to eating gestures.
As a counter event to chewing recognition, the subject read out loud from a book in a
book in their native language, ensuring smooth speaking. Counter events for the RIP
bands were not specifically instructed, since regular swallows during speaking or resting
acted as counter events.
Table 2 summarises all events that occur in an experiment together with their function.
The chronological order of these steps with corresponding (approximated) duration can
be seen in table 8 in appendix B.

Table 2: All steps that occur in the experiment together with its function.

Event Function
Tapping smartwatch Time synchronisation
Elongating RIP bands Time synchronisation
Minimal and maximal inhalation Normalisation
Eating a bowl of yogurt with pieces of apple Eating event
Eating a croissant Eating event
Move arm in random fashion Counter event - eating gestures
Scratch back of head Counter event - eating gestures
Read out loud from book Counter event - chewing food

3.2.2 Annotations
A video recorder was used during the experiment to determine when events take place.
This was required to provide supervision for the machine learning classification algo-
rithms. The video recording showed when each event occurs, just as described in table 2.
This was done for each sensing measure; gestures, chewing and swallows. The following
labels were considered in the experiment:

• Gestures
– Eating gesture - yogurt
– Eating gesture - croissant
– Random arm movement
– Scratch back of head
– Other

• Chewing
– Jaw movement - chewing food
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– Jaw movement - speaking (reading out lout)
– Other

• Swallows
– Swallowing - eating
– Swallowing - other
– Other

All data that did not fit into one of the specific classes was annotated as ’Other’. This
means that small unplanned events such as yawning or adjusting your glasses were as-
signed to the ’Other’ class.
The annotations of the video recording also provided information on the start and end
time of the experiment and information for the time synchronisation. The video annota-
tion was done in ELAN 5.9 [47].

3.3 Data processing
After the experiment was executed, several data processing steps were be taken to be able
to detect eating the events. First, the data was preprocessed, which means the data was
filtered and unwanted noise was deleted. Secondly, this preprocessed data was combined
with information from the video recording to synchronise the time series of the data
and to crop the data to keep only relevant experimental data, after which the data was
normalised. Next, the data was split up into windows, on which features were created.
These features were then linked to the annotations derived from the video recording
which in turn functioned as the input for the classification algorithms. These steps are
illustrated in figure 12.

Figure 12: A flowchart from the data derived from the experiments up and till the creation of the feature
vectors. Each sensor has its own colour, meaning all yellow boxes are for the smartwatch data, the red
boxes for the piezoelectric sensor data and the purple boxes for the RIP sensor data.
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3.3.1 Preprocessing
The first step after the experiment was to apply processing techniques. For all three
sensors, this means faulty values due to bad connections were removed, whereafter the
data was filtered. Of the smartwatch sensor data, the original data and 0.5 Hz high pass
filtered data were used [41]. The piezoelectric sensor data was filtered, resulting in second
order band-pass filtered data between 0.5 and 15 Hz and second order band-pass filtered
data between 0.5 and 3 Hz. The cut-off frequencies were based on previous studies [18,43].
Next to this, the original data was used. The RIP sensor data was high pass filtered at
0.1 Hz to remove the long-time drift that occurred in every RIP sensor measurement.
The RIP sensor consists of two bands that can be shortened to fit smaller people. The
base value was larger if the bands are shortened, but by applying the high pass filter this
base value was removed. Different from the data from the piezoelectric sensor and the
smartwatch, the original RIP data will not be used for classification because the data was
very similar to the 0.1 Hz high pass filtered signal.

3.3.2 Synchronise data
The sensor system consists of three sensors that all operate differently; the smartwatch
was connected to a phone which sends the data via a WebSocket to the computer, the
piezoelectric sensor was connected to an Arduino which was connected to the computer
and the RIP sensor was connected to a different Arduino which was also connected to
the computer. These different configurations resulted in three different time frames. It
was found that these time frames were not the same, which meant they had to be syn-
chronised. The time series of the piezoelectric sensor turned out to be the correct one,
meaning the time series of the other two sensors were adjusted to the piezoelectric time
series. Although the time series of the smartwatch and the RIP sensor were faulty, it
turned out to have a constant slope offset over different measurements but a varying off-
set over different measurements. The difference in the time series can be compensated
with a simple y = ax + b formula when the offset is known. The offset b was derived by
comparing the time stamps of the tapping on the smartwatch and the elongations of the
RIP bands with the button presses as described in paragraph 3.2.1.
After this, the time series of the sensor data was synchronised with the annotations de-
rived from the video recording. The tapping on the smartwatch was annotated in ELAN
and compared to the sensor data of the smartwatch.
After the time was synchronised, the time series was cropped such that the data of each
sensor starts at the same time. The data was cropped ten seconds before the first relevant
(event or counter event) annotation and ten seconds after the last relevant annotation.

3.3.3 Transform data
The data of the piezoelectric sensor was standardised to account for the positioning dif-
ferences of the sensor between each test subject. This was done by standardising over the
whole data set as seen in equation 1, where µ is the mean and σ is the standard deviation.
The RIP sensor data will also be transformed per test subject to make the data of different
subjects comparable. As explained in subsection 3.2.1, this was done by scaling the data
to the maximum and minimum lung volume as seen in equation 2.

Piezostandardised =
Piezo− µ

σ
(1)

RIPscaled =
RIP − Vmin

Vmax − Vmin
(2)
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3.3.4 Generate windows
Features were constructed that the machine learning algorithms will use to train a model
to recognise the eating events. First, the windows on which these features were based
need to be generated. The window size of the smartwatch data was one second, meaning
the smartwatch data was split every second and the features were based on the informa-
tion in that one-second window. The window sizes of the three sensors were as follows:

• Smartwatch: 1 second windows [48]

• Piezoelectric sensor: 3 second windows [43]

• RIP sensor: varying window size [44,49]

Two kinds of windows were created for the RIP sensor, both based on breathing cycles.
This means that the breathing cycles first had to be split, which was done by calculating
the positions of the valleys of the breathing signal. The features discussed in Dong et
al. [44,49] were based on these breathing cycles and the normalised version of the breathing
cycles. The breathing cycles were normalised in time and amplitude between zero and
one and transformed such that y(t0) and y(te) were zero. Two examples of a breathing
cycle before and after normalisation and transformation can be seen in figures 13 and 14.

Figure 13: Two examples of original breathing cy-
cles but with shifted time signals to fit in one fig-
ure.

Figure 14: The normalised and transformed
version of the breathing cycles from figure 13.
The breathing cycles were normalised and trans-
formed such that the top has the value of one, the
breathing cycles start at t = 0 and end at t = 1.
They were also transformed such that y(t0) = 0
and y(te) = 0.

3.3.5 Generate features
After the windows were generated for each sensor, the features were computed for each
window. These features represent characteristics and were designed to emphasise dif-
ferences between different events; eating events and non-eating events. The number of
features generated for each sensor is as follows:

• Smartwatch: 148 features
• Piezoelectric sensor: 76 features
• RIP sensor: 45 features

The smartwatch features were designed for the detection of eating gestures, the piezo-
electric sensor features for chewing and the RIP sensor features for swallowing food.
What kind of features were computed for each sensor is described in the following para-
graphs.
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Smartwatch
The features for the three axes of the gyroscope and the accelerometer of the smartwatch
were created on the windows of:

• The unfiltered signal
• The 0.5 Hz high pass filtered signal

Most features were based on the work by Fallmann et al. [48], Merck et al. [41] and Fortuna
et al. [42] in which accelerometer and gyroscope data was used to capture arm motion
to detect bites. The eating recognition described in these papers is similar to the eating
gesture recognition in this experiment. The number between brackets shows how many
features were created for that characteristic. For example, the mean was computed on
the unfiltered signal and the 0.5 Hz high pass filtered signal on all three axes of both the
accelerometer and the gyroscope signal, resulting in 2 signals ∗ 3 axes ∗ 2 sensors =
12 features. 148 features were generated in total.

1. (12) Mean
2. (12) Standard deviation
3. (12) Median
4. (12) Correlation
5. (12) Energy
6. (12) Spectral entropy
7. (12) Number of zero crossings
8. (12) Mean time between zero crossings
9. (12) Standard deviation of time between zero crossings

10. (2) Mean magnitude of the gyroscope vector (gyroscope only)
11. (2) Mean magnitude of the derivative of the acceleration vector (accelerometer only)
12. (6) Covariance (accelerometer only)
13. (30) Coefficients of fourth order polynomial fit to each acceleration component with

hamming window weighting (accelerometer only, 5 features per axis)

Piezoelectric sensor
The features for the piezoelectric sensor were created for each window on four signals:

1. Unfiltered (U)
2. Unfiltered standardised signal (U-S)
3. 0.5 till 3 Hz band-pass filter on the standardised signal (BP3-S)
4. 0.5 till 15 Hz band-pass filter on the standardised signal (BP15-S)

The features were based on work from Farooq et al. [43], Fontana et al. [9] and Sazonov et
al. [18] in which a similar experiment was conducted to detect chewing. The features were
first generated for each of the four signals described above. If no clear difference between
the features of the different signals could be seen after visual inspection, only a part of
the signals was kept to save computation time. This resulted in 76 features.
The number between brackets in the list below shows how many features were created
for each characteristic. The brackets in the end show on which signals these features were
generated.

1. (2) Number of peaks (U-S, BP15-S)
2. (2) Mean time difference between peaks (U-S, BP15-S)
3. (2) Standard deviation of the time difference between peaks (U-S, BP15-S)
4. (3) The number of zero crossings (U-S, BP3-S, BP15-S)
5. (3) Mean time difference between zero crossings (U-S, BP3-S, BP15-S)
6. (3) Minimum time difference between zero crossings (U-S, BP3-S, BP15-S)
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7. (3) Maximum time difference between zero crossings (U-S, BP3-S, BP15-S)
8. (3) Median time difference between zero crossings (U-S, BP3-S, BP15-S)
9. (3) Standard deviation of the time difference between zero crossings (U-S, BP3-S,

BP15-S)
10. (3) Shannon entropy of the time difference between zero crossings (U-S, BP3-S,

BP15-S)
11. (2) Ratio between the number of peaks and the number of zero crossings (U-S, BP15-

S)
12. (3) Standard deviation (U-S, BP3-S, BP15-S)
13. (3) Minimum (U-S, BP3-S, BP15-S)
14. (3) Maximum (U-S, BP3-S, BP15-S)
15. (3) Mean (U-S, BP3-S, BP15-S)
16. (3) Median (U-S, BP3-S, BP15-S)
17. (3) Root mean square (U-S, BP3-S, BP15-S)
18. (3) Ratio between maximum and root mean square (U-S, BP3-S, BP15-S)
19. (3) Ratio between root mean square and mean (U-S, BP3-S, BP15-S)
20. (3) Peak frequency of the fast Fourier transform (U-S, BP3-S, BP15-S)
21. (3) Standard deviation of the fast Fourier transform (U-S, BP3-S, BP15-S)
22. (3) Energy (U-S, BP3-S, BP15-S)
23. (1) Spectral entropy (U)
24. (1) Shannon entropy (U)
25. (2) Shannon entropy of peaks (U-S, BP15-S)
26. (3) Shannon entropy of derivative at zero crossings (U-S, BP3-S, BP15-S)
27. (3) Shannon entropy of values nearest to zero crossings (U-S, BP3-S, BP15-S)
28. (1) Fractal dimension (U)
29. (1) Sample entropy (U)

RIP sensor
The features of the RIP sensor were created on:

• The normalised breathing cycles
• The non-normalised breathing cycles

The breathing cycle features were based on Dong et al. [44,49] and were designed to detect
swallowing food. All 45 features listed below create a single value per characteristic,
unless stated otherwise. The features below were created for both the normalised and
non-normalised breathing cycles:

1. Standard deviation
2. Mean
3. Energy
4. Median
5. Root mean square
6. Ratio of the maximum to root mean square
7. Number of peaks

The following features were made for only normalised breathing cycles:

1. First ten fast Fourier coefficients (10 features)
2. Hist-60. The amplitude was divided into ten equal intervals, where each of the data

points in the breathing cycles falls within one of the intervals, resulting in x values
per interval. Sum x from the bottom up until 60% of the values are included. The
value for this feature was the number of the interval where this 60% was reached.
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3. Number of 0.1 crossings of the first derivative

Non-normalised breathing cycles were used to create the following features:

1. First value
2. Last value
3. Maximum
4. Minimum of inhalation
5. Minimum of exhalation
6. Ratio of maximum to minimum of inhalation
7. Ratio of maximum to minimum of exhalation
8. Ratio of minimum of exhalation to maximum
9. Ratio of minimum of exhalation to minimum of inhalation

10. Ratio of minimum of inhalation to maximum
11. Ratio of minimum of inhalation to minimum of exhalation
12. Duration
13. Breathing frequency (1 / duration)
14. Duration of inhalation
15. Duration of exhalation
16. Ratio of duration of inhalation to duration of exhalation
17. Ratio of duration of exhalation to duration of inhalation
18. Absolute breathing cycle duration
19. The ratio between the duration and the average duration of the two neighbouring

breathing cycles

3.3.6 Linking annotations to windows
The annotations were linked to the windows as seen in figure 15, with an annotation
being linked to a window if there was any overlap. When you look at the gesture sens-
ing measure, the windows of the smartwatch were leading. The same applies between
the piezoelectric sensor and chewing, and between the RIP sensor and swallowing. A
gesture annotation was thus only linked to the window of the smartwatch, with the win-
dow receiving the annotation if there was any overlap between the annotation and the
window.

Figure 15: Annotations were linked to the windows of the different sensors. A window gets an anno-
tation when there was any overlap between the annotation of a sensing measure and the window of
that sensing measure. Gesture annotations were thus only linked to the smartwatch windows (yellow),
chewing annotations to the windows of the piezoelectric sensor (red) and swallow annotations to the
RIP breathing cycles (purple).

Table 3 shows how often each annotationwas linked to which window. It can be seen that
the data set was imbalanced and that for the smartwatch and the RIP sensor there were
only a relatively small number of windows linked to the eating events.
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Table 3: The number of windows linked to each of the annotations per sensing measure, combined
with the percentage share of the total number of windows for that sensing measure.

Sensing measure Annotation
# of assigned

windows
% of total

Gestures

Eating gesture - yogurt 319 5%
Eating gesture - croissant 181 3%
Random arm movement 680 11%
Scratch back of head 427 7%
Other 4646 74%

Chewing
Chewing food 771 37%
Talking 505 24%
Other 810 39%

Swallows
Swallowing - eating 269 16%
Swallowing - other 34 2%
Other 1362 82%

Appendix A shows a few examples of smartwatch signals which were linked to anno-
tations derived from the video recording. The appendix explains how different steps of
an eating gesture can be explained when looking at the data, and what sets the data of
eating a croissant apart from eating yogurt or other food.

3.3.7 Feature vectors
Feature vectors were created as the final combination of features that serve as input for
the machine learning algorithm. The feature vectors were varied by using different sen-
sor combinations and by adjusting the feature vector length. This was done by including
the features of neighbouring windows in the feature vector.

Sensor combinations
One of the research questions was to investigate which combination of sensors will per-
form the best in detecting eating events. This was investigated by adjusting the feature
vectors that serve as input for the machine learning algorithms. The features were either
from a single sensor, a combination of two sensors, or from all three sensors combined.
Seven different combinations of feature vectors were constructed:

1. Smartwatch
2. Piezoelectric sensor
3. RIP sensor
4. Smartwatch and Piezoelectric sensor
5. Smartwatch and RIP sensor
6. Piezoelectric sensor and RIP sensor
7. Smartwatch, piezoelectric sensor and RIP sensor

Therefore, for the combination of the smartwatch and the RIP sensor the feature vec-
tor contained features of these two sensors, which were used to classify gestures and
swallows. The three sensing measures (eating gestures, chewing food and swallowing
food) were classified in four combinations because each sensing measure was linked to
a sensor. Eating gestures were linked to the smartwatch data and thus only classified in
combinations 1, 4, 5 and 7.
The windows of the different sensors must be linked to each other when several sensors
were combined. From each window, the time halfway through the window was derived.
When looking at the middle time of a smartwatch data window, the closest middle time
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of the windows of the piezoelectric sensor and the RIP sensor were calculated and then
linked. This is illustrated with the yellow window in figure 16, to which the green win-
dows were linked. The same is illustrated for a window of the piezoelectric sensor and
for the RIP sensor.

Figure 16: Three examples of how the feature vectors were constructed when all three sensors are used
in classification. The dashed lines show the middle time of the windows. The yellow smartwatch data
window is the window that was classified as one of the eating gesture annotations from subsection
3.2.2. The windows of the other sensors with the middle time closest to that of the yellow smartwatch
data window is linked to the yellow window. The features of these linked windows (green) are also
used to classify the yellow smartwatch window. The same goes for the classification of chewing with
the red window and the classification of swallowing, to which two other windows are linked.

Feature vector length
Next to varying different sensor combinations, information from the near past and near
future was used in the classification by including features of neighbouring windows be-
cause it may provide useful information. A different number of windows was included
per sensor because the windows of each sensor have a different window length. The win-
dow length was one second for the smartwatch data and three seconds for the piezoelec-
tric sensor. When you include three seconds worth of windows before the to be classified
window and three seconds after, it would mean that one piezoelectric window was in-
cluded and three smartwatch windows. This does not hold for the RIP sensor breathing
cycles, since they were of varying length. Therefore, the average breathing cycle dura-
tion was used, which was calculated to be 3.6 seconds. When looking at the example
of including three seconds on both sides, one breath cycle was included on both sides.
An example where a piezoelectric sensor window was used to classify chewing can be
seen in figure 17. The different feature vector lengths with the corresponding number of
windows that were added are listed in table 4.

Figure 17: An illustration of how the windows were included in the feature vector. The red window is
the window which is being classified in this example. The dashed lines are the middle times of each
window, resulting in the fact that the green windows are linked to the red window. In this case, three
seconds before the linked windows and three seconds after the linked windows are included. For the
smartwatch windows this means three windows on both sides and for the piezoelectric sensor and the
RIP sensor windows this means one window on both sides (blue colour).
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Table 4: All feature vector length combinations with corresponding
number of windows added (before and after) to the to be classified
window.

Time before,
time after

Number of windows added

Smartwatch
Piezoelectric

sensor
RIP

sensor
0s, 0s 0 0 0 0 0 0
3s, 3s 3 3 1 1 1 1
3s, 0s 3 0 1 0 1 0
0s, 3s 0 3 0 1 0 1
7s, 7s 7 7 2 2 2 2
7s, 0s 7 0 2 0 2 0
0s, 7s 0 7 0 2 0 2
10s, 10s 10 10 3 3 3 3
0s, 10s 0 10 0 3 0 3
10s, 0s 10 0 3 0 3 0
13s, 13s 13 13 4 4 4 4

Generalisability
If a trained model works on new subject data, the model only has to be trained once. To
determine whether a trained model works on new subject data, models were trained on
feature vectors of five test subjects and tested on feature vectors containing data from one
participant, leaving one subject out (LOSO) models. The six LOSO models, where each
time a different test subject was left out of the training set, were compared to the generic
model which was trained and tested on all six test subjects. The generalisability was also
tested by determining how consistent the results of different test subjects were when a
model is trained on all subjects. If the scores differ much between test subjects, this means
that there was a difference in how people eat. In that case, a generic model might not be
appropriate, and a specific model must be trained with new test subject data.

3.4 Classification
Once the feature vectors were constructed and linked to the annotations, the data was
ready for the machine learning algorithms to determine which windows can be classified
as eating gestures, chewing food or swallowing food. The first step was to apply feature
scaling, whereafter the data set was split into a test and training set. Next, the dimen-
sionality of the feature vector was reduced by applying principal component analysis.
After this, machine learning models were trained to classify all windows per sensor com-
bination and feature vector length. Finally, a finite-state machine was used to improve
the results by filtering out false positives. The models were evaluated on the F1-score,
accuracy, recall and precision. A schematic representation can be seen in figure 18.

Figure 18: A schematic representation of the steps taken from the construction of the feature vectors
until the classification algorithms.
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3.4.1 Feature scaling
The features vectors were first scaled to normalise the range of values of the features. This
was done with the StandardScaler from sklearn.preprocessing in Python, which removes
the mean before scaling the features to unit variance.

3.4.2 Split train and test data
After the features were scaled, the data set was split into a training set and a test set. The
training set was used to train the model to detect the eating events and the test set was
used to evaluate the model. The training set to test set ratio was set to 2:1. The training
set was cross-validated to prevent overfitting.

3.4.3 Principal component analysis
The large number of features computed in paragraph 3.3.5 can be computationally expen-
sive. Principal component analysis (PCA) was used to overcome this with dimensionality
reduction. It transforms the data by converting a set of correlated variables (the features)
such that you end up with a set of uncorrelated variables. The number of features to
end up with was set such that 95% of the variance of the initial data set was retained.
The number of components retained after applying PCA dimensionality reduction can
be seen in table 5.

Table 5: The number of components after applying PCA dimensionality reduction
where 95% of variance was retained, compared to the original number of features.

Sensor Components after PCA Original components
Smartwatch 57 148
Piezoelectric sensor 9 45
RIP sensor 16 76

3.4.4 Classification
To classify the eating events, two classifiers were chosen based on accuracy: support vec-
tor machine and random forest [50]. Both algorithms were implemented using the scikit-
learn library [51]. A grid search optimisation (RandomizedSearchCV from the scikit-learn
library [51]) was performed to find the optimal hyperparameters for these algorithms. The
hyperparameter grids can be seen in listing 1 and 2.

SVM_grid = {’C’: [0.00001, 0.01, 0.02, 0.04, 0.08, 0.16,
0.32, 0.64, 1.28, 2.56, 5.12, 10.24, 20.48,
40, 80],

’kernel’: [’rbf’, ’poly’, ’sigmoid’]}

Listing 1: The hyperparameter grid used for the support vector machine algorithm. ’C’ is the regularisation
parameter and ’kernel’ specifies the kernel type to be used in the algorithm.

RF = {’n_estimators’: [200, 400, 600, 800, 1000, 1200, 1400,
1600, 1800, 2000],

’max_features’: [’auto’, ’sqrt’],
’max_depth’: [10, 20, 30, 40, 50, None]}

Listing 2: The hyperparameter grid used for the random forest algorithm. ’n_estimators’ represents the num-
ber of trees in the forest, ’max_features’ specifies the number of features to consider when looking for the best
split and ’max_depth’ is the maximum depth of the tree.
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The models were trained using 3-fold cross-validation. The scoring parameter on which
the models were trained was chosen to be the micro-averaged F1-score, which is a more
robust performance metric on imbalanced data sets. Table 3 showed that the data set was
imbalanced. This was overcome by initiating a balanced class weight which increases
the penalty for misclassification of the minority classes (and decreasing the penalty for
majority classes).

3.4.5 Finite-state machine
After the classification had been done, the next step was to look at the event order of
the sensing measures. During food consumption, eating starts with an eating gesture to
bring food to the mouth. After ingestion, the food is chewed and then swallowed. Con-
trary to a regular (saliva) swallow, the swallowing of food is often preceded by a number
of chews. Similarly, an eating gesture is succeeded by a chew, whereas a hand-to-head
movement when scratching the back of your head is not. This chronology was already
implemented by training the machine learning algorithm with different feature vector
lengths as described in subsection 3.3.7, but was also done with a finite-state machine
(FSM). The FSM was implemented in Python. A finite-state machine is a model which at
any time can be in only one state. This machine can transition from one state to another
in response to inputs, where the inputs were the results from the classification algorithms
discussed in subsection 3.4.

The FSM operated as an extension piece to the machine learning algorithms with the
purpose of filtering incorrect classifications. If a person performs ten consecutive eating
gestures according to the machine learning classification results, it could be questioned
whether that is a normal eating pattern. The FSM filtered out the windows that had
been classified as eating events while they should not have been; the false positives. The
precision is calculated by dividing the true positive values by the sum of the true values
plus the false positives and the F1-score depends on the precision. In case only the false
positives were filtered, both the precision and the F1-score should improve.
Because the data set was split into a train and test set for the classification algorithms,
the chronological sequence was incomplete. The training set was therefore linked back
to the test set in two ways; once ending up with the actual classes derived from the
video recording, and once by combining the actual classes of the train set derived from
the video recording with the predictions that were the result from the classification al-
gorithms. Next to this, the three time series from the three different sensors had to be
combined in order to get a single sequence. This was done by sorting each window
based on the middle time of each window. The series containing the actual classes of the
train set combined with the classification algorithm predicted the classes of the test set
functioned as input for the FSM. The output of the FSM was a new list of classifications
which, like the classification algorithm results, was compared to classes derived from the
video recording.
Figure 19 shows the FSM of the sensing system, where the states are represented by circles
and transitions as arrows. The states S0, S1, S2 and S3 can be explained as follows:

• S0 is the state that represents the situation when no food has been ingested. This
occurs when the subject is preparing a spoonful of yogurt or not eating in general.

• S1 represents the state where food is ingested into the mouth
• S2 represents the state where at least once a chew has occurred and the mouth

contains chewed food.
• S3 is the final state, after which the food has been swallowed. The process restarts

University of Twente [25]



MASTER’S THESIS S.J. MEVISSEN 3. MATERIALS & METHOD

in S1 when a new gesture occurs.

S0 S1 S2 S3

T1: Gesture

T8: t>x

T4: Gesture

T6: Swallow (t>w)

T5: Chew

T9: Gesture

T13: t>y

T10: Chew

T11: Swallow

T14: Gesture

T12: # chews>z

T7: Swallow (t<w)

T17: Swallow (t<v)

T3: Swallow

T2: Chew

T15: Chew (t<s)

T16: Chew (t>s)

T18: Swallow (t>v)

Figure 19: An illustration of the finite-state machine in which the circles represent the states and the
arrows the transitions between these states. The transitions between the states are labelled T# and occur
as described in table 6. s, v, w, x, y are time variables and z is a number of chews variable for which the
FSM was optimised.

S0 is the initial state. When someone is eating yogurt, he or she will take a spoonful of
yogurt to the mouth, an eating gesture. The machine will transition from S0 to S1. The
person will start chewing the pieces of apple inside the yogurt, initialising the transition
from S1 to S2. The person chews several times, staying in state S2. Finally, the food
will be swallowed causing the machine to enter S3, the final state. This example is the
most straightforward sequence of events, but this will not happen every time. Table 6
shows all transitions between these states with an explanation. When the end state is
reached, all transitions leading up to the final state were considered eating events. All
other transitions were changed to non-eating events.
Figure 20 illustrates how the FSM depicted in figure 19 and table 6 operates with a given
input. The input was chosen such that all transitions are represented, making it an artifi-
cial (and unrealistic) representation of the classification results derived from the machine
learning algorithm.
There is a time variable (∆t) that registered how much time has passed between two
events (non-’other’ classes). Normally this is based on the middle times of the windows,
but in this example a step size of one second was chosen to make the figure more intuitive.
In other words, if the ’other’ class was the input of the FSM, one second was added to
the ∆t variable. This variable was required for transition numbers 6, 7, 13, 15, 16, 17 and
18 from table 6.
The time variables s, v, w, y and number of chews variable z had the value of 3 and vari-
able x was 5 in the example of figure 20. Variable x was chosen to be 5 because if variable
x was lower than w, transition 6 could not take place.
Generally speaking, the new states in figure 20 corresponded with the output. There
were three situations where the states were different from the output:

• If two consecutive gestures occurred, only the last gesture/S1 state was kept. This
can be seen in the second column of the first illustration of figure 20.

• A series of states had to end with the state S3. This is the end state and symbolises
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Table 6: Transition table of the FSM from figure 19. The first column shows the transition numbers seen in
figure 19

T# Current
state Input Next

state Explanation

1 S0 Gesture S1
A gesture indicates that a bite of food is ingested into
the mouth.

2 S0 Chew S0 If a chew occurs before a gesture, nothing happens.

3 S0 Swallow S0
If a swallow occurs before a gesture and a chew, noth-
ing happens.

4 S1 Gesture S1

If a gesture happens while in state S1, no state change
occurs. It is unlikely that two consecutive gestures
occur, so if the state machine ends up in the final state,
all gestures except the last gesture will be excluded.

5 S1 Chew S2
If food has been ingested, chewing is the next step in
the process.

6 S1
∆t > w,
Swallow S0

It is unlikely that food is swallowed immediately af-
ter ingestion, so it will transition back to the starting
state if the swallow occurs more than w seconds after
a gesture.

7 S1
∆t < w,
Swallow S3*

Although it is unlikely that food is swallowed imme-
diately after ingestion, it will transition to state S3 if
the swallow occurs less than w seconds after a ges-
ture. This could be the case if a spoonful of yogurt
without apple is ingested, in which case chewing is
not needed.

8 S1 ∆t > x S0
If after x seconds, the current state is still S1 (so no
chew took place), the state will return to S0.

9 S2 Gesture S1
The machine will go back to S1, because it is possible
someone takes another bite before swallowing.

10 S2 Chew S2
Multiple chews can occur after each other, the ma-
chine stays in the current state.

11 S2 Swallow S3*

After at least one chew has occurred, a swallow will
cause a transition into the end state S3. The full cy-
cle has been completed, and the events leading up to
and including this swallow will be registered as eat-
ing events.

12 S2
# chews

> z S0

If the number of chews exceeds z before a swallow
occurs, it indicates speaking or other jaw movement
instead of eating.

13 S2 ∆t > y S0

If more time has elapsed than y, it is an indication that
no eating takes place because there is too much time
between two chews or before a swallow.

14 S3* Gesture S1 If a gesture occurs, the process starts over.

15 S3* ∆t < s,
Chew S2

It is possible to chew after a swallow, but only quickly
after a swallow.

16 S3* ∆t > s,
Chew S0

If it takes too long for a new chew, the machine will
transition to the initial state S0.

17 S3* ∆t < v,
Swallow S3*

It is possible to swallow a second time after a swallow,
but only if the swallows happen quickly after each
other.

18 S3* ∆t > v,
Swallow S0

If it takes too long for a new swallow, the machine
will transition to the initial state S0.
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that food has been swallowed. If this criterion was not met, the output of the series
was set to 0. This can be seen in the first illustration of figure 20, where the entire
output after the fifth column was set to zero because state S3 was not attained.
Additionally, all states after state S3 are set to zero if it does not lead to a new state
S3. This can be seen in the last two columns of the second illustration of figure 20,
where states S2 and S1 were not succeeded by state a S3.

• A series of states is split in S0, because all transitions leading up to state S0 are an
indication that the person was not eating food and the process thus starts over.

Figure 20: Two illustrations of how the FSM turns a series of classes derived from the machine learning
algorithms into different classes as output. An input of 1 equals a gesture (yellow), 2 is a chew (red) and
3 represents a swallow (purple). ∆t is a variable that registers how much time has passed between two
events (non-’other’ classes). The transition number shows which transition takes place in the machine,
as described in figure 19 and table 6. The row with new states indicates to which state the machine
transitions. The last row shows the output of the FSM, with the green coloured boxes showing when
the output is different from the input. The second column of the upper illustration shows that transition
number 1 takes place with a gesture (1) as input such that the machine transitions from state S0 to S1.

The best FSM model was found by iterating over the time variables s, v, w, x, y and num-
ber of chews variable z between values 0 and 15. The FSM was optimised by choosing the
model for which the output provides the highest F1-score over the whole data set. The
classifications were then split back into the train and test set. The F1-scores of the machine
learning algorithms were then compared to the scores derived from the combination of
machine learning and the FSM.
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4 Results
This chapter presents the results on the detection of eating events using a wearable sensor
system. It includes the results of different sensor combinations, different feature vector
lengths, results on the generalisability of the model regarding unseen subject data and
results derived from the finite-state machine.

4.1 Classification of eating events
Figures 21, 22 and 23 show the confusion matrices (a) and the normalised confusion ma-
trices (b) of the models that provided the highest F1-scores for each sensing measure. The
optimal hyperparameters for the models together with the feature vector length used to
achieve these results can be seen in table 7.

Table 7: The optimal hyperparameter configurations used for the machine learning algorithms for the
classification of eating gestures, chewing food and swallowing food together with the feature vector
length and sensor combination used to achieve the results.

Sensing measure Classifier Regularisation
parameter Kernel Feature vector

length
Sensor
combination

Eating gestures SVM 5.12 rbf 13s - 13s 3 sensors
Chewing food SVM 2.56 rbf 7s - 7s 3 sensors
Swallowing food SVM 20.48 poly 0s - 7s 3 sensors

(a) Confusion matrix (b) Normalised confusion matrix
Figure 21: The confusion matrices for the classification of gestures. This model was trained on data
using three sensors from all test subjects with thirteen seconds of windows before and thirteen seconds
of windows after added to the feature vector.
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(a) Confusion matrix (b) Normalised confusion matrix
Figure 22: The confusion matrices for the classification of chewing. This model was trained on data
using three sensors from all test subjects with seven seconds of windows before and seven seconds of
windows after added to the feature vector.

(a) Confusion matrix (b) Normalised confusion matrix
Figure 23: The confusion matrices for the classification of swallowing. This model was trained on data
using three sensors from all test subjects with zero seconds of windows before and seven seconds of
windows after added to the feature vector.

Figure 24 shows the best model results based on the confusion matrices in figures 21, 22
and 23. The highest F1-score found was 0.82 for eating gestures, 0.94 chewing food and
0.53 for swallowing food.
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Figure 24: The F1-score, accuracy, precision and re-
call of eating gestures, chewing food and swallow-
ing food.

4.2 Feature vector length
The feature vector lengths range from adding zero till thirteen seconds worth of windows
added to the window that was to be classified. Figures 25, 26 and 27 show the F1-scores
of the SVM models for the three sensing measures built on all test subjects with the data
of the three sensors combined. For eating gestures, figure 25 shows that a feature vector
with 10 seconds worth of added windows gives the best F1-score results when classifying
eating gestures. Most was gained from information in the past, since in every set the
feature vector with 3,7 or 10 seconds worth of windows added before and 0 seconds after
score better than when the windows are added the other way around. Figure 26 shows
the different feature vector lengths have minimal effect on the F1-scores of chewing food
classification. For the F1-scores of swallowing food, figure 27 shows that 0 seconds of
windows added before and 7 seconds of windows added after provides the best results.

Figure 25: The F1-score of eating gestures for the
different feature vector lengths. The first number
in the legend stands for the number of seconds
worth of windows added to the feature vector be-
fore the classified window, and the second number
for the number of seconds added after the classi-
fied window.

Figure 26: The F1-score of chewing food for the
different feature vector lengths. The first number
in the legend stands for the number of seconds
worth of windows added to the feature vector be-
fore the classified window, and the second number
for the number of seconds added after the classi-
fied window.
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Figure 27: The F1-score of swallowing food for the
different feature vector lengths. The first number
in the legend stands for the number of seconds
worth of windows added to the feature vector be-
fore the classified window, and the second number
for the number of seconds added after the classi-
fied window.

4.3 Sensor combination
Four sensor combinations can be made for eating gestures, chewing food and swallowing
food. Figures 28, 29 and 30 show the scores of the SVM models for the three sensing
measures built on all test subjects.
Figure 28 shows that different combinations of sensors only moderately affect the differ-
ent scores in the classification of eating gestures. The F1-score of the combination of three
sensors was 0.82, whereas the combinations with fewer sensors reached scores of 0.79 for
the combination of the smartwatch and piezoelectric sensor and the combination of the
smartwatch and RIP sensor and an F1-score of 0.77 when only smartwatch data was used.
The scores for the classification of chewing food in figure 29 differ per combination, with
an F1-score of 0.94 when all three sensors are combined versus an F1-score of 0.74 when
only the piezoelectric sensor data was used in the classifier. Mixed results for the differ-
ent combinations are depicted in figure 30 for swallowing food. The combination of the
piezoelectric sensor with the RIP sensor did not provide an F1-score. Although the results
were inconsistent for different feature vector lengths, the combination of the piezoelectric
sensor with the RIP sensor always performed worse than the other combinations.

University of Twente [32]



MASTER’S THESIS S.J. MEVISSEN 4. RESULTS

Figure 28: The F1-score, accuracy, precision and
recall of eating gestures for the different sensor
combinations. S stands for smartwatch, P for the
piezoelectric sensor and R for the RIP sensor. Thir-
teen seconds of windows before and thirteen sec-
onds of windows after have been added to the fea-
ture vector.

Figure 29: The F1-score, accuracy, precision and
recall of chewing food for the different sensor
combinations. S stands for smartwatch, P for
the piezoelectric sensor and R for the RIP sensor.
Seven seconds of windows before and seven sec-
onds of windows after have been added to the fea-
ture vector.

Figure 30: The F1-score, accuracy, precision and
recall of swallowing food for the different sensor
combinations. S stands for smartwatch, P for the
piezoelectric sensor and R for the RIP sensor. 0
seconds of windows before and seven seconds of
windows after have been added to the feature vec-
tor.

4.4 Generalisability of the model
Figures 31, 32 and 33 show the generalisability scores by comparing the F1-scores of the
generic model with those of the LOSO models. The results for eating gestures can be
seen in figure 31, which shows the F1-score of the generic model (0.51) is higher than the
F1-scores of the LOSO models (0.17 ± 0.09). The results on chewing food in figure 32
show there is a big difference between the F1-scores of the generic model (0.94) and the
LOSO models (0.00 ± 0.00). The F1-score for swallowing food depicted in figure 33 show
the generic model works better (0.43) then the LOSO models (0.18 ± 0.19). These results
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are based on models of data of three sensors with 7 seconds of windows before and 7
seconds of windows after added to the feature vector.

Figure 31: The F1-score, accuracy, precision and
recall of eating gestures of the generic SVM model
compared to the LOSO SVM model. The LOSO
model scores are averaged with the standard de-
viation as error bars.

Figure 32: The F1-score, accuracy, precision and
recall of chewing food of the generic SVM model
compared to the LOSO SVM model. The LOSO
model scores are averaged with the standard de-
viation as error bars.

Figure 33: The F1-score, accuracy, precision and re-
call of swallowing food of the generic SVM model
compared to the LOSO SVM model. The LOSO
model scores are averaged with the standard de-
viation as error bars.

Figures 34, 35 and 36 show the F1-scores per test subjects with the feature vector with
the highest F1-scores like in figure 24. Figure 34 shows the F1-score of test subject three
is lower than the other F1-scores, which was seen in the results of different feature vec-
tor lengths and sensor combinations. Figure 35 shows the F1-score of test subject four is
lower than the other F1-scores. This difference, although smaller than the aforementioned
score difference of test subject three for eating gestures, was apparent in the F1-scores of
most feature vector lengths and sensor combinations. For the swallowing food classifi-
cation per test subject in figure 36, a big difference is seen between the F1-scores of the
different test subjects. These differences varied for different feature vector lengths and
sensor combinations.
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Figure 34: The F1-scores of eating gestures of dif-
ferent test subjects. The feature vector consisted
of thirteen seconds of windows added before and
thirteen seconds of windows added after. The
model was built on all test subjects with data from
all three sensors.

Figure 35: The F1-scores of chewing food of dif-
ferent test subjects. The feature vector consisted
of seven seconds of windows added before and
seven seconds of windows added after. The model
was built on all test subjects with data from all
three sensors.

Figure 36: The F1-scores of swallowing food of dif-
ferent test subjects. The feature vector consisted of
zero seconds of windows added before and seven
seconds of windows added after. The model was
built on all test subjects with data from all three
sensors.

4.5 Finite-state machine
The machine learning classifications that achieved the highest F1-scores (as described in
table 4) served as input for the FSM. Figures 37, 38 and 39 show the machine learning
model scores as seen in figure 24 compared to the results of the machine learning model
after the classification results have been subjected to the FSM. The classes of each partic-
ipant have been subjected to the FSM separately because looking at the chronology can
only be done per test subject. The scores of the six test subjects are averaged with the
standard deviation as error bar.
It can be seen that for eating gestures and chewing food the average F1-score, accuracy,
precision and recall scores have all decreased. However, the error bars of the precision for
eating gestures (figure 37) and chewing food (figure 38) show that for some test subjects
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the precision has increased. Figure 39 shows the average F1-score and recall have de-
creased for the classification of swallowing food, but the average accuracy and precision
increased marginally.
For every test subject, optimal values for the FSM variables were found to be:

• s = 15 seconds
• v = 15 seconds
• w =15 seconds
• x = 15 seconds
• y = 15 seconds
• z = 15 chews

Figure 37: The eating gesture scores of only the
machine learning model compared to the results
of the machine learning model after the classifica-
tion results have been subjected to the FSM. The
ML + FSM model scores are averaged with the
standard deviation as error bars.

Figure 38: The chewing food scores of only the ma-
chine learning model compared to the results of
the machine learning model after the classification
results have been subjected to the FSM. The ML +
FSM model scores are averaged with the standard
deviation as error bars.

Figure 39: The swallowing food scores of only the
machine learning model compared to the results of
the machine learning model after the classification
results have been subjected to the FSM. The ML +
FSM model scores are averaged with the standard
deviation as error bars.
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5 Discussion
In this chapter, the research questions will be addressed by analysing the results. It will
start by discussing to what extent eating events can be detected by a wearable sensor
system consisting of a smartwatch containing an accelerometer and a gyroscope, a piezo-
electric sensor and a respiratory inductance plethysmography sensor. The results will be
compared to results found in the literature. The chapter will continue with the discus-
sion on the classification algorithm configuration and the different steps of that process.
Finally, the sensors as a wearable sensing systems will be evaluated by focusing on the
sensor combinations and the applicability as an automatic dietary monitoring sensor sys-
tem.

5.1 Classifying eating events
The main research question was to determine to what extent eating events can be recog-
nised with a sensor system made up of a smartwatch, a piezoelectric sensor and a RIP
sensor. The graphs presented in section 4.1 show that it is possible to differentiate eating
gestures from other gestures, chewing food from talking and other jaw movement and
to recognise swallowing food. Especially models trained for the detection of eating ges-
tures and chewing food could be considered successful. This subsection will address the
classification of three different sensing measures and the classification algorithms.

5.1.1 Eating gestures
The detection of eating gestures resulted in a highest F1-score of 0.82. Two of the five
classes were eating gestures: eating a piece of croissant and eating yogurt. The other
classes were counter events or the ’other’ class. The confusion matrix in figure 21 shows
that the classifier had little difficult differentiating between the specific classes (non-other
classes) with only one false negative classification for eating a croissant. The classifier had
more difficulty with differentiating between the ’other’ class and the rest of the classes.
The ’other’ class included every movement apart from the specific events the participants
were instructed to execute. These are movements like moving the plate around, adjusting
your glasses, briefly holding your hand in front of your mouth as a reflex to taking a bite
that is a bit too big for your mouth. The test subjects were instructed to keep their arms
still, but it proved difficult to always do this. This means that the natural arm movements
assigned to the ’other’ class in the experiments are sometimes similar to the instructed
events and have a larger effect on the results than the instructed counter events, such as
scratching the back of your head.
Merck et al. [41] performed similar experiments in which six test subjects wore a wrist
motion sensor on both arms, a Google Glass for head motion and audio from a custom
earbud microphone. The subjects wore the sensors for 72 hours and were not restricted
in what they could eat and do. Video recordings were used to create the ground truth.
The F1-score for the detection of food intake using only the motion sensor of the right arm
(all test subjects were right-handed) was 0.29. The combination of audio sensor, right and
left wrist motion sensor reached the best F1-score of 0.31. This score is considerably lower
than the scores reached in this experiment. The difference could be explained by the fact
that the experiment by Merck et al. was performed in less controlled conditions. Fortuna
et al. [42] used a wrist-mounted device containing an accelerometer and a gyroscope sen-
sor to count bites in free-living conditions on three test subjects. Only five features with
a sampling frequency of 10 Hz in an experiment of several hours were used to detect the
bites. This resulted in a high average accuracy of around 91%, but an average F1-score of
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0.56 due to a lower precision and recall. These scores are lower because the experiment
was performed in free-living conditions. A sampling frequency of 10 Hz was chosen
to conserve power. The sampling rate of the smartwatch in this experiment was much
higher (83 Hz), which drains the battery fast. In order to last a full day such that it can be
used in free-living conditions, the sampling frequency must be decreased.
As stated above, the classifier in the experiment of this report only had trouble differen-
tiating between the ’other’ class and the eating gesture classes. By expanding the ’other’
class by performing the experiment in free-living conditions, more arm movements sim-
ilar to eating gestures will appear and negatively affect the classification scores.

When looking at the feature vector length variations seen in figure 25, it stands out that
the longer the feature vector, the better the F1-scores. In each case, the windows added af-
ter the to be classified window contain more useful information than the windows added
before, indicating that the preparation of a spoonful of yogurt or picking up a piece of
croissant contains less information than the way the spoon or hand is put down on the
table and resting while chewing and swallowing the food. The maximum feature vec-
tor length of thirteen seconds used for this experiment provided the best results, which
means that even longer feature vector lengths could improve the results. When consum-
ing food consisting of multiple eating gestures, such as eating a bowl of yogurt, longer
feature vectors include more than one eating gesture, which can help the classifier distin-
guish an eating gesture from another gesture. On the other hand, increasing the feature
vector length increases the computation time.

Figure 31 demonstrated that models trained on data from five test subjects did not do
well on data from unknown subjects. The results in all four metrics were in every case
better for the generic model then they were for the leave one subject out (LOSO) model.
This indicates eating gestures were too specific for each test subject. This experiment is
done on only six participants, perhaps these results will improve if more test subjects are
included and groups of specific eating gestures will be part of the training data.
Figure 34 shows that the F1-score of test subject number three is lower than the F1-scores
of the other test subjects. This was because although participant number three was left-
handed, the subject was instructed to eat with the right hand. This was done to ensure
the smartwatch data was in the same frame for all test subjects. It would have been better
to only ask right-handed test subjects, but due to limited access to test subjects because
of the corona epidemic, it was decided to include the subject.
Letting a left-handed person eat with the right hand resulted in different eating gestures.
The results in figure 34 included the eating gestures of eating yogurt and eating pieces of
croissant. The scores were better for eating croissants then for eating yogurt, which can be
explained by the fact that eating yogurt is more difficult than bringing a piece of croissant
to your mouth. The eating gestures of eating yogurt were unwieldy; the wrist orientation
was different because the test subject held the spoon at the tip and the trajectory of the
hand to the mouth was longer and less smooth.
The left-handed test subject could also have influenced the results of the LOSO models.
With the LOSO models, you test to what level the eating gestures of the different test
subjects are identical. If one person eats differently because he or she uses the wrong
hand and the eating gestures of other test subjects are exactly alike, you would see a
small score difference between the LOSO model and the generic model. For example, if
the six test subjects in the generic model score 100% and the five test subjects scored 100%
on the LOSO model and the left-handed test subject scored 0% in the LOSO model, the
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average F1-score will only decrease with 20%. The average F1-score of the LOSO model
is more than the maximum of 20% lower than the score of the generic model, meaning
the score difference cannot be explained by one person being left-handed.

5.1.2 Chewing food
Chewing food detection reached the highest (F1-score of 0.94) and most consistent scores
over all machine learning configurations. Sazonov et al. [18] performed an experiment
much like the experiment performed in this project. Twenty test subjects with an aver-
age BMI of 29.0 ± 6.4 kg/m2 were tested in a controlled environment where they were
asked to sit still while eating pizza, yogurt, an apple and a sandwich and drink water.
Similar to this experiment, the test subjects were asked to read out loud for ten minutes.
An accuracy of 81 % was reached, which is similar to the accuracy reached in the exper-
iment in this report. This experiment reached an accuracy of 78% when using only the
piezoelectric sensor data (figure 29).
Fontana et al. [9] used the same sensor system as Sazonov et al. [18] and achieved an F1-
score of 0.90 with experiments where eating and moving were combined. The actions
performed in these experiments were chosen because they represented commonly ob-
served activities in a free-living environment. The piezoelectric sensor is thus not sus-
ceptible to movement artefacts and applicable for free-living conditions.

Figure 32 showed that models trained on data from five test subjects performed poorly
on data from unknown subjects. Just like the eating gesture results, the results in all four
metrics in chewing food were in every case better for the generic model then they were
for the LOSO model. This indicates that there is a difference between the data of different
test subjects, which could be caused by different positioning of the piezoelectric sensor
on the mandible of the jaw or because the shape of the jaw is different and defining for
the piezoelectric sensor data. The piezoelectric sensor data was standardised over the
whole data set to compensate for the difference in positioning, but it is possible this does
not work as expected. There were some minor chewing pattern differences between the
different test subjects such as how often someone chewed before swallowing and how of-
ten they had to swallow food in general. This could be tested by measuring test subjects
more than once and by comparing the different measurements. If the model results are
good over different measurement sessions, the chewing patterns cause the poor LOSO
results. If the results are still not good, the bad results are due to the positioning of the
piezoelectric sensor on the jaw and the standardisation does not work.

Figure 35 shows the F1-scores of the test subjects show little difference. It can be seen that
the F1-score of test subject number four is slightly lower than the F1-scores of the other
test subjects. Figure 35 shows the results of seven seconds worth of windows before
and after added to the feature vector, but the F1-scores were also lower for other feature
vector lengths. The decreased F1-score can be explained by the fact that the piezoelectric
sensor was difficult to attach to the angle of the mandible of test subject four; the cable
was curled and a little too short for this person. It was solved with an extra piece of tape,
but the sensor was still twisted.

5.1.3 Swallowing food
The results of the classification of chewing food fluctuated and reached a highest F1-
score of only 0.53. The recall and precision of the models also fluctuated, with in one case
having a high recall and a low precision or the other way around.
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One of the steps in transforming the raw data into the classification results was to apply
a high-pass filter to account for the long-time drift. Next to the long-time drift, there
was also inconstant drift. This means a trend could be seen within a short period of
time of approximately ten to fifteen seconds. It could be attempted to compensate for
this, were it not that you will also affect valuable RIP sensor data by filtering this. The
normalised breathing cycles are linearly transformed such that y(t0) and y(te) are zero,
which means the trend has no effect on the normalised breathing cycles and therefore not
on the features based on the normalised breathing cycles.
Another step in the process involves splitting the data into breathing cycles, on which the
features will be computed for the machine learning algorithms. The data is split by using
a peak detection function in Python, for which the parameters are adjusted based on a
brief visual inspection of the results of the segmentation. This method leaves room for
subjectivity and because the features are specifically designed for single breathing cycles,
it can have a considerable effect on the effectiveness of these features.
The features for the detection of swallowing food are primarily based on the papers of
Dong et al. [44,49], in which an F1-score of 0.73 is reached. They used an RIP sensor with
a sampling frequency of 100 Hz, while the RIP sensor used for this sensing system has
a sampling frequency of approximately 6.1 Hz. This should not cause any problems
since most of the power spectrum of breathing signals lies below 2.5 Hz. However, the
breathing signals in the research paper of Dong et al. were smoother than the breathing
signals from the RIP sensor from the experiment in this report and could miss information
essential to the classification of swallowing food.
Figure 27 shows the feature vector length has little influence on the F1-scores in the de-
tection of swallowing food. The F1-scores are zero for the feature vector lengths of ten
seconds of windows added before and after and thirteen seconds of windows added be-
fore and after, which probably has less to do with the actual feature vector lengths than
it is caused by the fact that it was difficult to classify the windows in the first place.

The results from figure 33 showed the LOSO models for the classification of swallow-
ing food performed worse on all metrics compared to the models that had been trained
and tested on all subjects. This indicates there is a difference between the data of the
test subjects that is relevant for the classification of swallowing food. This difference
could be caused by a difference in breathing patterns or a difference in breathing cycle
segmentation. To overcome the differences in breathing patterns due to a difference in
lung volume, the data was normalised to the minimum and maximum lung volume.
As described above, the RIP sensor data was subject to long-time and inconsistent drift.
However, while the long-time drift was filtered, the inconsistent drift was not to prevent
data loss. Drift could be seen within the short duration used for picking data points for
the lung volume normalisation, possibly rendering the normalisation ineffective. Nor-
malising the data over the standard deviation of the whole data set or using a sensor
without drift might be more effective.
Figure 36 shows a big difference between the scores of different test subjects. This figure
is not representative for all different feature vector lengths and sensor combinations. In
every case there was a significant difference between the test subjects, but in one case
test subject 5 could outperform the rest and in the next situation it could perform very
poorly. This is probably because the classifier finds it difficult to detect swallows and
chooses an all-or-nothing approach, in which case the model focuses entirely on the data
of test subject 1 and ignores the test data of test subject 5 or the other way around.
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5.1.4 Classification algorithms
Training machine learning classifiers can be a time-consuming process. This problem was
tackled with the help of principal component analysis, which reduces the dimensional-
ity of the feature space while retaining 95% of the variance of the original feature space.
Table 5 shows the dimensionality is greatly reduced. This means many features are com-
parable and can thus be combined. The great reduction can be explained by the fact that
the features are based on multiple input signals (filtered and unfiltered data), and each
feature has been computed for every input signal. The piezoelectric sensor features for
the classification of chewing food were visually inspected to see whether the features
showed any difference between the different input signals. This was done before it was
decided to apply PCA, and in retrospect this visual inspection was redundant and possi-
bly even harmful for the results of the classification of chewing food. The filtered signals
were introduced to remove drift and other noise without filtering useful information. In
this configuration it is impossible to check which features contribute the most to the clas-
sification of the different eating events because PCA transforms the features from one
coordinate system to another.

Most of the features built for the classification of eating events were based on research
papers that discussed experiments with similar setups and the same sensors. The fea-
tures were combined with some standard features such as mean, median, etc. Although
doing twice the work of designing features is pointless, extra features could be devised
by analysing the data to see what differentiates an eating even from other events. In
addition, some papers describe the multiplication features with each other or with an
exponential function or by transforming the features onto a logarithmic scale. This is an
easy way to expand the number of features.
The classification algorithms are trained on 67% of the data of 6 test subjects, where each
measurement took about twenty minutes. The learning curve of a machine learning al-
gorithm flattens at a certain amount of training data, which is different for each problem.
Although this must be tested, this point is probably not reached with the amount of data
generated with these experiments. By expanding the amount of data, the classification
scores could therefore be increased.
Two classification algorithms have been implemented for the detection of eating events.
There is a wide variety of classification algorithms available. There is no best machine
learning algorithm, it depends on the problem. It might be possible that other machine
learning algorithms provide better results.

Finite-state machine
A finite-state machine was implemented with the function to filter out false positive eat-
ing event classifications, windows that were classified as an eating event while that was
not the case. The FSM must filter these false positives without filtering true positive clas-
sifications, otherwise the results will not be improved. Figure 37 and 38 show the average
precision in the classification of eating gestures and chewing food are not increased. The
average precision in the classification of swallowing food (figure 39) is slightly better for
the combination of machine learning and FSM. Also, for some participants the F1-score
increased, which means that the FSM has filtered out some false positives. However, the
average F1-score decreased significantly for all three sensing measures. The confusion
matrices in figures 23a, 22a and 21a show there is not much to be gained from the FSM
to begin with. The false positives must be filtered without affecting the true positives.
There are only 18 false positive eating gestures versus 130 true positives, 28 false posi-
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tives for chewing food against 255 true positives and 27 false positive classifications of
swallowing food versus 42 true positives. Especially with eating gestures and chewing
food, the chances are high that when you filter false positives, some true positives will
also be filtered.
Five variables have been introduced to imitate the real-life eating steps you expect dur-
ing food consumption. All variables were iterated from 0 till 15. After analysing the FSM
output classifications, the highest F1-scores were acquired with all variables set at 15. By
design, the higher the variables, the less effect they have on the output classes of the FSM.
In other words, the highest F1-scores are achieved when the variables have the least effect
on the F1-scores. This means that the FSM does not work as intended.

The FSM was based on the chronology of the steps seen during eating. First, an eating
gesture occurs, followed by chewing, and finally the food is swallowed. The list of states
seen in figure 20 are directly converted to new classifications with three exceptions, one
of them being that a series of states must end with the state S3. The machine learning
classification results are not 100% correct, especially for the detection of swallowing food.
This means that it can happen that a series of classifications leading up to the swallowing
of food does not end in the state S3 because the machine learning algorithm was unable
to detect the swallowing of food for that instance. The complete series of states leading
up to that swallow will therefore be reassigned to the ’other’ class, thus filtering out true
positive values. Incorrectly classified eating gesture and chewing food windows can have
similar effects on the finite-state machine results.
The illustrations in figure 20 show that the FSM works as expected on dummy classifi-
cations and that each step in the FSM works as intended. The sensor system consists of
three sensors, each with their own time series. Next to this, there are three sensing mea-
sures with their own window length (1 second, 3 seconds and of varying length). The
machine learning algorithm assigns a class to each window. The time series of the three
sensing measures and with that the classifications derived from the machine learning al-
gorithms were combined to serve as input for the FSM. This means that you have at three
times as many gesture classifications as chewing classifications. It becomes even more
complicated for the swallowing classification, since the breathing cycles are of varying
length. This influences the chronology of the events, possibly making the FSM ineffec-
tive. By looking at how the different time series affect the chronology of the events, the
FSM can be adjusted such that it might have a positive effect on the results and filter out
false positive classifications. The classifications occurring in this experiment follow each
other in quick succession, whereas in a real-life situation this might not be the case. It is
much easier to filter a falsely classified eating gesture that was a single action (such as ad-
justing the glasses on your nose) if it is not closely succeeded by more gestures, chewing
or swallowing. However, if this is the only benefit of the FSM, it is easier to implement a
threshold algorithm that only retains classifications if more than x eating events occur in
a given amount of time.
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5.2 Sensors as a wearable sensing system
Classifying eating events was the focus of this report, but it is also important to see how
the sensors function as an automatic dietary monitoring sensing system. First, the differ-
ence between eating events and eating is addressed, after which the sensor combinations
are discussed and how this translates to an automatic dietary monitoring sensing system.

The sensor system was introduced to detect eating events to potentially be applicable in
objective food registration for dieting. Food registration in dieting requires eating food
as input, not eating gestures, chewing food, or swallowing food. The eating events de-
scribed in this report indicate that eating has taken place. Eating a bowl of yogurt con-
sists of several eating gestures, chews, and swallows. A detection rate of 80% can still
mean food consumption was detected, just not all eating events of that specific food con-
sumption. Table 3 shows how often each sensing measure occurs during the experiment.
Eating gestures occur in 319 or 5% of the smartwatch windows, chewing food takes place
in 771 or 37% of the piezoelectric sensor windows and swallowing food occurs in 269 or
16% of the RIP sensor breathing cycles. This means that correctly identifying only 50%
of chewing food windows still accounts for more windows than if 100% of the eating
gestures are detected.
This report describes two separate instances of food consumption: eating a bowl of yo-
gurt and a croissant. The question whether food consumption had occurred was easy to
answer in this case because the experiment was done in a controlled environment with a
limited number of actions other than eating food. Automatic dietary monitoring aims to
work in free-living conditions where a wide spectrum of events takes place. Therefore,
it is more important that a diverse range of kinds of food consumption can be detected
than the percentage of detected eating events. As stated before, most misclassifications
occurred between the eating event classes (eating gestures, chewing food and swallow-
ing food) and the ’other’ class. By measuring in free-living conditions, the ’other’ class
becomes more varied, which will make it harder to correctly classify the eating events.
The confusion matrix in figure 21 shows that the classifier had little difficult differen-
tiating between the eating yogurt class and the eating croissant class, with zero false
positives and false negatives between these two classes. An automatic dietary monitor-
ing system that detects eating can be expanded by attempting to measure what type of
food and how much. The confusion matrix shows that the detection of eating events goes
hand in hand with the detection of what kind of food is consumed. However, the eating
gestures of eating croissants and eating yogurt differ considerably. If a bowl of soup was
consumed instead of eating a croissant, the classifier would probably have had a harder
time differentiating between the two eating gestures. It can therefore be questioned how
well different types of food can be distinguished when performing the experiment when
more types of food are consumed.

The sensor data of the three sensors was combined to find out whether this improved
eating event detection. The results depicted in figures 28, 29 and 30 show the results vary
per sensing measure. The results for models based on three sensors are only consistently
better for the classification of chewing food. This might be because the features generated
for each sensing measure are focused on only the specific sensing measure; most smart-
watch features were designed for classifying eating gestures, most piezoelectric sensor
features were created for the detection of chewing food and nearly all RIP sensor features
were constructed for the detection of swallowing food. These features were combined on
the assumption they would complement each other. This could not clearly be seen in the
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results of eating gestures and swallowing food. However, a difference in F1-score of 0.20
could be seen between using all three sensors compared to using only the piezoelectric
sensor in chewing food classification, indicating that the features of the smartwatch and
the RIP sensor also work for the chewing food classifiers. For all three sensors, features
specifically designed for other sensing measures could improve the results. It is impos-
sible to see which features contributed the most to the classification because PCA and a
non-linear kernel in SVM transform the features in a non-linear manner.
The sensor system is supposed to be an automatic dietary monitoring sensor system,
meaning it must meet aesthetics, comfort, hinder and complexity requirements. Wear-
ing one sensor interferes with daily life, but wearing three sensors does so even more. It
could be questioned whether it is justifiable to combine three sensors if it only marginally
improves eating event detection results. Using three sensors instead of only the piezo-
electric sensor improved the F1-score with 0.2. If this is enough reason to wear three
sensors depends on how the F1-score translates to the detection of eating. As stated be-
fore, detecting eating events is not the same as detecting eating. It could be that with
the smartwatch and RIP sensor data, the windows that are now correctly classified as
chewing food have no effect on the detection of eating at all because already enough
windows were classified to determine this. It could also be the case that certain specific
decisive windows are now classified correctly. If wearing three sensors is successful also
depends on the attitude of the person wearing the sensors. Wearing three sensors is a
bigger burden than wearing one sensor.
All sensors have different operating locations, meaning a combination of sensors always
means you must wear different sensors. The smartwatch is a sensor people wear as a reg-
ular watch, which is easy to use and has a minimal effect on daily living. The smartwatch
is worn on the dominant arm, which means food eaten with the other arm is not regis-
tered. The piezoelectric sensor can be small but cannot be hidden, so introducing this
in real life dieting might spark resistance from users. It was also difficult to adequately
attach the piezoelectric sensor to the jaw, presumably even more if it must be applied to
someone’s own body. The RIP sensor can be worn under the shirt for aesthetics if it is
combined with a harness such that it stays in place. Only half of the windows annotated
as swallowing food have been classified correctly. Moreover, about one-third of the win-
dows were incorrectly classified as swallowing food. Detecting only half of the eating
events does not mean only half of the eating is detected, but an F1-score of 0.53 is low to
begin with.
The performance of a sensing system could be improved by adding sensors which oper-
ate at the same body region. Smartwatches can have a wide range of sensors other than
accelerometers and gyroscopes. Kalarian et al. [52] introduced an audio-based detection of
eating using a smartwatch, and Hotta et al. [53] used heart rate responses in a smartwatch
to detect eating. If the battery of the smartwatch allows it, the smartwatch data could be
extended with other sensor data, thus improving the results without increasing the bur-
den of wearing a sensor system. The piezoelectric sensor operating location is on the jaw,
which could be combined with a bone vibration sensor [22] or with electromyography [54].
These sensors can improve the results, but also increase the strain encountered by the
person using it. It is difficult to add functionality to the RIP sensor, since there are not
many sensors operating at the location on the chest where the RIP sensor functions.
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6 Conclusion and recommendations
This report is concluded by addressing the research questions and by providing recom-
mendations as to what future research could be done based on the findings of the report.
The main research question is: To what extent can eating events be recognised by a wearable
sensing system?. The wearable sensing system consisted of a smartwatch containing a ac-
celerometer and gyroscope, a piezoelectric sensor and a respiratory inductance plethys-
mography sensor. To answer this research question, two subquestions were introduced.
Firstly, which sensor or combination of sensors are best fit for a sensing system focused on recog-
nising eating events? No significant benefit was found for using a combination of sensors
compared to using only the designated sensor when classifying eating gestures. In the
classification of chewing food, a combination of sensors did improve the classification
scores and a combination of three sensors performed the best. The results of the classifi-
cation of swallowing food was too inconsistent to determine which sensor combination
works best.
The second subquestion was: What machine learning algorithm or combination of algorithms
and what machine learning configuration is best suited for eating event recognition? The results
showed no significant difference in results between the support vector machine and ran-
dom forest classification algorithms. The models were found not to be generalisable for
all three sensing measures, thus requiring the model to be trained on a specific person.
The eating event sequence information was tested by adjusting the feature vector length
and by implementing a finite-state machine to filter false positives. Although different
feature vector lengths had no noteworthy effect on classifying chewing and swallowing
food, the longer feature vectors provided the best results in classifying eating gestures.
The finite-state machine filtered some false positive classifications, but did not improve
the overall results. The machine learning model best suited for eating event recognition is
a generic SVM model based on data from three sensors of different feature vector lengths
without the use of an FSM model.
Combining this and returning to the main research questions, it is possible to detect most
eating gestures and most of the chewing of food by the wearable sensing system with
machine learning algorithms. The detection of swallowing food proved to be difficult,
with much lower scores than the detection of eating gestures and chewing food.

6.1 Recommendations
The first recommendation becomes apparent from the discussion, which is to determine
how the detection of eating events translates to the detection of food consumption. For an
automatic dietary monitoring sensing system to be implemented, it is required to know
when food consumption takes place. The research questions in this report focused on
the detection of eating events, which is a first step in this process. To determine which
sensor combination and machine learning configuration are best fit for the detection of
food consumption, experiments must be done in conditions resembling a more real-life
situation. This can be achieved by expanding the eating events by introducing more
types of food and by expanding the number of counter events. Results of experiments of
this kind will provide a better insight in the possibilities of the sensor system in a real-life
condition, which is the final goal of an automatic dietary monitoring system. Improving
eating event detection itself can also improve the detection of food consumption, but it
might be the case that improving eating event detection does not have a big influence on
the detection of food consumption.
On the other hand, the processing of the data can be improved by analysing what distin-
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guishes an eating event from non-eating events. The features have now all been based on
research papers, but the number of features can possibly be expanded. Smartwatch fea-
tures were designed for eating gestures, piezoelectric sensor features were designed for
the detection of chewing food and the RIP sensor features were designed for swallowing
food. No piezoelectric sensor and RIP sensor features were designed to specifically detect
eating gestures, while these sensors could provide extra valuable information. Therefore,
cross-sensing measure features must be designed to take full advantage of using three
sensors in the sensing system.
Of the three sensing measures, the detection of swallowing food with the RIP sensor can
be improved the most. The F1-score of the RIP sensor can be improved by almost 0.2
when the results are compared to literature. The results should be improved before the
sensor can provide valuable results. The sensor used in this experiment was not intended
for scientific use, which explains the low sampling frequency and the slightly inconsistent
nature of the data is produces. It should be investigated whether a similar device exists
or if the current sensor can be improved.
The finite-state machine did not work as intended and therefore does not provide any
benefits to the sensing system. However, if you look into how a series of classes from
the classification algorithms translate to the envisioned chronology that is implemented
in the FSM, the FSM can be adjusted such that it does improve the machine learning
results. Nevertheless, when you take into account that the FSM only works well in case
the initial classification results are good, the added value of the FSM will still be limited
and improving it is not worth the effort.
The sensor system consists of three sensors that operate on different operating locations.
This was done with the assumption that they measured different entities and would
therefore complement each other. The benefit of using three sensors over using only one
is minimal, while the burden of wearing three is considerably bigger. If the cross-sensing
measure features do not improve the results or the translation of eating events to food
consumption requires input of multiple sensors to be efficient, it might be better to focus
on one sensor.
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A Smartwatch signals
This appendix briefly explains some smartwatch signals to shed light on what takes place
during different eating gestures and how you logically explain why these signals can be
used to classify eating gestures. This is only done for the smartwatch signals since these
signals are the most intuitive.
The accelerometer and gyroscope of the smartwatch each have three axes (X, Y and Z).
The Z-axis is orthogonal to the face of the watch and the X-axis runs parallel to the lower
arm, as can be seen in figure 40.
Two signals will be discussed, the angular velocity of the gyroscope around the X-axis,
which measures the angular velocity of pronation and supination movements of the arm.
In addition, the acceleration in the Z-axis will be shown.

Figure 40: The smartwatch (not the smartwatch
used in the experiment) with its three axes X, Y
and Z. The X-axis runs parallel to the lower arm,
the Y-axis from the six o’clock to the twelve o’clock
position on the watch face and the Z-axis orthogo-
nal to the watch face.

Figure 41: Five windows annotated as ’Other’ of
the unfiltered angular velocity around the X-axis
of test subject one. The red vertical lines indicate
where the data is split into one second windows.

Figure 41 shows five gyroscope sensor windows which have been annotated as the ’Other’
class. In these windows, a spoonful of yogurt is prepared to be ingested into the mouth.
In the first window and a bit of the second window, there is some angular velocity in
which the wrist is turned to get some yogurt with apple on the spoon. The angular ve-
locity then decreases to almost zero for several seconds, in which the test subject is still
processing (chewing and swallowing) the previous bite.
The first and a small bit of the second window in figure 42 shows the scooping of some
yogurt with apple onto the spoon. The angular velocity around the X-axis is then kept
still because the spoon is brought to the mouth. This must be done in a controlled manner
to avoid spilling yogurt. Then a sudden peak downwards occurs when the spoon is put
into the mouth. After this, the spoon is returned to the bowl in a uncontrolled manner.
Figure 43 shows an eating gesture during the consumption of a piece of croissant. At
847.5 seconds, a piece of croissant is picked up and brought to the mouth. While the
hand is going to the mouth, the wrist is gradually turned so that the piece of croissant
can be ingested. Then (from about 850 seconds), the arm is quickly rotated back and
placed back on the table.
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Figure 42: Five windows of the unfiltered angu-
lar velocity around the X-axis of test subject one in
which the ingestion of a spoonful of yogurt with
apple takes place. The red vertical lines indicate
where the data is split into one second windows.

Figure 43: Seven windows of the unfiltered angu-
lar velocity around the X-axis of test subject one in
which the ingestion of a piece of croissant takes
place. The red vertical lines indicate where the
data is split into one second windows.

If we look at the differences between the graphs of eating yogurt and eating a piece of
croissant, the trajectory of the hand towards the mouth is particularly striking. When
ingesting a piece of croissant, this route is very abrupt, whereas the wrist is turned grad-
ually when eating yogurt. It is also remarkable that the values of the gyroscope are lower
when eating yogurt than when eating a piece of croissant. This supports the idea that one
should eat yogurt carefully to prevent it from falling off the spoon. If we look at other
types of food, for example, when eating soup you will get similar graphs to when eating
yogurt. Here too, the spoon must be held steady to prevent the soup from falling off. If
instead of eating a piece of croissant you would be eating a big sandwich, the amount
of rotation (integral of the angular velocity) will be less because it is bigger. These char-
acteristics are incorporated into the list of features, which can allow you to distinguish
different types of food and drinks to a certain extent.

Figure 44 shows the high-pass filtered accelerometer data of the Z-axis of an eating ges-
ture when ingesting a spoonful of yogurt with apple. The first two windows annotated
as eating yogurt form a sine wave, indicating a controlled movement of the hand towards
the mouth. The arm is then quickly returned to the table.
The accelerometer graph in figure 45 shows eating a piece of croissant is done in a rel-
atively uncontrolled manner. The hand is brought to the mouth quickly when eating a
piece of croissant, resulting in a maximum acceleration of 3.9 m/s2 compared to a max-
imum acceleration of 2.3 m/s2 when ingesting a spoonful of yogurt. Three examples
of how this is incorporated into the smartwatch features are the maximum value, the
minimum value and the standard deviation of the data of these windows.
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Figure 44: Seven windows of the high-pass fil-
tered acceleration of the Z-axis of test subject one
in which the ingestion of a spoonful of yogurt with
apple takes place. The red vertical lines indicate
where the data is split into one second windows.

Figure 45: Seven windows of the high-pass fil-
tered acceleration of the Z-axis of test subject one
in which the ingestion of a piece of croissant takes
place. The red vertical lines indicate where the
data is split into one second windows.
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B Protocol
1. Let the participant read the information brochure
2. Instruct the participants on the action that are to be performed during the experi-

ment
3. Let the participant sign the consent form
4. Ask the participant to give their weight, height, age and gender
5. Put the sensors on the participant, ending with the piezoelectric sensor
6. Check whether the sensors are installed correctly
7. Start video recording
8. Start measurement scripts of the sensors
9. Experiment:

Table 8: Actions in a singl experiment

Action Duration
1. Time synchronisation: tap the smartwatch 5 times on the watch
face while simultaneously pushing the button

-

2. Time synchronisation: elongate the RIP bands 5 times while si-
multaneously pushing the button

-

3. Breath in and out to minimal and maximal lung volume 20 sec.
4. Eat a bowl of yoghurt with the right arm. The left hand can be
used to hold the bowl in place.

~ 5 min.

5. Move right arm in a random fashion above the table 1 min.
6. Sit still + scrath back of head every 10 seconds 2 min.
7. Read out loud from a book 3 min.
8. Sit still + scrath back of head every 10 seconds 2 min.
9. Eat a croissant with the right hand ~ 3 min.
10. Move right arm in a random fashion above the table 1 min.

10. Stop measurement scripts of the sensors
11. Stop video recording
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Onderzoek 

Overgewicht is een steeds vaker voorkomend probleem in de wereld. Er zijn veel manieren om hier iets 

aan te doen, waarbij de ene methode beter werkt dan de andere. Een belangrijk aspect in afvallen is het 

reguleren van de voedselinname, denk daarbij aan de hoeveelheid eten, het soort eten en de regelmaat van 

het eten. Er bestaan apps om bij te houden wat je eet om er achter te komen wat je binnenkrijgt op een dag. 

Het probleem hier bij is echter dat dit niet altijd goed gebeurt; mensen voeren te veel of te weinig in of 

vergeten maaltijden en snacks toe te voegen. Je wil graag objectief weten wat, wanneer en hoeveel eten 

iemand binnen krijgt. Dit onderzoek sluit daar op aan, specifiek op het vraagstuk wanneer iemand aan het 

eten is. Dit zou bijvoorbeeld gebruikt kunnen worden om mensen er aan te herinneren dat ze moeten 

registreren wat er net gegeten is. 

Het onderzoek zal bestaan uit het eten van een aantal verschillende soorten voedsel en het drinken van een 

glas water. Dit zal gebeuren terwijl de proefpersoon 3 soorten sensoren draagt. Alle drie de sensoren 

worden gebruikt met het doel om te registeren wanneer iemand eet.  

Allereerst zal de proefpersoon een soort sticker dragen onder het oor die de bewegingen van de kaak meet. 

De tweede sensor bestaat uit twee banden om de buik en torso die de ademhaling in kaart brengen. Bij het 

slikken wordt de ademhaling van het lichaam tijdelijk gestopt. Als derde worden twee smartwatches 

gebruikt om de armbewegingen te registreren. Bewegingen richting de mond kunnen als eetindicatie 

gebruikt worden.  

 

Risico’s 

Het enige risico dat de proefpersoon zou kunnen lopen is een milde elektrische schok door de piëzo-

elektrische sensor (de sticker) via de arduino waar hij op aangesloten is. Om dit risico te verlagen wordt de 

computer, die aangesloten is op de arduino, niet aangesloten aan het lichtnet door middel van een oplader. 

De piëzo-elektrische sensor wordt bevestigd op de wang/kaak, op enige afstand van het hart. Mensen met 

hartklachten, een pacemaker, of vergelijkbare klachten kunnen bij twijfel over de risico’s beter niet 

deelnemen aan het onderzoek.    

 

Persoonlijke gegevens 

Alle resultaten die worden verzameld zullen uitsluitend worden gebruikt voor onderzoeksdoeleinden, 

zullen nooit worden gedeeld met derden en zullen anoniem zijn als het wordt gepubliceerd. De 

persoonlijke gegevens worden veilig opgeslagen totdat ze niet langer bruikbaar zijn voor het onderzoek. 

De gegevens zullen alleen toegankelijk zijn voor de onderzoekers die aan het project werken.  

 

Deelname 

De deelname aan dit onderzoek is volledig vrijwillig en de deelnemer kan op elk moment stoppen, zonder 

dat er een reden voor nodig is en zonder gevolgen. Na het experiment kan de deelnemer zich ook binnen 

24 uur na het experiment nog terugtrekken. 

 

Contact 

Indien tijdens of na het onderzoek een vraag of behoefte aan aanvullende informatie ontstaat, kan de 

deelnemer contact opnemen met Sigert Mevissen (s.j.mevissen@student.utwente.nl). 

 

Als de deelnemer een klacht wil indienen of aanvullende opmerkingen heeft voor een onafhankelijk 

orgaan, kan de deelnemer dit melden bij de ethische commissie van EEMCS (ethics-comm-

ewi@utwente.nl).  
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C Information brochure
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Door dit toestemmingsformulier te ondertekenen erken ik het volgende: 

 

1. Ik ben voldoende geïnformeerd over het onderzoek door middel van een separaat 

informatieblad. Ik heb het informatieblad gelezen en heb daarna de mogelijkheid gehad 

vragen te kunnen stellen. Deze vragen zijn voldoende beantwoord. 

2. Ik neem vrijwillig deel aan dit onderzoek. Er is geen expliciete of impliciete dwang 

voor mij om aan dit onderzoek deel te nemen. Het is mij duidelijk dat ik deelname aan 

het onder- zoek op elk moment, zonder opgaaf van reden, kan beëindigen. Ik hoef een 

vraag niet te beantwoorden als ik dat niet wil. 

3. Ik ben mij ervan bewust dat ik me tot 24 uur na het onderzoek kan terugtrekken uit het 

onderzoek zonder opgaaf van reden.  

 Ja  Nee 

4. Ik geef toestemming om de gegevens die gedurende het onderzoek bij 

mij worden verzameld te verwerken zoals is opgenomen in het 

bijgevoegde informatieblad. 

  

5. Ik geef toestemming om tijdens het interview video-opnames inclusief 

audio te maken. 

  

6. Ik geef toestemming om mijn antwoorden te gebruiken voor quotes in 

de onderzoekspublicaties. 

  

7. Ik geef toestemming om mijn echte naam te vermelden bij de hierboven 

bedoelde quotes. 

  

8. Ik ben me bewust van de mogelijke risico’s zoals beschreven in de 

informatiebrochure. 

  

9. Ik geef toestemming dat de data van dit onderzoek geanonimiseerd 

(zonder audio en video) te publiceren voor toekomstig onderzoek 

  

Ik geef toestemming voor alles dat hierboven beschreven staat.   

 

Getekend in tweevoud: 

Naam deelnemer     Handtekening 

 

 

……………………………………   …………………………………… 

Ik heb een toelichting gegeven op het onderzoek. Ik verklaar mijzelf bereid om naar mijn 

beste vermogen antwoord te geven op alle vragen die zich voordoen over het onderzoek. 

 

Naam onderzoeker     Handtekening 

 

 

Sigert Mevissen…………………   …………………………………… 

MASTER’S THESIS S.J. MEVISSEN D. INFORMED CONSENT

D Informed consent
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