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Abstract

Predicting Gross Primary Productivity (GPP) across diverse ecosystems is essential
for understanding the global carbon cycle and managing environmental resources effec-
tively. This study evaluates the effectiveness of three different models, namely SARIMAX,
XGBoost, and LSTM in estimating GPP using a combination of in-situ measurements and
remote sensing data across various European ecosystems. The research consist of two main
stages: the development of site-specific models to understand individual site characteris-
tics and the creation of a unified model capable of generalizing predictions across different
ecosystems without further site-specific adjustments. Our findings indicate that XGBoost
consistently outperformed other models, showing superior prediction accuracy and robust-
ness, particularly when generalized across multiple sites. SARIMAX and LSTM models
also demonstrated useful capabilities, though with some limitations in specific contexts
such as catastrophic forgetting in LSTM and poor performance in peak GPP predictions by
SARIMAX. The inclusion of specific remote sensing indices, like the modified normalized
difference vegetation index (MNDVI) and the enhanced vegetation index (EVI), signifi-
cantly improved model performance across varied ecosystems. This study underscores the
potential of integrating machine learning techniques with traditional ecological modeling
approaches to enhance the prediction of GPP, which can significantly contribute to eco-
logical management and climate change mitigation strategies. Future work should focus
on refining these models’ ability to handle diverse data sets and improve their predictive
reliability across global ecosystems.

Keywords: Gross Primary Productivity, Sentinel-2, SARIMAX, XGBoost, LSTM
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Chapter 1

Introduction

Gross Primary Productivity (GPP) indicates the amount of carbon dioxide �xed in an
ecosystem through vegetation photosynthesis [1]. Thus, it serves as a critical measure in
understanding the global carbon cycle. Understanding and accurately predicting GPP is
essential for numerous ecological and environmental management applications, including
climate change mitigation, agriculture optimization, and biodiversity conservation. For
instance, GPP is a vital indicator of forest productivity, and the prediction of GPP from
climate variables can aid the management of forests and the prediction of future growth
under climate change scenarios [2]. Despite its signi�cance, the accurate prediction of GPP
across diverse and geographically dispersed ecosystems is challenging due to the complexity
of ecosystem responses to varying environmental conditions.

At present, there is no standard protocol for quantifying GPP. Existing methods are
complex and are typically based on either in-situ or remotely-sensed measurements. The
most widely used in-situ measurement methods are open chambers (manual measurements)
and Eddy Covariance (EC) techniques [3]. The EC method is extensively used in di�er-
ent regional networks to measure Carbon Dioxide (CO2), water, and energy exchanges
between the biosphere and the atmosphere. Currently, over250 EC sites worldwide are
actively monitoring carbon exchange at high temporal resolution, typically every half hour,
across various biomes and climatic conditions [4]. The other remotely-sensed measurement
methods involve the indirect GPP calculations by deriving vegetation indices from Earth
Observations. Satellites from missions such as Landsat, MODIS, and Sentinel have been
used to derive Vegetation Indices (VIs). VIs are formulas that reduce multispectral scan-
ner data to a single number for assessing vegetation characteristics like species, leaf area,
stress, and biomass [5]. Over the past 30 years, vegetation indices have been re�ned and
used extensively for monitoring vegetation health, growth levels, and stress, among other
conditions [6].

Modeling plays a critical role in predicting GPP. It enables researchers to simulate
and understand complex ecological processes with greater precision. Recent advancements
in remote sensing technology have signi�cantly enhanced the capability to estimate GPP
using Sentinel-2 data. Pabón et al. explored the use of red-edge-based and near-infrared-
based VIs alongside machine learning techniques to predict GPP at multiple sites in Europe
and North America with EC measurements. They concluded that incorporating multiple
spectral bands and their interactions signi�cantly enhanced model performance, with ran-
dom forests achieving aR2 value of 0.71, despite some challenges in predicting GPP during
extreme weather conditions [7].

The potential of Sentinel-2 data for estimating GPP was also assessed by Spinosa et
al. [8] and compared with MODIS data. The high spatial resolution of Sentinel-2 data
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provided a signi�cant advantage in modeling GPP regarding precision. Similarly, Astola
et al. [9] also conducted a comparative study of Sentinel-2 and Landsat 8 data. The
result demonstrated that the models based on Sentinel-2 data showed better performance
than those using Landsat 8 data for all forest variables, indicated by lower RMSE values
and higher R2 values. In contrast, a study in the European Nordic region comparing
the performance of Sentinel-2 against MODIS data in estimating GPP indicated that the
�ner resolution of Sentinel-2 (10 m) did not signi�cantly outperform MODIS (250 m and
500 m). This suggests that factors other than spatial resolution, such as model selection
and environmental variables, are crucial in improving GPP estimation accuracy [10]. In
addition, the availability of longer time series and increased data volume from Sentinel-2
can contribute to developing more robust models compared to MODIS.

There are also increasing number of research studies utilizing Machine Learning (ML)
to predict GPP. For example, Chen et al. [11] developed a model based on arti�cial neural
networks model that e�ectively predicts GPP in coniferous forests, with climatic factors
being the dominant contributors including net radiation, vapor pressure de�cit (VPD), air
temperature, and soil water content orCO2 concentration. Wang et al. [12] assesed six
machine learning algorithms for predicting GPP in the Mongolian Plateau. Additionally,
Chang et al. [13] evaluated GPP across nine ChinaFlux sites using a random forest model
based on light use e�ciency (LUE). The latter authors developed a di�erent model for
each of the sites. The authors included seasons as categorical data, as GPP follows clear
seasonal patterns, thus eliminating the time dependence of the data. These studies showed
that most models exhibited better performance in capturing the temporal variations and
GPP magnitude in mixed forests and evergreen needleleaf forests compared to evergreen
broadleaf forests and grasslands. Tree based methods were also employed to predict GPP
in [14].

Despite the promising results from integrating machine learning with remote sensing
data, signi�cant challenges persist. Existing models for predicting GPP are mainly site
speci�c, as they were developed and calibrated for individual locations with little adapt-
ability to di�erent ecosystems [15, 16, 17]. This approach, while e�ective on a local scale,
fails to address the need for scalable and generalizable models that can operate across mul-
tiple sites with varying ecological characteristics. This research aims at addressing this gap
by introducing a novel approach consisting in the development of a uni�ed model that uses
ML and Deep Learning (DL) techniques to predict GPP across di�erent ecosystem types
by combining in-situ data and remote sensing data. The model uses vegetation indices and
other relevant variables and is designed to generate accurate predictions for various sites
without needing site-speci�c recalibration. This approach not only aims at addressing the
limitations of existing models, but also at enhancing scalability of the GPP prediction,
making it applicable globally.

On the other hand, this advancement introduces new challenges, as the in�uence of
GPP by the ecosystem type adds layers of complexity to the model's application. For
example, forests with large, dense tree canopies are characterized by higher GPP compared
to grasslands due to their greater leaf area and photosynthetic capacity. In turn, grasslands
are highly responsive to climatic elements such as temperature and rainfall, making the
spatial patterns and evolutionary trends of grassland GPP more intricate [12]. Moreover,
in grasslands and evergreen needle-broad forests, moisture variables and photosynthetically
active radiation (PAR) were found to have substantial impacts on GPP [13].

In order to address the aforementioned challenges would be bene�cial to explore meth-
ods that have proven successful in other areas with time series data which is also used
in this research. Time series analysis is a vital tool for analyzing sequential data, and it
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has led to major progress in �elds such as �nance [18], public health [19] and other �elds.
The AutoRegressive Integrated Moving Average (ARIMA) model is one such well-known
method that has been used to predict future trends based on historical patterns [20, 21, 22].

The ARIMA model was popularized by George Box in [23]. Extending this approach,
the AutoRegressive Integrated Moving Average with Exogenous variable (SARIMAX)
model incorporates exogenous variables, enhancing ARIMA's applicability. It has been
successfully applied in various sectors including hydrology [24], ecology [25], and healthcare
[26, 27]. This method can be applied to predict GPP by incorporating in-situ measure-
ments and satellite-derived VIs as exogenous variables. GPP exhibits seasonal variations,
particularly in�uenced by ecological and climatic conditions that change throughout the
year. Integrating these indices as exogenous factors allows the SARIMAX model to leverage
spatial data alongside temporal observations from in-situ measurements.

ML and DL approaches have also shown outstanding performance in time series analysis
across various �elds [28, 29, 30, 31]. Among the great diversity, Extreme Gradient Boosting
(XGBoost) and Long Short-Term Memory (LSTM) networks are particularly prominent.
XGBoost, an advanced implementation of gradient boosting, has been validated for its
superior performance and robustness in handling structured data [32], o�ering critical
insights through feature importance scores. Additionally, XGBoost showed better model
performance than the random forest for simulating Net Ecosystem Exchange (NEE) based
on the FLUXNET dataset, especially in terms of computational e�ciency [33]. On the
other hand, LSTMs are well-suited for modeling temporal sequences due to their capability
to maintain long-term dependencies, essential for accurate forecasting in time series data
[34].

This study aims to compare statistical methods for time series analysis, ML, and DL
methodologies. Speci�cally, the study will compare SARIMAX, XGBoost, and LSTM
in terms of their e�ectiveness in generalizing across di�erent ecosystems. The approach
involves developing individual models for each site in the initial stage to understand the
speci�c site characteristics. In the later stage, a uni�ed model will be developed to predict
GPP across di�erent ecosystem types. Throughout both stages, the study will compare
the models' ability to generalize across di�erent ecosystems. In essence, this study aims to
answer the following questions:

1. How well do the SARIMAX, XGBoost, and LSTM models predict the GPP at indi-
vidual sites?

2. How well do the SARIMAX, XGBoost, and LSTM models perform when they are
trained on combined data from multiple sites across Europe?

3. How do di�erent indicators from remote sensing and in-situ data contribute to pre-
dicting GPP across diverse ecosystems in European sites?

4. How do the SARIMAX, XGBoost, and LSTM models perform in terms of general-
ization when applied to sites not included in the training data?

The thesis is structured into six chapters, starting with the introduction, followed by
a theoretical background on GPP and the methodologies in Chapter 2. Chapter 3 and 4
focus on data collection, preprocessing, model design, and experimental setup. The results,
model evaluation, and discussion are described and discussed in Chapter 5. Finally, the last
chapter presents the conclusions, limitations, and recommendations for further research.
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Chapter 2

Background

2.1 Gross Primary Productivity

Gross Primary Productivity (GPP) is a fundamental ecological metric that represents
the total amount of CO2 that plants and algae capture from the atmosphere through
photosynthesis at the ecosystem scale [35]. The chemical reaction of photosynthesis is

6CO2 + 6H 2O + light ! C6H12O6 + 6O 2: (2.1)

Carbon dioxide (CO2) and water (H2O), in the presence of light, are transformed into
glucose (C6H12O6) and oxygen (O2). The glucose produced serves as the primary energy
storage molecule, fueling various biological activities within the plant, including growth
and reproduction, while the oxygen produced is released into the atmosphere [36].

The availability of water signi�cantly impacts the photosynthesis rates. Light and solar
radiation are also crucial indicators, especially Photosynthetically Active Radiation (PAR),
which refers to the speci�c range of solar radiation between400 and 700 nm that can be
utilized by photosynthetic organisms for the process of photosynthesis [37]. The amount
and quality of light in�uence the e�ciency and rate of photosynthesis. There are also other
indicators that in�uence this process, such as temperature, chlorophyll, and soil nutrients.
Temperature in�uences enzymatic activities critical for photosynthesis. Each ecosystem
has a temperature range that optimizes these processes.

GPP is measured over a speci�c area and time period, typically expressed in grams of
carbon per square meter per day(gCm2day� 1). From GPP, other important ecosystem
metrics can be derived, such as Net Primary Production (NPP) and Net Ecosystem Ex-
change (NEE). NPP accounts for theCO2 released by plants through respiration (e.g the
process by which plants consume some of the captured carbon, in the form of glucose, to
maintain their metabolic functions). Therefore, NPP is expressed as

NPP = GPP � Rplant ; (2.2)

where Rplant denotes the plant respiration. NEE, is a broader measure that includes all
carbon exchanges between the ecosystem and the atmosphere. It accounts for not only
GPP but also all respiratory processes, including plant respiration and the respiration of
all other organisms within the ecosystem(R total) . Mathematically, NEE is expressed as

NEE = GPP � Rtotal : (2.3)

As well as GPP, NPP, NEE and Rtotal are typically obtained using various methods,
such as EC towers that measureCO2 �uxes at high frequencies or through modeling ap-
proaches that integrate �eld observations. Understanding the relationship between GPP,

4



NPP, and NEE provides a strong foundation for assessing the impact of environmen-
tal changes, such as climate variations, land use changes, and management practices, on
ecosystem carbon dynamics.

2.1.1 In-situ Measurement and Sentinel-2 for Predicting GPP

The quanti�cation of GPP may be done via various means, including in-situ measurements
and remote sensing techniques. In-situ measurements refer to the direct collection of data
within the natural environment. This approach allows for accurate and immediate data
acquisition about the atmospheric, terrestrial, or aquatic conditions at speci�c locations.
Among the primary techniques for in-situ measurements of greenhouse gas exchanges, the
EC method is particularly notable. The EC method and the use of closed chamber are the
most widely used methods.

The EC method is particularly useful for analyzing turbulent greenhouse gas �uxes
at a landscape scale [38]. Currently, measurements ofCO2 and water vapor �uxes via
EC are conducted routinely on a global scale, as exempli�ed by networks like FLUXNET.
FLUXNET is a global network of micrometeorological �ux measurement sites that mea-
sure the exchanges of carbon dioxide, water vapor, and energy between the biosphere and
atmosphere [39]. The network's extensive data collection, standardized processing, and
integration with remote sensing and modeling e�orts makes it a cornerstone for under-
standing and predicting ecosystem responses to environmental changes.

Complementing the earlier discussed ground-based measurements through remote sens-
ing, the Copernicus Sentinel-2 mission, part of the European Space Agency's Earth obser-
vation program, further enhances the monitoring of Earth's ecosystems. This constellation
of satellites is speci�cally designed to provide comprehensive and dynamic insights into
Earth's vegetation and landscapes, thereby enhancing the spatial and temporal resolu-
tion of data available for ecosystem analysis. The mission features two identical satellites,
Sentinel-2A and Sentinel-2B, with plans to launch Sentinel-2C in 2024, all orbiting on
the same trajectory. These satellites are equipped with an innovative, wide swath, high-
resolution multispectral sensor which captures data across 13 spectral bands. This ad-
vanced imaging capability o�ers unprecedented views of the land and detailed analyses of
plant health and vitality. Sentinel-2A was launched on 23 June 2015, followed by Sentinel-
2B on 7 March 2017. These satellites provide essential data for monitoring changes in
land use, managing natural resources, and aiding in disaster management. With a current
revisit time of every �ve days, the Sentinel-2 mission o�ers frequent monitoring capabilities
[40].

Sentinel-2 data is available in two primary processing levels: Level-1C and Level-2A,
each serving distinct purposes. Level-1C data o�ers ortho-recti�ed Top-Of-Atmosphere
(TOA) re�ectance values. This data is geometrically corrected for terrain and sensor
distortions and is organized in 110x110km tiles using the UTM/WGS84 coordinate system.
It includes per-pixel radiometric measurements in TOA re�ectances, making this data
suitable for applications that require geometrically corrected imagery but still need further
atmospheric correction for most analytical purposes [41].

Level-2A data provides atmospherically corrected Bottom-Of-Atmosphere (BOA) re-
�ectance values, now referred to as Surface Re�ectance (SR). This data is corrected for
atmospheric e�ects, ensuring more accurate surface re�ectance information. The Level-2A
data is resampled to consistent spatial resolutions of 10 m, 20 m, and 60 m across di�erent
spectral bands and includes additional outputs such as Aerosol Optical Thickness (AOT)
maps, Water Vapor (WV) maps, and Scene Classi�cation (SCL) maps. These classi�ca-
tions help categorizing pixels based on various parameters like cloud cover, vegetation, and
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water. Level-2A data is ideal for direct analysis in environmental monitoring, agriculture,
and land use applications. Users can also generate Level-2A data from Level-1C using the
Sentinel-2 Toolbox or the Sen2Cor processor [42]. The descriptions of Sentinel-2 Bands
are described in Table 2.1.

Table 2.1: Descriptions of Sentinel-2 Bands [43]

B1 0.0001 60 443.9 Aerosols
B2 0.0001 10 496.6 Blue
B3 0.0001 10 560.0 Green
B4 0.0001 10 664.5 Red
B5 0.0001 20 703.9 Red Edge 1
B6 0.0001 20 740.2 Red Edge 2
B7 0.0001 20 782.5 Red Edge 3
B8 0.0001 10 835.1 NIR
B8A 0.0001 20 864.8 Red Edge 4
B9 0.0001 60 945.0 Water vapor
B11 0.0001 20 1613.7 SWIR 1
B12 0.0001 20 2202.4 SWIR 2

Name Scale Resolution (m) Wavelength (nm) Description

2.2 Vegetation Indices

2.2.1 Vegetation Health Indices

Vegetation Health Indices derived from remote sensing data such as Sentinel-2 are cru-
cial tools for estimating GPP as they re�ect the photosynthetic activity and biomass of
vegetation. Indices such as the Normalized Di�erence Vegetation Index (NDVI) and the
Enhanced Vegetation Index (EVI) are particularly useful for their ability to indicate veg-
etation greenness. These indices have been extensively utilized for monitoring changes in
vegetation growth [44].

NDVI calculates the contrast between the red light absorbed by chlorophyll and the
infrared light re�ected by the leaf cellular structure [45]. NDVI tends to saturate in dense
vegetation areas, therefore the Modi�ed Normalized Di�erence Vegetation Index (MNDVI)
was developed. MNDVI utilizes narrow bands in the red edge region, enhancing correlations
with biomass as compared to standard NDVI [46]. It also includes mid-infrared that is
sensitive to moisture content and to the structural integrity of plant cells, making MNDVI
especially valuable for detecting plant stress that might a�ect internal water content and
cell structure, such as frost damage [47].

The EVI is calculated using three spectral bands namely the red, near-infrared (NIR),
and blue bands. EVI includes a blue band to correct for aerosol scattering in the atmo-
sphere, making the index more reliable under various atmospheric conditions. EVI was
developed to address some of the issues with NDVI, particularly its tendency to saturate
in high biomass areas [48]. However, Biudes et al. [17] found that NDVI was able to
capture the seasonal variation in leaf area development better than EVI. There are several
types of EVI, namely EVI2. EVI2 simpli�es the EVI formula by eliminating the need for
a blue band, making it suitable for sensors that do not have a blue band. EVI2 has the
best similarity to EVI when atmospheric e�ects are negligible, and atmospheric correction
data (necessary for the blue band in EVI) is lacking [49]. The formula to compute NDVI,

6



MNDVI, EVI, and EVI2 derived from Sentinel-2 bands are as follows:

NDVI =
B8 � B4
B8 + B4

; (2.4)

MNDVI =
B7 � B5
B7 + B5

; (2.5)

EVI =
B8 � B4

B8 + 6B4 � 7:5B2 + 1
; (2.6)

EVI2 =
B8 � B4

B8 + 2:4B4 + 1
; (2.7)

where the values of the B's can be accessed from Table 2.1.
Another important index related to vegetation health is the Chlorophyll Index of Red

Edge (CIr). It is widely acknowledged that chlorophyll is the universal basis for expressing
photosynthetic rate in vegetation. Chlorophyll signi�cantly in�uences the amount of light
absorbed by vegetation [50]. CIr was proposed in [51] and retrieved from re�ectance in the
red edge spectral band between700 and 720 nm and in the NIR between 760 and 800 nm
using a nondestructive technique. A study in [8] shows that the combination of CIr and
rainfall data has the strongest correlation with in-situ measurements of GPP. The CIr can
be computed as

CIr =
B7
B5

� 1: (2.8)

2.2.2 Water Content Indices

The measurement of water content in vegetation and soil is crucial for understanding
ecosystem health and for managing water resources. While there is not direct measures of
water mass, water content plays a vital role in assessing water availability and its impact
on plant physiological processes and GPP. Remote sensing data can provide insight on
water content.

A widely used index is the Land Surface Water Index (LSWI) which re�ects land
surface water conditions [52]. LSWI is derived from a combination of NIR and short
infrared spectral band (SWIR) which is sensitive to vegetation water content and soil
moisture [17]. Another signi�cant water content index is the Normalized Di�erence Infrared
Index (NDII) which make use of the 1610 nm band from Sentinel-2 and is a little more
robust in dryland environments than the Normalized Di�erence Water Index (NDWI) [53].
NDWI itself, utilized in remote sensing to assess vegetation liquid water, employs the green
(560nm) and NIR (865nm) bands, making it sensitive to changes in liquid water content of
vegetation canopies while being less a�ected by atmospheric aerosol scattering than NDVI
[54].

Another commonly used water content index is the Modi�cation of Normalized Di�er-
ence Water Index (MNDWI). It uses the green band and SWIR band proposed by [55] to
e�ectively enhance and accurately extract water body information by suppressing built-up
land noise and revealing subtle water features more e�ciently than NDWI, especially in
areas dominated by built-up land. Comparative analyses in [56] indicated that MNDWI
outperforms NDWI in identifying water features intertwined with vegetation in satellite
imagery. The formulas to compute MNDWI, LSWI, and NDII are as follows:
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LSWI =
B8 � B11
B8 + B11

; (2.9)

NDII =
B8 � B12
B8 + B12

; (2.10)

MNDWI =
B3 � B11
B3 + B11

: (2.11)

2.3 Time Series Prediction

A time series is a sequence of observations recorded at speci�c and equally spaced time
intervals, as de�ned by Brockwell in [57]. It is mathematically represented asX t , where
X t denotes the value of the series at timet. The objective of time series prediction is
to estimate future values X̂ t+ h , where h > 0, using historical observations. The general
mathematical formulation of this prediction is as follows:

X̂ t+ h = f (X t ; X t � 1; : : : ; X t � p; � t ; � t � 1; : : : ; � t � q); (2.12)

where X̂ t+ h denotes the predicted value at timet + h, f is a function representing the
model, X t � i are past values of the series, and� t � j are past error terms.

For e�ective time series prediction, it is essential to understand the concept of sta-
tionarity. A time series is said to be stationary if its statistical properties, such as mean,
variance, and autocorrelation, remain constant over time [58]. Stationarity is a crucial
assumption in many time series models, including AutoRegressive (AR), Moving Average
(MA) and AutoRegressive Moving Average (ARMA), because it simpli�es the analysis and
helps to ensure the reliability of the predictions.

There are several statistical tests available to determine the stationarity of a time series.
One commonly employed test is the Augmented Dickey-Fuller (ADF) test [59]. The null
hypothesis of the ADF test states that the time series possesses a unit root, meaning it is
non-stationary. On the other hand, the alternative hypothesis suggests that the series is
indeed stationary. The ADF test involves estimating the following regression:

� X t = � + �t + �X t � 1 + � 1� X t � 1 + � � � + � p� X t � p + � t : (2.13)

Here, � X t = X t � X t � 1 is the �rst di�erence of the series, � is a constant, �t is a time
trend, and � , � i are coe�cients. The test focuses on the coe�cient � . If � is signi�cantly
di�erent from zero, the null hypothesis of a unit root is rejected, indicating that the series
is stationary. If a time series is not stationary, di�erencing can be applied to make it
stationary [60]. Di�erencing involves subtracting the current value of the series from its
previous value. The �rst-order di�erence of a time seriesf X t g is given by

� X t = X t � X t � 1 = (1 � B )X t ; (2.14)

where B is the backshift operator, BX t = X t � 1. Higher-order di�erencing can be used if
needed.
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2.4 SARIMAX

The AR and MA components are fundamental to understanding time series analysis, lead-
ing to the development of the SARIMAX model, which integrates these components into a
comprehensive modeling framework. The AR component models the current value of the
series as a linear function of its previous values [60]. This can be expressed as

X t =
pX

i =1

� i X t � i + � t ; (2.15)

where X t denotes the time series value at timet, � i are the coe�cients representing the
in�uence of past values, p is the order of the AR model, and � t is the white noise error
term. In contrast, the MA component models the current value of the series as a function
of the past error terms [61]. This relationship is expressed as

X t = � t +
qX

j =1

� j � t � j : (2.16)

Here, � j are the coe�cients measuring the impact of past forecast errors� t � j on the
current value, and q is the order of the MA model, representing the number of past errors
included in the model. Combining these AR and MA components results in the ARMA
model. The ARMA model captures both the in�uence of past values and the impact of
past errors, making it particularly useful for time series that exhibit characteristics of both
AR and MA processes. The mathematical representation of an ARMA model is given by

X t = c +
pX

i =1

� i X t � i +
qX

j =1

� j � t � j + � t : (2.17)

In this equation, c is the constant term, X t is the time series value,� i and � j are the
coe�cients, and p and q are the orders of the AR and MA components, respectively. If the
series exhibits non-stationarity, di�erencing is applied �rst to make the series stationary,
leading to an ARIMA model. The ARIMA model incorporates an integration component
represented using the backshift operatorB . The ARIMA model is expressed as

(1 � B )dX t = c +
pX

i =1

� i X t � i +
qX

j =1

� j � t � j + � t : (2.18)

Here, (1 � B )d represents the di�erencing operator, whered is the order of di�erencing
needed to make the series stationary. The termsc, � i , � j , p, q, and � t retain their previous
de�nitions.

Many real-world time series exhibit seasonal patterns that repeat at regular intervals.
To capture these seasonal e�ects, the ARIMA model is extended to the Seasonal ARIMA
(SARIMA) model. Seasonal di�erencing is used to remove seasonal trends, de�ned as

(1 � B s)X t = X t � X t � s; (2.19)

where s is the seasonal period. The SARIMA model incorporates both non-seasonal and
seasonal components as in Equation (2.20). In this equation,(1 � B )d represents the non-
seasonal di�erencing operator,(1� B s)D is the seasonal di�erencing operator with seasonal
period s and seasonal di�erencing orderD . The terms � I and � J are the seasonal AR
and MA coe�cients, respectively, with orders P and Q. The seasonal termsX t � Is and
� t � Js capture the seasonal lags, whereX t � Is represents the value of the time series from
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I seasonal periods ago, and� t � Js represents the error term fromJ seasonal periods ago.
The overall model is

(1� B )d(1� B s)D X t = c+
pX

i =1

� i X t � i +
qX

j =1

� j � t � j +
PX

I =1

� I X t � Is +
QX

J =1

� J � t � Js + � t : (2.20)

While SARIMA e�ectively models time series with seasonal patterns, it does not ac-
count for external factors that might in�uence the series. To address this, SARIMA can
be extended to the SARIMAX model, which incorporates exogenous variables representing
external in�uences. Let Z t as a vector consists ofk exogenous variables at timet. Each
element inZ t , from Z1t to Zkt , corresponds to a di�erent external factor that may in�uence
the dependent variable of the time series. The column vector form ofZ t is represented
mathematically as

Z t =

2

6
6
6
4

Z1t

Z2t
...

Zkt

3

7
7
7
5

: (2.21)

Associated with these exogenous variables is a vector of coe�cients� , which quanti�es
the in�uence of each variable inZ t on the time series. This vector� aligns with the elements
of Z t , providing a weight or impact level for each exogenous variable. The coe�cient vector
� is shown as

� =

2

6
6
6
4

� 1

� 2
...

� k

3

7
7
7
5

: (2.22)

Together, � > Z t represents the linear combination of the exogenous variables and their
coe�cients:

� > Z t = � 1Z1t + � 2Z2t + � � � + � kZkt ; (2.23)

incorporating the term � > Z t , the SARIMAX model [62] is de�ned by

(1� B )d(1� B s)D X t = c+
pX

i =1

� i X t � i +
qX

j =1

� j � t � j +
PX

I =1

� I X t � Is +
QX

J =1

� J � t � Js + � > Z t + � t :

(2.24)

The inclusion of exogenous variables, such as� > Z t , allows the SARIMAX model to
account for external in�uences on the time series. This capability makes the model par-
ticularly robust and adaptable to real-world scenarios where external factors signi�cantly
in�uence outcomes. To clarify the parameter substitution process in the SARIMAX model,
a hypothetical example with de�ned parameters is provided in Appendix A1.

Selecting appropriate parameters for the SARIMAX model is crucial for accurate mod-
eling and forecasting. This process involves determining the orders of the AR, MA, seasonal
AR, and seasonal MA components, as well as the di�erencing orders. Tools like the Auto-
correlation Function (ACF) and Partial Autocorrelation Function (PACF) plots can help
in this selection process [63]. The PACF plot, in particular, is useful for identifying the
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order of the AR component. The PACF measures the correlation between a time series
and its lagged values, after removing the e�ects of intermediate lags. Signi�cant spikes in
the PACF plot indicate the appropriate lag order p for the AR component.

Similarly, the ACF plot helps to identify the order of the MA component. The ACF
measures the correlation between a time series and its lagged values without removing
intermediate e�ects. Signi�cant spikes in the ACF plot suggest the appropriate lag order
q for the MA component. For seasonal components, the ACF and PACF plots can be
examined at lags that are multiples of the seasonal periods. This helps to determine the
seasonal AR and MA ordersP and Q.

2.5 XGBoost

A decision tree is a hierarchical structure used for decision making. It splits the data into
subsets based on certain criteria at each node. The objective is to split the population
into homogeneous sets based on the most signi�cant input variables. The decision tree can
be applied to both classi�cation and regression tasks. For classi�cation tasks, the target
variable is typically discrete, while for regression tasks (also called regression trees), the
target variable is continuous [64].

A tree structure consists of a root node, internal nodes, and terminal nodes (leaves)
[65]. The root node constitutes the initial point from which the top-down population is
recursively partitioned into two or more homogeneous subsets. Each internal node em-
bodies a "test" or "decision" on an attribute, with each branch representing the outcome
of the test. This process, known as splitting, divides a node into two or more sub-nodes.
When a sub-node further splits into additional sub-nodes, it is referred to as a decision
node. Terminal nodes, or leaves, are nodes that are not further split and represent the
�nal outcome of the tree.

Mathematically, a decision tree can be represented as a functionf t (x), wheret denotes
the iteration number and x represents the input features. The functionf t (x) is constructed
by recursively partitioning the input space and �tting a simple prediction model, such as
a constant value, within each partition. The general form off t (x) can be written as:

f t (x) =
VX

v=1

wv I (x 2 Rv); (2.25)

whereV is the number of nodes in the tree,wv is the prediction value assigned to thev-th
node, Rv represents the region (partition) corresponding to thev-th node, and I (x 2 Rv)
is an indicator function that evaluates to 1 if x falls into the region Rv , de�ned as

I (x 2 Rv) =

(
1 if x is in region Rv ;

0 otherwise:
(2.26)

This function essentially checks if the input feature vectorx belongs to the regionRv

de�ned by the node v. For regression tasks, thiswv is typically the mean of the target
valuesy for the data points that fall into the region Rv , which can be computed as:

wv =
1

jRv j

X

(x i ;yi )2 Rv

yi ; (2.27)

where jRv j is the number of data points in region Rv , and yi are the target values of
these data points. Each regionRv is de�ned by a series of splits based on the featuresx.
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For example, a split might partition the data based on whether a particular featurex j is
less than or greater than a threshold� . In the context of time series, featuresx j could
include past values of the target variable, moving averages, or other lagged predictors.
This partitioning continues recursively until the stopping criteria, such as max_depth
or min_child_weight, are met. These criteria are used to control the tree's growth and
prevent over�tting. Over�tting occurs when a model learns patterns speci�c to the training
data, resulting in high accuracy on the training set but poor performance on unseen test
data [66, 67].

The max_depth controls the maximum number of levels in the tree, which limits its
complexity. A larger max_depth allows the model to capture more intricate patterns in
the data but increases the risk of over�tting. Conversely, a smaller max_depth reduces
the risk of over�tting but may lead to under�tting if the model is too simple.

The min_child_weight speci�es the minimum sum of sample weights needed in a child
node. It helps prevent the model from learning overly speci�c patterns by requiring that
any node that is split must have a substantial amount of data. This ensures that each split
results in meaningful partitions and mitigates over�tting by avoiding the creation of nodes
with too few data points.

A single tree is usually not su�cient for building a complex model, therefore models
such as XGBoost, which uses decision trees as weak learners, were proposed for better per-
formance. XGBoost was proposed to create a scalable, e�cient, and high-performance tree
boosting system that addresses limitations of existing methods, particularly in handling
large datasets and improving model accuracy in diverse machine learning challenges [32].

According to [68], XGBoost is able to build a robust classi�er using weak classi�ers and
has several advantages over other gradient boosting algorithms, including e�ciently han-
dling missing values, preventing over�tting, and decreasing running time through parallel
and distributed calculations. XGBoost employs a gradient boosting framework, function-
ing as an ensemble of decision trees constructed sequentially [69]. Gradient boosting is
a powerful ensemble technique that improves predictive accuracy by sequentially adding
weak learners, typically decision trees, to an ensemble.

The construction of an XGBoost model begins with a simple initial model and itera-
tively adds decision trees to improve predictions by minimizing a speci�ed loss function.
The initial model F0(x) is typically a simple estimator of the output, often chosen as the
mean of the target variable y. This initial prediction is set to minimize the initial loss
across all training samples, and it is mathematically de�ned as

F0(x) = arg min�

nX

i =1

L(yi ; � ); (2.28)

where � is a constant representing the initial prediction, L (yi ; � ) is the loss function mea-
suring the error between the actual target value of thei -th training sample yi , and n is the
number of training samples. Once the initial model is set, XGBoost improves the model
iteratively by adding new decision trees. At each iteration t, the model is updated by
adding a new treef t (x), leading to the updated model

Ft (x) = Ft � 1(x) + f t (x): (2.29)

To simplify the notation, let ŷ(t )
i denote the prediction for samplei at iteration t. Thus,

ŷ(t )
i = Ft (x i ) and the model update becomes

ŷ(t )
i = ŷ(t � 1)

i + f t (x i ): (2.30)
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Here, ŷ(t � 1)
i is the model's prediction after t � 1 iterations, and f t (x i ) is the new

tree added at iteration t to correct the errors from ŷ(t � 1)
i . To e�ectively determine the

contribution of each new treef t (x), XGBoost calculates the gradient and Hessian of the
loss function with respect to the previous predictions. For each training samplei , the
gradient git and the Hessianhit at iteration t are de�ned as

git =
@L(yi ; ŷ(t � 1)

i )

@̂y(t � 1)
i

; (2.31)

and

hit =
@2L(yi ; ŷ(t � 1)

i )

@(ŷ(t � 1)
i )2

; (2.32)

respectively.
In these equations,git represents the gradient of the loss function with respect to the

predictions at sample i during iteration t, indicating the direction and magnitude of the
error for each prediction. The Hessianhit represents the curvature of the loss function,
indicating how sensitive the loss is to changes in the prediction. These derivatives provide
detailed guidance on how to adjust the model to reduce the loss e�ectively.

The concept of pseudo-residuals is central to gradient boosting. Pseudo-residuals are
the negative gradients of the loss function with respect to the predictions from the current
model. They represent the necessary adjustments needed to correct the predictions. For
samplei at iteration t, the pseudo-residual is given by

r it = �

"
@L(yi ; ŷ(t � 1)

i )

@̂y(t � 1)
i

#

ŷ( t � 1)
i

= � git : (2.33)

These pseudo-residualsr it serve as the target values for training the new treef t (x).
To approximate the change in the loss function due to the addition of the new treef t (x),
XGBoost uses a second-order Taylor expansion around the previous predictionŝy(t � 1)

i :

L (yi ; ŷ(t � 1)
i + f t (x i )) � L (yi ; ŷ(t � 1)

i ) +
@L(yi ; ŷ(t � 1)

i )

@̂y(t � 1)
i

f t (x i )

+
1
2

@2L(yi ; ŷ(t � 1)
i )

@(ŷ(t � 1)
i )2

f t (x i )2 (2.34)

= L(yi ; ŷ(t � 1)
i ) + git f t (x i ) +

1
2

hit f t (x i )2: (2.35)

In this expansion, the term L(yi ; ŷ(t � 1)
i ) is the current loss (from the previous iteration)

and is constant with respect to f t (x i ). Therefore, it does not in�uence the optimization
process off t (x i ) and can be omitted from the �nal objective function.

XGBoost extends gradient boosting by introducing a regularization component to the
optimization problem, thus enhancing model performance and control over�tting. The
XGBoost objective function includes a regularization term that penalizes the complexity
of the trees [70]. The regularization term is


( f t ) = 
T +
1
2

�
TX

j =1

w2
j ; (2.36)
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whereT is the number of leaves in the treef t , wj are the weights associated with the leaves,

 is a parameter that penalizes the number of leaves, and� is a parameter that penalizes
the magnitude of the leaf weights. Combining the approximated loss with a regularization
term, the objective function for the t-th iteration becomes

Obj (t ) =
nX

i =1

�
git f t (x i ) +

1
2

hit f t (x i )2
�

+ 
( f t ): (2.37)

The summation aggregates the contributions of all training samples, ensuring that the
tree f t (x) improves predictions across the entire dataset. Finally, the combined objective
function that XGBoost minimizes at each iteration is

Obj (t ) =
nX

i =1

�
git f t (x i ) +

1
2

hit f t (x i )2
�

+ 
T +
1
2

�
TX

j =1

w2
j : (2.38)

This detailed formulation and systematic approach show how XGBoost incrementally
builds a robust model by adding trees that correct residuals from previous iterations, using
gradients and Hessians to guide the optimization, and regularization to prevent over�t-
ting. By focusing on the incremental improvements and penalizing complexity, XGBoost
e�ectively balances model accuracy and generalizability.

XGBoost o�ers the advantage of interpretability by calculating feature importance.
Feature importance helps in understanding how di�erent variables impact the model's
predictions. XGBoost determines feature importance through three key metrics: weight,
gain, and cover [71].

The weight term indicates the number of times a feature is used to make splits in nodes
across all the trees in a model. A higher weight suggests that the feature is crucial for
decision-making or predictions due to its frequent use.

Cover refers to the average number of samples a�ected when a feature is used to make
a split. It provides insight into the extent of data in�uenced when a particular feature is
used in node splitting. The cover metric considers the second order gradient of the training
data, which relates to the impact of changes in the model's predictions on the overall error
or accuracy when this feature is utilized.

Gain measures the e�ectiveness of a feature in improving the model's accuracy. It
quanti�es the average enhancement in the loss function when a feature is used to split
nodes. By analyzing these metrics, one can evaluate which features are most in�uential
and how they contribute to the predictive accuracy of the model, o�ering a comprehensive
understanding of the role each feature plays in the model's outcomes.

2.6 LSTM

Before delving into the speci�cs of Long Short-Term Memory (LSTM) networks, it is
essential to understand the foundational concepts of neural networks and recurrent neural
networks (RNNs). These concepts provide the necessary background to appreciate the
advancements and functionalities of LSTM networks.

Neural networks are computational models inspired by the human brain's neural struc-
ture. Each neural network consists of neurons organized into layers: the input layer, hidden
layers, and the output layer [72]. Neurons in a layer are connected to neurons in subsequent
layers by weightswij , where i and j are indices representing the neurons in the previous
and current layers, respectively. A neuron computes a weighted sum of its inputs, adds a
bias term bj , and applies an activation function � . The output yj of neuron j is given by
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yj = �

 
X

i

wij x i + bj

!

; (2.39)

where x i represents the input from neuroni in the previous layer. Common activation
functions include the sigmoid function, the hyperbolic tangent (tanh) function, and the
recti�ed linear unit (ReLU).

Recurrent Neural Networks (RNNs) extend traditional neural networks by incorporat-
ing connections that form cycles, enabling them to maintain hidden states that capture
information from previous timesteps [73]. This recurrent connection allows RNNs to model
sequential data. The hidden stateht at time step t is computed from the current input x t

and the previous hidden stateht � 1:

ht = � (Whh ht � 1 + Wxh x t + bh); (2.40)

whereWhh and Wxh are weight matrices representing the connections from the hidden state
and input at the previous timestep to the hidden state at the current timestep, respectively.
bh is a bias vector, and� is the activation function.

RNNs employ Backpropagation Through Time (BPTT) for training. The performance
of RNNs is optimized using a loss function, which measures the discrepancy between pre-
dicted outputs and actual targets. This loss function guides the backpropagation process.
For regression tasks, the Mean Squared Error (MSE) is typically utilized as the loss func-
tion. During training, the network is unrolled through time, and the gradients of the loss
function with respect to each parameter are computed. These gradients are subsequently
used to update the weights and biases through an optimization algorithm such as gradient
descent.

Despite their e�ectiveness, RNNs often encounter di�culties in learning long-term de-
pendencies due to vanishing and exploding gradient problems. In standard RNNs, the
hidden state at each time step is computed recursively by multiplying the hidden state
from the previous time step by a weight matrix and adding the current input. This recur-
sive process can result in vanishing or exploding gradients during BPTT, as the gradients
are products of many small or large terms.

Consider the gradient of the loss functionL with respect to the weight matrix W . For
simplicity, assume the recurrent connection is unrolled overt0 time steps:

@L
@W

=
TX

t=1

 
@L
@ht

TY

k= t

@hk
@hk� 1

@hk� 1

@W

!

; (2.41)

Here, @L
@W denotes the gradient of the loss function with respect to the weight matrix

W , and ht represents the hidden state at time stept. The term
Q T

k= t
@hk

@hk � 1
represents

the product of gradients of the hidden states from time stept to t0. If these gradients
are less than one, their product can shrink exponentially, leading to vanishing gradients.
Conversely, if they are greater than one, their product can grow exponentially, leading to
exploding gradients.

LSTM networks were introduced to address the limitations of standard RNNs by
Hochreiter and Schmidhuber (1997) [34]. Speci�cally, LSTMs were designed to mitigate
the issues of vanishing and exploding gradients by incorporating a more complex architec-
ture that allows better control over the �ow of information. Error �ow within the LSTM
is managed using `gates' which regulate the �ow of information alongside the hidden state,
used in standard RNNs [74]
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An LSTM block commonly incorporates a memory cell, an input gate, an output gate,
and a forget gate, alongside the hidden state utilized in standard RNN [34]. The overall
structure is depicted in Figure 2.1.

The forget gate, decides which parts of the cell state are no longer needed [75]. The
gate combines the current inputx(t )

j , the previous hidden stateh(t � 1)
j , and a bias termbf

i ,
applying a sigmoid function to produce values between 0 and 1 for each number in the cell
state. The forget gate is

Figure 2.1: Structure of LSTM blocks. The �gure illustrates the �ow of informa-
tion through the forget gate, input gate, cell state update, and output gate.

f (t )
i = �

0

@bf
i +

X

j

U f
i;j x(t )

j +
X

j

W f
i;j h(t � 1)

j

1

A : (2.42)

These values e�ectively determine the proportion of each component of the cell state
that should be carried forward. Concurrently, the input gate g(t )

i identi�es new information
to be added to the cell state [76]. It also uses a sigmoid function to �lter incoming data,
deciding which values are important to keep:

g(t )
i = �

0

@bg
i +

X

j

Ug
i;j x(t )

j +
X

j

W g
i;j h(t � 1)

j

1

A : (2.43)

The candidate cell state~s(t )
i is created using thetanh function, which ensures the values

are in the range of -1 to 1:

~s(t )
i = tanh

0

@bi +
X

j

Ui;j x(t )
j +

X

j

Wi;j h(t � 1)
j

1

A : (2.44)

The cell state s(t )
i is then updated by an operation that combines the output of the

forget gate and the input gate. The forget gate output scales the previous cell state, while
the input gate scales the new candidate values that are added to the state:

16



s(t )
i = f (t )

i s(t � 1)
i + g(t )

i ~s(t )
i (2.45)

The output gate q(t )
i determines the �nal output of the LSTM unit at time step t. It

�lters the cell state through another sigmoid function to decide which parts of the cell state
will be used to generate the output hidden stateh(t )

i :

q(t )
i = �

0

@bo
i +

X

j

Uo
i;j x(t )

j +
X

j

W o
i;j h(t � 1)

j

1

A (2.46)

The output h(t )
i is then computed as the product of the output of the tanh function

applied to the cell state and the output of the output gate:

h(t )
i = tanh( s(t )

i ) � q(t )
i (2.47)

The parameters b, U, and W represent biases and weights that are learned during
the training process. These are critical for adapting the LSTM's performance to speci�c
sequences or data patterns, allowing it to e�ectively capture long-term dependencies in
time-series data or sequential inputs [77].

Similar to RNNs, LSTM networks also use BPTT to train the network [78]. During
training, the loss function is minimized over multiple epochs. An epoch refers to one com-
plete pass through the entire training dataset. Monitoring the training loss across epochs
helps ensure that the model is learning and not over�tting. Adjusting hyperparameters
such as the learning rate and batch size can help improve training performance.

This mechanism of employing gates allows LSTMs to e�ectively mitigate the vanishing
and exploding gradient problems, making them particularly well-suited for tasks involving
long-term dependencies. This architecture and its parameterization allow LSTMs to per-
form exceptionally well in tasks involving sequence prediction and time-series forecasting,
where understanding long-term patterns is essential.
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Chapter 3

Methodology

This chapter describes the methodology used in this study to develop a machine learning
model to predict GPP by combining in-situ and satellite data. An overview of the process
is shown in Figure 3.1. The methodology is divided into four main parts. Data Collection,
Data Preparation, Model Development, and Model Evaluation. The Model Development
stage consists of two stages: site-speci�c or individual model, and uni�ed or global model.
The process is explained in more detail in the following sections.

Figure 3.1: Diagram Overview

3.1 Area of Interest

The objective of this study is to develop a uni�ed model capable of predicting GPP in vari-
ous sites across Europe. As an initial step, a base model has been be developed and trained
using di�erent types of ecosystem data available in The Integrated Carbon Observation
System (ICOS) [79]. ICOS is a European-wide greenhouse gas research infrastructure that
provides standardized data on greenhouse gas concentrations in the atmosphere, as well as
on carbon �uxes between the atmosphere, land, and oceans.

The chosen ecosystem sites include evergreen needleleaf forest (ENF), deciduous broadleaf
forest (DBF), cropland, and grassland. These selections are based on several considera-
tions. The most important requirement is the amount of available data. Only sites with
a minimum of 2 years of data records were considered to ensure there was enough data
for the model training process. Another consideration is the selection of di�erent sites
and locations to achieve sparsely distributed geographies both horizontally and vertically,
especially for training sites. There are two sets of site combinations, with one set serving
as training sites for building the model for individual and uni�ed sites, while the other
set serves as testing sites to evaluate the performance of the uni�ed model in predicting
GPP on unseen sites. However, both sets will have the same ecosystem types group as
the model is only trained on those ecosystems. The selected sites for this study are shown
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Figure 3.2: Map of ICOS stations used in this study, with training sites marked
by squares and test sites by circles. Di�erent ecosystems are indicated by color:
cropland (yellow), DBF (green), ENF (brown), and grassland (orange).

in Figure 3.2. The training site consists of Estrees-Mons A28, Hohez Holz, Hyytiala, and
Torgnon while the testing sites are Klingenberg, Fontainebleau-Barbeau, Svartberget, and
Grillenburg. The site description is available in the subsequent subsections.

3.1.1 Training Sites

Estrees-Mons A28

The Estrees-Mons A28 station, bearing the ICOS code FR-EM2, is situated in the Picardie
region of France, approximately 200 km northeast of Paris. This station is part of a
National Institute of Agricultural Research (INRA) research station encompassing150
ha dedicated to experimental arable farming. The experiments include both annual food
crops and perennial bioenergy crops such as miscanthus and switchgrass. Positioned on
deep loamy soil, the station operates within a marine west coast climate zone.

Geographically, the station is located at a latitude of 49:87211 and a longitude of
3:02065, at an elevation of 85 m. It experiences an average annual temperature of10:8� C,
receives an average annual precipitation of680 mm, and observes an average annual in-
coming shortwave radiation of 125Wm � 2. This ICOS Associated Ecosystem Station is
instrumental in advancing research on cropland management and sustainability, particu-
larly focusing on the potential of perennial bioenergy crops in agricultural practices [80].
The �ux tower of Estrees-Mons A28 is shown in Figure 3.3.
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