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A B S T R A C T

In a world with ever-evolving digital threat, offensive testing in the form of
adversary emulation has become an important means of keeping organisa-
tions secure. Generally, this process is manually carried out by red teams,
but carries several limitations - mainly those of time, cost and consistency
- hindering effectiveness, accuracy and widespread adoption. Automation
could enhance manual adversary emulation, with additional benefits to se-
curity control validation and security control development use cases. Au-
tomation efforts have been made in the form of Autonomous Adversary
Emulation (AAE) and Breach and Attack Simulation (BAS) solutions, but they
largely focus on post-compromise adversary behaviour. In this work, we in-
vestigate the potential for autonomous emulation of adversaries in their (pre-
)compromise procedures. Through a threat intelligence based approach, we
implement a platform for autonomous (pre-)compromise adversary emula-
tion in the form of an extension to MITRE CALDERA, a state-of-the-art AAE

framework. Using this extension as a vehicle for further analysis, we identify
several domain-specific limitations and challenges that currently exist in AAE

frameworks, to which we propose high-level solutions. Finally, we show its
behaviour in a dynamic testing range and explore its performance in the con-
text of several real-world applications - showing a measurable improvement
over related automation efforts in the process.
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1
I N T R O D U C T I O N

In an increasingly digital world, malicious threat actors and organisations
find themselves playing an ever-evolving tug-of-war. In order for organisa-
tions to stay on top of this game, it is ideally continuously emulated by red
and blue teams, which play the roles of attacker and defender respectively.
Red teaming is an exercise in cybersecurity where ethical hackers attempt to
breach defensive controls of an organisation, often with a very broad scope
and with the goal of reaching an organisation’s most valuable assets. In or-
der to correctly determine whether an organisation is vulnerable to certain
real-world threat actors, it is desirable to execute realistic attacks during red
team engagements. By gathering relevant Cyber Threat Intelligence (CTI) and
modelling realistic attack scenarios, adversaries can be accurately emulated
by a red team.

Well-executed red team engagements prove to be very effective way of
strengthening the security posture of organisations. However, these engage-
ments are only fully effective when a mature blue team is in place and when
they are conducted on a regular basis. In practice, not all organisations have
the resources to meet these requirements. Making offensive security tests
more accessible could help these organisations in bringing their security pos-
ture to a sufficient level.

Automation has always had a big role in the offensive security industry,
but more complex tests like adversary emulation are still a highly manual
process. A development that has been gaining traction is the concept of Au-
tonomous Adversary Emulation (AAE). Between 2016 and 2018, researchers
at MITRE wrote several papers on the use cases for autonomy in this do-
main and the fundamental challenges that are faced in building AAE solu-
tions. They note that a high majority of automation efforts in the offensive
security domain are focused on the technique level, while AAE solutions aim
to extend this to the tactical level [3]. Given a highly sophisticated plan-
ning engine and a wide range of adversary profiles and techniques, this
could conceivably result in autonomous emulation of large parts of the ad-
versary lifecycle. These developments would make offensive security oper-
ations more accessible and continuous, further empowering blue teams to
test and harden security controls and allowing them to assess gaps in their
defenses at an earlier stage.

Based on their research, MITRE developed and published CALDERA1 in
2019. The framework, although highly experimental and still having large

1 https://github.com/mitre/caldera

https://github.com/mitre/caldera
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shortcomings, has shown its potential. In subsequent years, a similar con-
cept found its way to the industry and started appearing on the market in
the form of breach and attack simulation or security validation tools. Compared
to research done at MITRE and the implementation of CALDERA, commer-
cial implementations are mostly geared towards automatically simulating in-
dividual steps in the adversary lifecycle against controlled and known en-
vironments, rather than autonomously emulating the path of an adversary in
unknown environments. While this turns out to be a large difference, lots
of similarities exist between these categories of tools as well - sharing many
practical use cases and challenges.

1.1 motivation

While existing efforts in implementing AAE already provide a rather strong
foundation in emulating threat actors in their post-compromise Tactics, Tech-
niques and Procedures, they fall short in emulating the (pre-)compromise2

steps of the adversary lifecycle. Similarly, many offerings in the Breach and
Attack Simulation (BAS) market are still lacking support in the (pre-)compromise
domain [6].

Various reasons are central to why this domain is not receiving priority
in the implementation of these solutions:

1. The well-adopted principle of assumed breach

2. The fact that the pre-compromise domain was only recently recognized
in the MITRE ATT&CK framework [19]

3. Inherent challenges in detection and mitigation of threat in the pre-
compromise domain

4. Relatively large amounts of uncertainty from the point of view of an
attacker, compared to post-compromise operations

5. Fundamental challenges in autonomously running operations across
multiple hosts, that haven’t entirely been solved in the AAE domain yet

While the application of the principle of assumed breach - threat actors
will eventually always find a way in - will turn out to be favorable in certain
circumstances, there is still a lot of value in making it more difficult for at-
tackers to breach the virtual perimeter. The activity in the (pre-)compromise
domain is well-observed by means of listings of Initial Access Brokers (IABs),
threat actors that specifically focus on the (pre-)compromise stages of the ad-
versary lifecycle with the goal of selling initial access to the highest bidder.
A report from Digital Shadows shows that 2020 has seen the largest num-
ber of online listings from IABs, and 2021 is on track to be surpassing that
number [25]. They find that these threat actors will often target low-hanging

2 reconnaissance, resource development, gaining foothold and implanting C2
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fruit - precisely the category of where automatic security testing can make a
difference.

Additionally, exploring and partially solving AAE for the (pre-)compromise
domain will likely prove to be a valuable testbed for multi-host operation,
because of the inherent requirement to laterally move between hosts in com-
pleting the (pre-)compromise stage of the adversary lifecycle. Finally, being
able to autonomously emulate adversarial activity in this domain will build
understanding on the defensive side, providing valuable input for security
decisions.

1.2 research question

In this work, we will explore the room for automation of the emulation of
adversaries in their (pre-)compromise Tactics, Techniques and Procedures
and close the gap in the current range of Autonomous Adversary Emula-
tion and Breach and Attack Simulation solutions. After exploring the modus
operandi of threat actors and collecting a representative set of emulation
scenarios, we construct a basis for autonomous pre-compromise adversary
emulation in the form of an extension to a state-of-the-art autonomous ad-
versary emulation framework. We define one main research question that is
central to this work:

RQ How can threat actors be emulated in their (pre-)compromise tactics,
techniques and procedures in an autonomous fashion?

To give further structure in answering this research question, we define
the following milestones for the research phase:

MS 1 Understanding the modus operandi of threat actors during the (pre-
)compromise phase of the adversary lifecycle (reconnaissance, resource
development and initial foothold)

MS 2 Constructing a representative set of emulation scenarios covering the
(pre-)compromise phase

MS 3 Integrating the previously defined set of emulation scenarios into a
plugin for an adversary emulation framework

MS 4 Validating the plugin against a test environment and testing its appli-
cation to real-world use cases

Additionally, we deem the following concerns of high importance while
working towards answering the main research question:

• Optimizing towards strategies that yield opportunities for detection
and mitigation, ensuring future potential towards autonomous purple
teaming and immediate usefulness for blue teams
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• Reducing manual operator input and intervention where possible in
terms of (1) development of new emulation scenarios and (2) providing
the tool with starting input and/or constraints, ensuring accessibility
towards defenders

1.3 contributions

This work delivers three main contributions. Our first contribution is a re-
view of existing work in the domain of automated adversary emulation. We
present an exploration and comparison of several existing approaches. Sec-
ond, we provide - to the best of our knowledge - the first fundamental effort
at autonomously emulating threat actors in the initial stages of the adver-
sary lifecycle, by extending a state-of-the-art AAE framework. This effort will
provide a valuable basis for implementing additional adversary emulation
scenarios that concern the (pre-)compromise domain. In this research how-
ever, we use this effort as a vehicle for further analysis, allowing us to iden-
tify several limitations and challenges - specific to emulating threat actors in
the first stages of the adversary lifecycle - that exist in AAE frameworks. Our
final main contribution, which should be of independent interest, comes in
the form of high-level theoretical solutions to specific AAE framework-level
gaps.

Along with the previous contributions, we make several sub-contributions.
The first is a frequency analysis on technique usage in the (pre-)compromise
domain, which is based on several sources and types of CTI. Through this
analysis, we devise several scenarios that together reach notable coverage of
the modus operandi of threat actors in the first stages of the adversary lifecy-
cle. These scenarios form a common ground in characterizing and reasoning
about the role and challenge of automation in the adversary emulation pro-
cess. Finally, through the evaluation of our proof-of-concept, we show where
our solution fits in the broader landscape of automation in offensive security
and provide ideas on the objective evaluation of such solutions.

1.4 outline

chapter 2 builds the context for this work - we explore relevant litera-
ture and engineering work on adversary modeling, threat intelligence and
(autonomous) adversary emulation.

chapter 3 provides a technique-level analysis of the modus operandi of
threat actors in the (pre-)compromise domain based on several types of Cy-
ber Threat Intelligence (CTI) sources. Additionally, it introduces a carefully
balanced set of emulation scenarios that will be used for the implementa-
tion of a proof-of-concept for emulating adversaries in the (pre-)compromise
domain.
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chapter 4 describes the implementation of this proof-of-concept - an exten-
sion to a state-of-the-art post-compromise Autonomous Adversary Emula-
tion (AAE) framework. This extension has two main components: a platform
that facilitates autonomous emulation of adversaries in the (pre-)compromise
domain, and the previously introduced scenarios that are built on top of
that platform. Both of these components will be dicussed comprehensively.
Finally, this chapter proposes several theoretical solutions to gaps that have
been identified at the framework level while implementing the proof-of-concept.

chapter 5 provides an evaluation of this proof-of-concept. We show how the
proof-of-concept performs in a dynamic testing range. Moreover, we evaluate
potential applications, and where possible, evaluate performance compared
to existing work.

chapter 6 concludes this work. We provide a concrete answer to our re-
search question, show any limitations that apply to this research and present
several directions for further research.



2
B A C K G R O U N D A N D R E L AT E D W O R K

In this chapter, we introduce preliminary knowledge that forms the basis for
the research presented in this thesis. In section 2.1, we explore the practices
in the industry that keep enterprises digitally secure, focusing on manual
adversary emulation. Section 2.2 introduces previous work related to adver-
sary modeling and the different tactical phases that build up a cyber attack.
In section 2.3, we explore the field of Cyber Threat Intelligence (CTI), with a
focus on types, sources and dissemination formats. Finally, section 2.4 eval-
uates the domain of Autonomous Adversary Emulation (AAE), exploring
several solutions and illustrating the typical architecture of an AAE frame-
work.

2.1 red teaming and adversary emulation

Several means exist to keep organisations safe against digital threat. One of
the proactive methods that can be employed is adversary emulation - closely
mimicking real adversaries in their Tactics, Techniques and Procedures (TTPs)
based on relevant threat intelligence, before real threat comes along. This
process is usually carried out by red teams. In this section, we seek to explore
the practice of manual adversary emulation, prior to exploring the concept
of Autonomous Adversary Emulation (AAE).

2.1.1 Simulation and emulation

When reasoning about the replication of adversary behaviour, both ’adver-
sary emulation’ and ’adversary simulation’ seem to be used interchangeably.
Popular red teaming frameworks, like TIBER [11] and AASE [30], denote the
exercise as ’simulation’, while ’emulation’ is commonly used by automated
solutions. For lack of an official distinction between the two terms in the con-
text of offensive security, we will follow the definition of both terms applied
to this domain, and the anaylsis of NVISO Labs based on practical examples
[14].

According to the Cambridge dictionary, the definition of emulation is “to
copy something achieved by someone else and try to do it as well as they
have”1, while the definition of simulation is “to do or make something that
looks real but is not real”2. Applying these definitions to offensive security
would yield the following differentiation [14]:

1 https://dictionary.cambridge.org/dictionary/english/emulate
2 https://dictionary.cambridge.org/dictionary/english/simulate

https://dictionary.cambridge.org/dictionary/english/emulate
https://dictionary.cambridge.org/dictionary/english/simulate
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emulation Staying close to the TTPs of a specific threat actor, executing
the attack just like they would. Availability of accurate threat intelligence
on a specific threat actor is an important prerequisite. Many practical con-
straints exist which make real emulation very hard or even impossible to
carry out, and actual emulation is therefore not necessarily the status quo in
offensive security.

simulation When executing an attack simulation, aspects of real attacks
are being used. This allows red teams to be more creative and use adversary
TTPs as they see fit. From the defensive side, this might look like a real attack,
while it is only a simulation.

2.1.2 Process

A strong foundation in formalising an approach towards adversary emula-
tion has been laid out by financial regulators in several jurisdictions. This
was stimulated by the G7 Cyber Expert Group, who, in an effort to increase
consistency across penetration testing efforts, published the G7 fundamen-
tal elements for threat-led penetration testing for the financial sector [12]. From
these fundamentals, the process was formalised by the European Union in
the Threat Intelligence-Based Ethical Red-Teaming (TIBER) framework [11].
While designed for the defense of the core financial infrastructure of the
European Union, the framework is sector-agnostic to large extent. Taking
the most critical technical phases from the TIBER-EU framework yields the
following process for a test:

1. The scope of the test is determined between the tested entity, the threat
intelligence provider and the red team. This scope is generally very
broad to make the test as realistic as possible.

2. A threat intelligence provider passively gathers intelligence on the
tested entity, closely mimicking the reconnaissance steps that would
be undertaken by threat actors, yielding an overview of the digital
presence of the tested entity. Additionally, they report on the strategic
understanding of the tested entity and its critical functions. Actors that
form realistic threat towards the tested entity are gathered, including
corresponding high-level attack scenarios.

3. The red team develops detailed and credible attack scenarios from the
point of view of the adversary, based on the information received from
the threat intelligence provider and their professional experience.

4. The red team executes the adversary emulation process, closely bas-
ing their actions on the previously developed attack scenarios while
documenting their steps.

5. Together with the blue team of the tested entity, a purple teaming session
is held. The goal of this session is to maximise the learning experience,
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by comparing the actions executed by the red team to the findings of
the blue team.

2.1.3 Limitations

Certain limitations exist in the accuracy of adversary emulation carried out
by red teams. From literature, we identify four main differences that poten-
tially influence the accuracy of an emulated attack. These differences emerge
in either the time path of the attack or the usage of TTPs.

• The main motivation in red teaming engagements is improving blue
team capabilities [15], while a real adversary will be mainly motivated
towards reaching their objectives

• Red teaming engagements are generally strictly time-bound, while this
is usually not the case for real targeted attacks [30]

• Real adversaries do not, or only selectively adhere to laws, ethics and/or
social norms and can therefore go to greater lengths in achieving their
objectives [30]

• Red teams are directly or indirectly under control of the organisation
that is subject to a simulated attack, which is not the case during real
targeted attacks [30]

2.2 adversary modeling

Modeling the behaviour of threat actors is an essential part to both their em-
ulation and the implementation of defensive controls. Describing adversarial
TTPs using a common taxonomy forces a level of structure in both of these
use cases and helps in communication and understanding between entities
in the information security industry.

Adversary behaviour can be modeled at various levels of abstraction. We
speak of a tactical level when considering high-level objectives of adversaries.
Going down the ladder of abstraction, we reach the technique level, which
describes how attackers reach their tactical objectives. On the procedural
level, we look at the precise actions an adversary is taking to reach their
technical goals. Procedures are the implementations of the techniques found
on a higher level of abstraction.

2.2.1 Tactical models

cyber kill chain Lending the concept of a kill chain from the mil-
itary, Lockheed Martin introduced one of the first models for adversary
behaviour in cyberspace, called the Cyber Kill Chain (CKC) [13]. The CKC

consists of 7 high-level tactical phases, mostly describing behaviour until in-
stalling adversary-controlled software on the first host in the target network.
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U K C

AT T & C K

C K C

Recon. Weaponization Delivery Soc. Eng. /
Exploitation

Persistence

Recon. Initial Access

Compromise and post-compromisePre-compromise

PersistenceResource Dev.

Recon. Weaponization Delivery Exploitation Installation C2

C2

C2Def. Ev.

Def. Ev.

(Pre-)compromise

Figure 2.1: Comparing the tactical phases in the (pre-)compromise domain across
kill chain models

The model is oftentimes considered outdated in the context of enterprise
network attacks, because it does not consider adversarial objectives after
breaching the network perimeter in great detail.

mitre att&ck™ MITRE develops a knowledge base and model for ad-
versarial behaviour called ATT&CK [27]. Among others, the framework con-
tains an adversary model focusing on enterprise network attacks. ATT&CK
describes adversary behaviour on both tactical and technical levels, and is
therefore often visualised as a matrix with tactics as columns and techniques
as rows. Tactics and techniques are labelled with unique identifiers, allowing
the framework to be used as a reference for many different purposes in the
field of cybersecurity. Up until ATT&CK version 8, preparatory techniques
(reconnaissance and resource development) were covered in a separate do-
main called PRE-ATT&CK. Given that this is a very recent update, most liter-
ature still refers to PRE-ATT&CK when addressing the preparatory domain
and many CTI providers do not cover preparatory techniques in their reports.
In the most recent version of ATT&CK3, preparatory techniques have been
integrated into the Enterprise domain.

unified kill chain In 2017, Paul Pols introduced the Unified Kill Chain
(UKC) [21]. The kill chain is constructed through a combination of the origi-
nal Cyber Kill Chain as defined by Lockheed Martin, MITRE ATT&CK, and
observations from APTs and Red Teams. The UKC is the most advanced kill
chain model in terms of tactical complexity, containing 18 phases that de-
scribe the lifecycle of an attack.

2.2.2 The (pre-)compromise domain

Figure 2.1 shows the tactical phases that need - in general - be traversed by
an adversary to gain an initial foothold and Command and Control (C2) in an

3 https://attack.mitre.org/resources/updates/updates-october-2020/

https://attack.mitre.org/resources/updates/updates-october-2020/
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enterprise network environment. For the Lockheed Martin Cyber Kill Chain
(CKC), this entails the full kill chain apart from its last phase. The framework
is very much perimeter-focused and does not consider adversarial activity
behind the perimeter in detail. The Unified Kill Chain (UKC) separates its
phases into three high-level groups, of which the first one describes gaining
initial foothold, containing the phases as portrayed in the figure. The MITRE
ATT&CK framework is different - it is time-agnostic at a tactical level, but
it is trivial to map its tactics to time-aware kill chain models like CKC and
UKC. However, due to certain design decisions in the ATT&CK framework, it
cannot be ruled out that techniques from tactics that are not shown in figure
2.1 will have to be used occasionally to reach the tactical goal of C2.

In the absence of a generally accepted name for this high-level phase of
the adversarial kill chain, we will refer to the group of tactics in figure 2.1
as the (pre-)compromise domain. The point where an operation reaches the
post-compromise phase generally depends on the attack path that is being fol-
lowed, but following literature on Autonomous Adversary Emulation (AAE)
implementations [5, 17], we will use post-compromise for all tactics that follow
the installation of a C2 agent on the first host in the internal network.

Since its introduction, MITRE ATT&CK has become a widely popular
adversary model in the industry, and it is the only framework in this com-
parison that also describes adversarial activity at the technique level. This is
a useful feature when developing and reasoning about AAE solutions, and
we will therefore continue using it as the adversary model in the remainder
of this work. In section 2.2.2.1, we will shortly introduce each of the tacti-
cal phases in MITRE ATT&CK that are generally traversed by an adversary
until gaining initial foothold and C2 on the first host in a target enterprise
network.

2.2.2.1 Tactical phases

reconnaissance The reconnaissance tactic describes adversarial activ-
ity that involves actively or passively collecting information that can be
used in later stages of the operation. This can include Open Source Intel-
ligence (OSINT) on employees but also scanning for public-facing infrastruc-
ture.

resource development The adversary prepares the attack by setting
up infrastructure, accounts and building capabilities.

initial access The adversary uses techniques that gain them an initial
foothold in the target network, ranging from spearphishing to exploiting
vulnerabilities or using valid accounts.

persistence After gaining access to a system within the target network,
an adversary may opt to employ techniques that give them persistent access.
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This allows them to continue the operation, even when their initial method
to gain access stops working.

defense evasion An adversary needs techniques to evade defensive
mechanisms while compromising the target. These techniques include dis-
abling endpoint protection software and obfuscation.

command and control The adversary uses techniques to create a con-
nection between their own infrastructure and compromised hosts in the tar-
get network. Communication is oftentimes done using covert methods to
prevent detection.

2.3 cyber threat intelligence

After establishing necessary knowledge in the field of adversary modeling,
the question arises as to how to fill these models with necessary information
about threat actors. Cyber Threat Intelligence (CTI) describes information
that can be used towards the prevention, detection and mitigation of cyber
attacks. We are interested in types of CTI and how it is being disseminated
in computer-readable formats, with the goal of being able to make informed
decisions in expanding Autonomous Adversary Emulation (AAE) solutions,
and the automation of ingestion of new CTI in AAE solutions.

2.3.1 Types

Chismon and Ruks [8] identify that CTI is a very broad domain and de-
fine four subtypes: technical, tactical, operational and strategic threat intel-
ligence. Within this separation, tactical threat intelligence concerns informa-
tion about the modus operandi of threat actors and would be most useful
when emulating adversaries. The production of tactical threat intelligence
requires a relatively high amount of manual research as opposed to other
types of threat intelligence, causing it to be predominantly available from
commercial providers.

2.3.2 Dissemination

Ramsdale et al. [22] analyse and compare several dissemination formats for
CTI. In their assessment, they identify more than 20 criteria which they use
to determine their capability. While their criteria largely focus on support
for technical indicators, their analysis on the versatility and popularity of
dissemination formats is useful for the use case of adversary emulation. They
conclude that Structured Threat Information Expression (STIX) [18] has good
apparent support in threat intelligence sharing platforms and communities
but is not yet widely used and often poorly implemented.
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Figure 2.2: Using Structured Threat Information Expression (STIX) to express tactical
Cyber Threat Intelligence (CTI) modeled in MITRE ATT&CK (STIX SDOs
in cursive, fields of STIX SDOs in small font, MITRE ATT&CK concepts in
normal font)

When enumerating offerings from CTI providers, some indeed support
STIX, while others disseminate tactical CTI in the form of human-readable
reports or custom computer-readable formats. MITRE maintains one of the
only public tactical CTI resources and disseminates the information in both
STIX and a custom JSON format4.

2.3.2.1 STIX

In the past few years, Structured Threat Information Expression (STIX) [18]
has been gaining popularity in the CTI domain. Tactical threat intelligence
can be stored in STIX by using a selection of STIX Domain Objects (SDOs),
which are the ’building blocks’ of the format, connecting them through STIX

relationships, and referencing to a tactical model for adversary behaviour
like MITRE ATT&CK. Figure 2.2 shows how this can be achieved by compar-
ing SDOs to tactical concepts that are found in the MITRE ATT&CK frame-
work. STIX supports many more SDOs, making the format highly versatile
and allowing it to express any type of CTI. However, its extensiveness could
lead to ambiguity, causing users to implement the format in various ways
while expressing identical information in STIX.

2.4 autonomous adversary emulation

Automation has always had a big role in the offensive security industry, but
more complex tests like adversary emulation require large amounts of man-
ual intervention. A development that has been gaining traction is the con-
cept of Autonomous Adversary Emulation (AAE). Between 2016 and 2018,
researchers at MITRE wrote several papers on the use cases for autonomy in
this domain and the fundamental challenges that are faced in building AAE

solutions. They note that a high majority of automation efforts in the offen-
sive security domain are focused on the technique level, while AAE solutions
aim to extend this to the tactical level [3]. Given a highly sophisticated plan-

4 https://github.com/mitre/cti

https://github.com/mitre/cti
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ning engine and a wide range of adversary profiles and techniques, this
could conceivably result in autonomous emulation of large parts of the ad-
versary lifecycle. In this section, we further introduce the AAE domain. We
explore existing implementations and set a basis for further reasoning about
AAE by introducing a common architecture for an AAE framework.

2.4.1 Implementations

Autonomous Adversary Emulation is a rather new and broad concept, and
the term is used to label a wide range of products and solutions, with greatly
varying goals and capabilities. We discuss several open-source implementa-
tions that are open-source and either suitable for further research or in an-
other way relevant to the remainder of this work. We define several criteria
to assess their place in the AAE domain and shortly compare the solutions
against these criteria.

Additionally, we discuss commercial implementations with similar func-
tionality - Breach and Attack Simulation (BAS) solutions. While these fill a
meaningful place in the market, making it important to track their develop-
ment, they are not a suitable basis for research because they are generally
closed-source and lack potential for extensibility.

2.4.1.1 Non-commercial or open-source implementations

mitre caldera Applebaum et al. [17] propose an AAE framework and
implement it in the form of MITRE CALDERA5. After its introduction in
2016, the framework has been regularly updated and is still an active re-
search project at MITRE. The framework focuses on automating adversary
emulation in the post-compromise domain, having limited ability in gain-
ing initial access and requiring manual operation until the network perime-
ter has been breached. In the context of red teaming engagements, MITRE
claims that CALDERA addresses the problems of “cost, time, and personnel,
as the system can conduct an assessment without requiring any operator in-
volvement” [5]. In practice, the framework is seeing most of its use as a basis
for researching tactical-level autonomy for offensive security.

prelude operator Released in 2021 [31], Prelude Operator6 is an AAE

product which packs many features that are implemented in CALDERA,
while placing high importance in ease-of-use. In its current state, the tool
is a great execution engine for adversarial TTPs with autonomous traits, but
lacks in the more advanced planning capabilities that are seen in MITRE
CALDERA. Analogous to CALDERA, the tool has no built-in capability to
perform AAE in the (pre-)compromise domain. The tool is currently under
very active development and will likely be an important instrument in bring-
ing Autonomous Adversary Emulation to a wide audience and bringing

5 https://github.com/mitre/caldera
6 https://www.prelude.org/platform/overview

https://github.com/mitre/caldera
https://www.prelude.org/platform/overview
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previous research into practice. While Prelude Operator is technically a com-
mercial product, the tool is built to be very extensible and open to free non-
commercial use, making it likely to become a relevant foundation for future
research.

atomic red team The Atomic Red Team library7, an open-source ini-
tiative from Red Canary, contains a large amount of adversarial procedures
(atomics) designed to test detection and security controls. Atomics are di-
rectly tied MITRE ATT&CK techniques and consist of execution steps for
each platform they support, together some metadata about the procedure
they emulate. Atomics are not designed to be composed - they mostly em-
ulate an adversary in the ’noise’ they generate, rather than actually gaining
information or tactical progress.

A simple execution framework, called Invoke-AtomicRedTeam8, has been
built around the library. Using the tool, defenders can easily kick off atomics
in the library to test their security controls. This execution framework can
also form a basis for scripting attack paths consisting of multiple procedures.
While the library and lacks any form of automation on a tactical level, it is
unique in its completeness and simplicity - it packs procedures for a rela-
tively large amount of the techniques in the post-compromise domain of the
MITRE ATT&CK framework. It is therefore a rather popular tool amongst
blue teams.

infection monkey GuardiCore’s Infection Monkey9 is an open-source
BAS solution whichs shows high similarity to most commercially available
products. The solution features a small library of emulation steps mapped
to the MITRE ATT&CK framework. Unlike other solutions presented in this
section, Infection Monkey is mostly focused on propagating across hosts
within a network, rather than extending access and gaining information at
the host level. The solution does not have sophisticated planning capabilities
and is largely independent from central C2. Instead, the agent works recur-
sively and makes its own decisions. Therefore, most control over the tool
is lost once it is deployed - it will start recursively propagating through a
network until it has no actions left. Apart from the ability to set an attack
depth, similar to a time-to-live in networking protocols, and providing an
IP exclusion list, it is not possible to set up constraints for the emulation
process.

Table 2.1 compares the four solutions presented in this section. We dis-
tinguish solutions that are designed to be autonomous, preventing human
intervention as much as possible, and solutions that are automated, largely
designed to be deployed in a known environment and requiring a relatively
large amount of input. Other factors setting solutions apart are the level at

7 https://github.com/redcanaryco/atomic-red-team
8 https://github.com/redcanaryco/invoke-atomicredteam
9 https://www.guardicore.com/infectionmonkey/

https://github.com/redcanaryco/atomic-red-team
https://github.com/redcanaryco/invoke-atomicredteam
https://www.guardicore.com/infectionmonkey/
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which they automate, their extensibility, and their scope in the context of
enterprise networks.

solution type level extensibility scope

MITRE CALDERA Autonomous Tactical Full Post-compromise
Prelude Operator Autonomous Tactical TTPs, Plugins, Agents Post-compromise
Atomic Red Team Manual Technique TTPs Post-compromise
Infection Monkey Automated Tactical TTPs Full

Table 2.1: Comparison of actively maintained and open-source adversary simula-
tion/emulation solutions

2.4.1.2 Commercial implementations

While the concept of autonomous adversary emulation mostly lives in academia,
several commerical solutions exist that have lots in common with AAE. Most
of these products are marketed as Breach and Attack Simulation (BAS) so-
lutions, while others are labeled as Continuous Automated Red Teaming
(CART) or Security Validation. When enumerating these products, it is also
common to find products that are creatively rebranded vulnerability assess-
ment solutions. Especially the BAS domain is getting lots of attention in the
enterprise security landscape - with Gartner identifying high benefit and
ranking the domain at the peak of its hype cycle [20]. Essentially, Breach
and Attack Simulation (BAS) can be seen as a practical implementation of
Autonomous Adversary Emulation (AAE) concepts.

Solutions of note are those sold by AttackIQ10, XMCyber11, Picus12, SafeBreach13,
FireEye14 and Cymulate15 [6, 20]. Because these products are closed source,
generally expensive, and do not have clear public-facing documentation, it
is difficult to assess their capability. Based on marketing resources, these
solutions generally focus on simulating post-compromise TTPs and run on
proprietary libraries of abilities which are attributed to the MITRE ATT&CK
framework. Their focus generally lies in simulating adversaries in known,
simulated environments, with the goal of continuously validating security
controls. In most cases, they directly integrate with Security Information
and Event Management (SIEM) and other detection platforms allowing for
immediate intervention when security controls fail.

10 https://attackiq.com/blueprints/automated-security-validation/
11 https://www.xmcyber.com/breach-and-attack/
12 https://www.picussecurity.com/product/threat-emulation
13 https://safebreach.com
14 https://www.fireeye.com/mandiant/security-validation.html
15 https://cymulate.com/breach-and-attack-simulation

https://attackiq.com/blueprints/automated-security-validation/
https://www.xmcyber.com/breach-and-attack/
https://www.picussecurity.com/product/threat-emulation
https://safebreach.com
https://www.fireeye.com/mandiant/security-validation.html
https://cymulate.com/breach-and-attack-simulation
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2.4.2 Architecture

As discussed in the previous section about AAE implementations in academia
and the industry, their goals and use cases widely differ. We need a frame-
work that is (1) autonomous, (2) targets autonomy on a tactical level and is
(3) open-source and extensible when considering the goal of autonomously
emulating adversaries in their (pre-)compromise TTPs. MITRE CALDERA
and its evolution, Prelude Operator, largely satisfy these requirements. We
will use their architecture as a basis throughout the remainder of this work,
allowing for a common ground to reason about AAE implementations, and a
basis for building a proof of concept.

Figure 2.3 shows a high-level representation of the most important con-
cepts that form the CALDERA adversary emulation framework, and the
means in which they interact. In this section, we will shortly introduce these
concepts.

agents Agents are the Remote Access Trojans (RATs) that run on remote
hosts and communicate back to the AAE framework at set intervals. As is
customary in the implementation of these RATs, a wide range of (covert)
methods can be used to communicate with the C2 server, the AAE framework
in this context.

facts All knowledge that is required to be stored across the execution of
abilities is expressed in the form of facts. Facts have a standardised identifier,
called a trait. An example of a trait would be target.public.port to express
open network ports. A fact trait can be instantiated multiple times. Facts can
be tagged with a score, allowing for expressing a level of certainty or priority
over other facts of the same type. Additionally, facts can be related to each
other with named, standardised links. This results in a graph-like knowledge
model.

It is possible to manually source an operation with facts through the use
of CALDERA fact sources. In the context of pre-compromise adversary
emulation, this typically becomes a necessity because of the wide scope and
large uncertainty that comes with this domain.

adversaries Considering the requirement of staying close to the TTPs

of a real attacker, adversaries define a range of abilities that are available
during an operation, based on tactical CTI.

parsers Raw output from the execution of abilities is ingested by parsers,
which extract and store facts based on predefined logic. Parsers can be very
specific to a certain ability (when extracting information from a specific tool),
or broadly applicable (finding email addresses in a long string).
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abilities Abilities encode adversarial TTPs into the AAE framework. They
consist of steps that are required for their execution, payloads that are needed
over the course of their execution, and definitions of facts that are either re-
quired for the ability to run or potentially produced by the ability.

requirements Requirements impose constraints on the facts that can
be used to satisfy an ability. They can either verify the value of a single
fact, or impose constraints on the relation between two facts. The latter is a
more common use case for requirements, given that fact values are generally
constrained with rules.

rules Through the notion of rules, boundaries can be placed on the val-
ues that are stored in facts. In contrast to requirements, rules work on the
operation level and Several use cases exist for rules, one of them being the
requirement to keep the framework from exploring and attacking hosts that
are out of scope.

objectives Objectives define rules, in the form of logic clauses on fact
values, that need be satisfied to complete an operation. These would be the
’crown jewels’ of a traditional red team. A smart planner, combined with a set
of abilities that pose requirements and potentially produce certain facts, can
solve towards reaching the objectives that are defined for an operation.

planners Based on all information that is available in the context of an
operation, a planner makes decisions on which ability is executed at which
agent. Planners can be very simple, executing all abilities that are tied to an
adversary in sequence, but should ideally be ’smart’, making their decisions
based on the state of the operation and adversary-specific logic.

operation Within an operation, the framework leverages the previously
introduced notions (a group of agents, at least one adversary and a planner)
to execute the emulation and gather results.

links Links are generated by planners and form the combination of an
agent, an ability, and a set of facts that satifies the requirements for that
ability. For every iteration, the framework internally uses the generated set
of links to give orders to its agents.

2.4.3 Automated planning

An important challenge in AAE is building the planners that intelligently
and automatically compose sequences of abilities to achieve pre-determined
goals, while staying close to the procedures of a real adversary. While most
elements required in a model AAE solution require mostly engineering ef-
fort, automated planning can be considered an active research domain of its
own.
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2.4.3.1 Automated planning in literature

Most academic work in automated planning is very specific to certain tech-
nology domains or is constrained to vulnerability exploitation as a means
of lateral movement. Miller et al. [27] point out that this is not a realistic
scope, given that adversaries often use benign functionality in a malicious
way to reach their goals. Over the years, researchers at MITRE have pub-
lished several articles on automated planning and execution in the context of
enterprise network environments. In [5] and [4], they construct and analyse
several planning strategies for adversary emulation. In [27], they note that
most of these strategies, while performing well in small-scale tests, do not
scale to the large data model that CALDERA is using. They point out that
attackers face unbounded uncertainty about the environment they are oper-
ating in and the outcomes of their actions, making it hard to fully plan an
attack beforehand, and resort to using simpler conditional planners.

Bland et al. [7] use Petri nets to model several common attack patterns
and implement a reinforcement learning algorithm to navigate these nets.
In their results, they demonstrate potential for the use of formal methods
to model cyber attacks and the use of reinforcement learning to improve
the planning of these attacks. However, their method does not handle uncer-
tainty - all potential states of an attack and the action space of an attacker
need to be modeled beforehand.

The Microsoft 365 Defender Research Team [29] builds a platform called
CyberBattleSim16 to allow training and testing automated agents based on re-
inforcement learning in simulated network environments. Attacking agents
have limited knowledge about the network and have exploration and ex-
ploitation capabilities, allowing to expand knowledge and foothold in the
network. Defending agents have a predefined probability of detecting an
ongoing attack and have the capability of resetting compromised nodes. By
assigning rewards to the successful exploitation of nodes in the simulated
network based on their intrinsic value, reinforcement learning algorithms
can be guided towards an optimal strategy.

2.4.3.2 Automated planning in AAE frameworks

MITRE CALDERA provides some basic constructs that can be used to build
planners. Additionally, the framework is packed with several basic plan-
ning algorithms, which are heavily influenced by previous research done
at MITRE. The most basic planning algorithm in CALDERA sequentially ex-
ecutes the actions as defined in an adversary profile and stops once it does
not meet the preconditions of the next action or when it reaches its objectives.
Additionally, the framework is supplied with a batch planner that executes
all available actions on all available agents where all preconditions for execut-
ing the action are met. As a basis for building more intelligent planners, the
framework supports the notion of buckets, which are macro-level categories

16 https://github.com/microsoft/CyberBattleSim

https://github.com/microsoft/CyberBattleSim
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of abilities that can be used to model state machines for use in a custom
planning algorithm. Using this construct, planners can behave in a more in-
telligent way and follow a high-level tactical path towards their objectives.
CALDERA supplies a predefined buckets planner which is highly inspired
by the tactics in the MITRE ATT&CK framework. While popular in the re-
search domain, planning strategies based on reinforcement learning have
not yet been applied to MITRE CALDERA or other AAE frameworks.
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M O D U S O P E R A N D I

Recall the first milestone in this research:

MS 1 Understanding the modus operandi of threat actors during the (pre-
)compromise stage of the adversary lifecycle

Threat intelligence is the cornerstone of adversary emulation - it is im-
possible to accurately emulate an adversary without understanding their
modus operandi first. Evidently, this also applies to the implementation of
Autonomous Adversary Emulation (AAE) solutions. The aim of this chapter
will be twofold: gain adequate understanding of adversary modus operandi
in the (pre-)compromise domain, and use this knowledge to intelligently
narrow the scope of the remainder of this work. In this context, ‘adequate’
means having broad understanding of technique usage frequency in the (pre-
)compromise domain, and good understanding of modus operandi during
the initial access phase.

To certain extent, AAE frameworks need to be agnostic towards the ad-
versaries they emulate. In this context, a common taxonomy like MITRE
ATT&CK essentially forms an abstraction layer between the adversary and
the implementation of their TTPs. For this reason, our initial analysis on ad-
versary modus operandi in the (pre-)compromise domain will be focused on
technique usage frequency. In section 3.1, we describe the steps taken and
the output of this analysis. Given the output from the former exploration,
we further concentrate our analysis on the initial access phase of the adver-
sary lifecycle, by introducing additional CTI sources and manually ingesting
relevant information from these sources. The initial access phase will play
an important role in remaining steps of this research, and it is important to
raise confidence in data on technique usage frequency for this phase.

However, while very useful in making choices in terms of scope for the
remainder of this work, data on technique usage still lacks both broader
context and adversary-specific detail. Adversaries do not carry out their op-
erations using only one or a few techniques, or randomly combine tech-
niques throughout their campaign. Tactical context plays an important role
that needs to be understood to see how techniques interplay. Additionally,
given that techniques are merely an abstraction of adversary procedures,
more detail could be necessary to actually implement and emulate adver-
saries. To proceed with remaining steps of this research, we need to have
a few specific and representative scenarios that can be implemented into a
plugin for an AAE framework. We will collect these scenarios from public CTI

sources and shortly introduce them in section 3.2.
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3.1 technique usage

For an initial and broad exploration on technique usage by threat actors in
the (pre-)compromise domain, we choose to take a quantitative approach
in analysing technique usage frequency, as this allows for ingesting larger
amounts of data while preserving objectivity. This exploration involves two
parts: a broad analysis on technique usage frequency in the (pre-)compromise
domain in section 3.1.1, and a more focused analysis on technique usage fre-
quency during the initial access phase of the adversary lifecycle in section
3.1.2.

3.1.1 Analysing STIX-formatted CTI

For a broad analysis on technique usage frequency in the (pre-)compromise
domain, we opt to source CTI in a structured format. Structured Threat In-
formation Expression (STIX) has become a popular format for expressing
various types of CTI and is also the format of choice for this analysis. Sourc-
ing data in a structured format allows for consuming large amounts of CTI,
while making the analysis agnostic to the provider of CTI and increasing
reproducibility.

Commercial parties like Kaspersky1 and Mandiant2 disseminate high-
quality tactical CTI in STIX, but their services are costly and inaccessible to the
public. To the best of our knowledge, the only exception is MITRE’s knowl-
edge base on adversary behaviour3, which is freely accessible and forms one
of the pillars for the design of the ATT&CK framework. MITRE disseminates
this data formatted in STIX in a public GitHub repository4.

In order to collect these statistics, we wrote a Python script that parses
STIX repositories with ATT&CK mappings into technique-level statistics on
adversary behaviour. This script has been published on GitHub Gists5. The
script collects attributions of technique usage to threat actors and computes
statistics based on this data. Because the amount of attributions widely
varies across tactics, we normalise the results by counting the total amount
of attributions in each tactic and showing the relative share of attributions
each technique has in its respective tactic.

Figure 3.1 shows the resulting statistics for the 5 most commonly at-
tributed techniques for each tactic in the (pre-)compromise domain.

1 https://www.kaspersky.com/enterprise-security/apt-intelligence-reporting
2 https://www.mandiant.com/advantage/threat-intelligence
3 https://attack.mitre.org/groups/
4 https://github.com/mitre/cti
5 https://gist.github.com/DiedB/d0fc88a099ed1743b779d15819e1db31

https://www.kaspersky.com/enterprise-security/apt-intelligence-reporting
https://www.mandiant.com/advantage/threat-intelligence
https://attack.mitre.org/groups/
https://github.com/mitre/cti
https://gist.github.com/DiedB/d0fc88a099ed1743b779d15819e1db31
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Figure 3.1: MITRE ATT&CK technique usage frequency per tactic in the (pre-
)compromise domain relative to total technique usage in that tactic,
sourced from the MITRE ATT&CK Groups STIX repository

3.1.1.1 Limitations

While this broad exploration on technique usage frequency based on MITRE’s
CTI repository provides useful guidance, it is important to note that several
factors could potentially negatively influence its accuracy:

• Creation or modification dates in STIX intrusion sets do not match
the date on which the corresponding CTI report was made, making it
difficult to filter for technique usage over a certain period of time in an
automated fashion. The presented data is therefore an aggregation of
CTI that has been published over the past decade, losing information
about specific trends that are time-sensitive.

• MITRE CTI data is not a direct representation of research on threat
actors, but an aggregation of publicly available CTI reports over the
past decade. While the sample is quite large, its completeness and lack
of bias cannot be guaranteed.

• ATT&CK defines techniques that appear in multiple phases (e.g. Valid
Accounts). Tactical context is lost when threat group activity is at-
tributed to these techniques. In this representation, this could mean
that these techniques are overrepresented.

• Compared to other tactics, the MITRE CTI repository does not (yet)
contain as many attributions in the first two phases of the ATT&CK
lifecycle, negatively influencing statistic significance of the resulting
numbers.
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• While the sample size of individual attributions is large enough for
this analysis, it is not large enough to identify correlations between the
usage of techniques in a statistically significant way.

In future work, these limitations could partially be addressed by intro-
ducing additional sources for STIX-based CTI in the analysis. Given that this
broad analysis is mostly used as background information for later parts of
this research, it meets our needs despite its limitations. Major choices only
depend on technique usage frequency in the initial access phase, for which
we will further augment the analysis in section 3.1.2.

3.1.2 Analysing threat reports

As mentioned in section 3.1.1, several major CTI providers disseminate their
data in STIX, but this information is not publicly available. However, these
providers regularly publish reports on trends in adversarial behaviour, in-
cluding statistics on technique usage frequency. In this section, we collect
and use these reports to be able to paint a more reliable picture of technique
usage in the initial access phase.

3.1.2.1 Data sources and requirements

Unlike in the STIX analysis, where the structure of source data is predictable
and the only concern is quality and completeness of presented data, human-
readable threat reports widely vary in their aim and structure. While many
threat report sources were identified, they are often of limited use or not
usable at all in a technique-centered analysis. For the analysis that follows,
we require reports that comply to the following criteria:

• The report needs to include information about our tactical scope of
interest - the initial access phase.

• The report should be broadly scoped, containing general findings about
a wide range of threat actors instead of focusing on specific threat ac-
tors.

• Findings in the report should be quantified as much as possible.

• Freshness of presented data is important - we are only interested in
reports that cover the past two years.

From our enumeration, we find four reports that sufficiently fulfill these
requirements: those published by Mandiant [24], Sophos [26], CrowdStrike
[9] and IBM X-Force [23].

3.1.2.2 Report structure and coverage

Mandiant [24] reports quantitatively on technique usage based on the amount
of observations in their investigations. Similarly, CrowdStrike [9] reports on
their observance frequency of all ATT&CK techniques. Sophos [26] reports
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on the top 5 techniques observed for each tactic in the MITRE ATT&CK
framework, but does not supply any numbers apart from the ranking itself.
The report from IBM X-Force [23] has a broad tactical and strategical scope,
but does not directly map observations to MITRE ATT&CK. However, most
of their findings are quantified and can be manually mapped to MITRE
ATT&CK techniques.

Coverage of preparatory (pre-compromise) modus operandi in the re-
ports is little to none. This is partially caused by ATT&CK only recently be-
ing updated to cover these tactics while the reports still use older ATT&CK
versions. Additionally, adversary behaviour in these phases is harder to de-
tect and could stay out of sight of CTI providers. Only the report from Man-
diant [24] contains statistics on pre-compromise technique usage frequency,
but coverage is lacking to an extent that the information has little to no rele-
vance in this analysis.

The reports sufficiently cover post-compromise adversary behaviour. How-
ever, we do not thoroughly analyse this domain. Manual analysis and com-
parison is more difficult because the domain is rather convoluted, and the
domain will not play a large role in later stages of this research.

3.1.2.3 Results and conclusions

Table 3.1 shows initial access techniques and their observation frequency
according to the analysed threat reports, for those techniques that are men-
tioned in at least three sources. Where available, percentages are mentioned
which concern the total usage frequency of the technique in investigated at-
tacks. Because of the design of MITRE ATT&CK, where the same technique
can occur in multiple tactics, we cannot accurately determine what share of
the observation frequency can be attributed to usage of Valid Accounts dur-
ing the initial access phase for the CrowdStrike and Mandiant reports.

It can be observed that the reports do not entirely agree on technique
usage frequency for the initial access phase. This is largely expected, given
that there will be slight differences in the way CTI providers will source their
information, carry out investigations, and report their findings. However, a
conclusion that can be made is that the four techniques mentioned in 3.1 are
more commonly observed than the 5 remaining initial access techniques - by
a significant margin.

3.1.3 Conclusions

From analysis of MITRE STIX data and publicly available threat reports,
we draw the following conclusions concerning technique usage in the (pre-
)compromise domain:

• While the MITRE ATT&CK framework covers a wide range of tech-
niques, threat actors generally seem to employ few of them. Mandiant
[24] sees a 63% coverage of the MITRE ATT&CK framework across all
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mitre mandiant [24] sophos [26] cs [9] ibm [23]

Valid Accounts (t1078)a
2 ? 4 ? 3 (18%)

External Remote Services
(t1133)

4 3 1 - -

Exploit Public-Facing Ap-
plication (t1190)

5 1 (29%) 2 1 1 (35%)

Phishing (t1566) 1 2 (23%) 3 2 2 (33%)

a This technique is used in multiple tactics in the ATT&CK framework, making it difficult to assess its actual frequency
in the context of initial access attacks

Table 3.1: Initial access techniques and their occurrence according to threat reports
from CTI providers and the previous analysis on MITRE’s CTI repository,
for all techniques that are mentioned in at least three sources

their investigations, with only 23% of techniques being used in more
than 5% of intrusions.

• Activity of threat actors in their preparatory phase (reconnaissance and
resource development) is not well-documented, partially because de-
tection of techniques in this domain is relatively difficult and partially
because CTI providers are not yet using the latest version of ATT&CK.
Where necessary in later stages of this research, pre-compromise ac-
tivity will be inferred from initial access techniques and other tactical
information.

• Four techniques prevail in the initial access phase: phishing, exploita-
tion of public-facing applications, usage of valid accounts and external
remote services (the latter two often being used together). From CTI

data, it is not possible to see a statistically significant difference in
their occurrence.

• The post-compromise domain is more complex in nature - it contains
a significantly larger amount of techniques, and adversaries do not
necessarily need to traverse every tactic to reach their objectives. Given
the choices that have been made in scoping this project, we will refrain
from analysing modus operandi in this domain in more detail.

3.2 scenarios

Recall the second milestone of this research:

MS 2 Constructing a representative set of emulation scenarios covering the
(pre-)compromise phase

In the continuation of this work, we will require a set of scenarios that
will form a basis for implementing and evaluating AAE in the (pre-)compromise
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domain. These scenarios will contain the tactical context and procedure-level
detail that is still missing from the former analysis on technique usage fre-
quency in the (pre-)compromise domain. The process of collecting these sce-
narios will be manual, based on a qualitative analysis on publicly available
Cyber Threat Intelligence (CTI). To be sufficiently representative and useful
in the remainder of this work, the collected set of scenarios will have to fulfill
the following requirements:

• Relevance in the current threat landscape - it should be plausible that
organisations are (still) vulnerable to these scenarios in the real world

• Coverage of the (pre-)compromise domain in terms of technique usage
should be maximised (through the combination of all selected scenar-
ios)

• Full technique-level coverage of the four initial access techniques as
identified in section 3.1.3

• For evaluation purposes, simulation of a vulnerable system or environ-
ment should be attainable

Although harder to encode in requirements, and probably implicit from
previous findings, it is also important that the final selection of scenarios
challenges the existing capabilities of the state-of-the-art in AAE frameworks.

In the remainder of this section, we will elaborate on the chosen set
of emulation scenarios and test them against these requirements. Given
the requirement of fully covering the four previously identified initial ac-
cess techniques, we will centralise the chosen scenarios around these tech-
niques.

3.2.1 Vulnerability Exploitation

The US Cybersecurity and Infrastructure Security Agency publishes a yearly
report on routinely exploited vulnerabilities [10]. While the latest report
mainly focuses on 2020, it also concerns vulnerabilities that have been ac-
tively exploited in 2021. These include vulnerabilities in several Virtual Pri-
vate Network (VPN) solutions, like Fortinet and Pulse Secure, and a chain
of vulnerabilities named ProxyLogon and ProxyShell that were found in on-
premise versions of Microsoft Exchange between May and August 2021.

The most recent vulnerability, named ProxyShell, consists of three sepa-
rate CVE!s that - when combined - can be exploited to gain Remote Code Ex-
ecution (RCE) on the Exchange Server [28]. The first two vulnerabilities allow
an arbitrary attacker to execute commands on the Exchange Server. Full RCE

can be achieved through the third vulnerability - which misuses functional-
ity to export mailboxes to write a web shell to the Exchange Server.

The ProxyShell chain of vulnerabilities forms an interesting scenario for
challenging AAE capability in the (pre-)compromise domain, due to its high
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versatility. Combining the initial two vulnerabilities allows for enumerating
e-mail accounts on the Exchange Server, which can then be used by a so-
phisticated adversary in password spraying attacks or phishing campaigns.
Additionally, internal phishing scenarios can be carried out using access to
the Exchange PowerShell interface. Finally, exploitation of the third vulnera-
bility can be used as a testbed for leveraging RCE in AAE solutions, which is
largely uncharted territory in the domain.

3.2.2 External Remote Services and Valid Accounts

For this scenario, we choose to combine the External Remote Services and
Valid Accounts techniques for the reason that in the context of initial access,
successful usage of the Valid Accounts technique (T1078) always depends
on the availability of External Remote Services (T1133). This has the impli-
cation that this scenario has to cover both techniques in a meaningful and
representative manner.

Consulting MITRE’s knowledge base on adversary behaviour6, commonly
observed external remote services in attacks are VPN solutions and remote
desktop solutions, like Citrix and Microsoft RDP. Less prevalent are remote
management services, like Windows Remote Management (WinRM) and
SSH. For this scenario, we reduce the scope to remote desktop solutions,
given that these services will also play a big role in the lateral movement
phase. Additionally, being able to use remote desktop solutions will most
likely still be a requirement after gaining access to an external-facing VPN

service. Finally, lateral movement through remote desktop solutions forms
an interesting challenge to existing AAE capability - underlying protocols are
generally designed for human-computer interaction and state-of-the-art AAE

frameworks have not yet demonstrated any capability in using these services
to move laterally.

In the context of initial access attacks, threat actors could obtain valid
accounts by brute forcing external services, or a combination of external
reconnaissance and password spraying. Phishing is also a common method
of obtaining credentials, but will be covered in a separate scenario.

It is not surprising that the combination of the previously discussed
techniques is also being observed in the wild. CrowdStrike highlights the
modus operandi of the REvil Ransomware-as-a-Service (RaaS) group in their
yearly Global Threat Report [9, p. 20], who use the combination of pass-
word spraying and external-facing Remote Desktop Protocol (RDP) services
to gain initial access in their campaigns. In the next phase of this research,
we will implement a scenario around their modus operandi as documented
by CrowdStrike.

The password spraying technique forms a useful test case for handling
(partial) credentials in the knowledge model of AAE solutions. Emulating an

6 https://attack.mitre.org/techniques/T1133/

https://attack.mitre.org/techniques/T1133/
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adversary interacting with an RDP service poses a challenge because the ser-
vice is not designed for automated interaction. However, given its extremely
widespread use - both internally and outside-facing - this renders a very
useful baseline scenario for (pre-)compromise AAE.

3.2.3 Phishing

Adversary behaviour within the phishing domain can, generally speaking,
be categorized in two ways. One is the means of delivery - email is most
commonly used [16], but phishing via other services is also being observed,
given that detection and prevention efforts for email phishing have come a
long way over the past few years. The other is the immediate goal of the
phishing campaign - main objectives are either obtaining credentials by lur-
ing users to follow a link to an adversary-controlled web page, or persuading
the user into execution of malicious software that is either delivered through
email attachments or links to external file hosting services.

For this scenario, we choose to use email as a means of delivery - threat
intelligence sources show that this delivery method is still used in the vast
majority of phishing campaigns [16]. Because storage and usage of creden-
tials are already demonstrated in the valid accounts scenario (section 3.2.2),
we focus on the remaining common path - generating and attaching mali-
cious payloads.

A recent Emotet phishing campaign incorporates these two characteris-
tics [2, p. 16]. This group utilizes weaponized Microsoft Office documents
to deliver malware that yields them C2 on their targets. Cofense reports this
as one of the larger phishing campaigns in 2020 [2]. Dynamic generation of
malicious payloads and delivering malware through multi-stage droppers
will prove to be a useful test for AAE capability in resource development and
management.



4
E M U L AT I N G T H E A D V E R S A RY

Recall the third milestone in this research:

MS 3 Integrating the previously defined set of emulation scenarios into a
plugin for an adversary emulation framework

Previously, we have identified CALDERA and Prelude Operator to be the
state-of-the-art frameworks in the Autonomous Adversary Emulation (AAE)
domain. Given the high degree of extensibility and adoption level of the for-
mer framework, we will use it as a basis for building our integration. Effec-
tively, this integration will consist of two main components - a platform that
facilitates autonomous emulation of adversaries in the (pre-)compromise do-
main, and the previously introduced scenarios that are built on top of that
platform.

This chapter is split into three parts. Section 4.1 dicusses the platform for
our custom CALDERA integration - focusing on the engineering work and
architectural choices. In section 4.2, we take the previously selected scenarios
that have - until now - been discussed at a technique level, and discuss the
specific implementation of these techniques that will eventually be used in
the set of abilities that is bundled with our CALDERA integration. Finally,
in section 4.3, we discuss several domain-specific limitations we identified in
the CALDERA framework while implementing this integration. While the
plugin platform works around these shortcomings, we believe they should
be mitigated on the framework level and we propose several high-level solu-
tions to these shortcomings.

4.1 platform

This section discusses the basis of our custom-built CALDERA integration
and describes how it leverages and builds on the functionality provided
by the CALDERA framework. Several fundamental design choices will be
discussed in detail - the custom planner, its knowledge model, modes of
operation, agent groups, and how it handles remote code execution. The
source code for the plugin is available on GitHub1.

4.1.1 Assumptions

We make several assumptions in the implementation of this proof-of-concept
integration. Most of these assumptions are being made to scope out technical

1 https://github.com/DiedB/caldera-precomp

https://github.com/DiedB/caldera-precomp
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challenges that are not immediately relevant to the goals of this research
project.

• The CALDERA Autonomous Adversary Emulation (AAE) framework
is fully capable in post-compromise operation - with the addition of
our proof-of-concept integration, it should be able to traverse the entire
adversary lifecycle.

• The CALDERA server is running on a host that is fully exposed to
at least the initial target host - no Network Address Translation (NAT)
traversal is needed to establish communication between the CALDERA
server and the initial target server.

• All hosts that CALDERA uses as vantage point for initial access attacks
have all necessary prerequisites in terms of software to support execu-
tion of the abilities that are sent to them by the CALDERA framework.

• All hosts that CALDERA uses as vantage point for initial access attacks
are identical from a networking perspective - externally, they share the
same IP address, internally, they are in the same subnet.

4.1.2 Agent groups

CALDERA supports the notion of agent groups, which are essentially labels
applied to an agent that can be used to administer the C2 agents that are pro-
visioned by the framework. In the implementation of our proof-of-concept,
we will uphold three distinctive agent groups, each with its own tactical
purpose.

initial Initial agents are used to run all abilities in the first three stages
of the adversary lifecycle. In the context of initial access attacks, these agents
are outside the organisation network. Given that the hosts these agents are
running on are fully under our control, they can provide all software neces-
sary to support CALDERA abilities. By spawning initial agents on hosts
with various architectures and distributions, a broader basis for offensive
tooling can be offered to the AAE framework.

rce Agents in this group are used as a wrapper around abilities that yield
RCE ability on a target host. The exact purpose of these agents will be further
explained in section 4.1.4.

target Upon gaining C2 on a target machine, the CALDERA plugin will
spawn an agent in the target group. In our implementation, the planner will
not generate any links for agents in this group, but the group can be used
in transitioning towards post-compromise operation using other CALDERA
plugins.

In the remainder of this chapter we will regularly refer back to these
agent groups, especially when discussing automated planning.
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4.1.3 Adversaries and modes of operation

The platform implements two types of adversaries. These types are in close
relation with the previously introduced modes of operation we identify for
automated security testing solutions, and can be chosen depending on the
use case at hand.

unrestricted In unrestricted mode (the precomp-unrestricted adver-
sary), CALDERA works autonomously within the (pre-)compromise domain,
finding any path to initial compromise that can be found based on the
capabilities that are implemented in our integration. Constraints imposed
through the use of fact sources will still apply. This mode of operation fol-
lows the philosophy behind CALDERA and other AAE solutions, and it can
be seen as a red team performing adversary simulation.

scenario emulation In emulation mode (the precomp-scenario-{name}
adversaries), CALDERA stays within the boundaries of specific scenarios. In
all other aspects, CALDERA still operates autonomously. This mode of op-
eration lies more closely to that of Breach and Attack Simulation (BAS) so-
lutions in the sense that it is mostly following a one-dimensional scenario.
This mode of operation lies closer to adversary emulation, given that the
underlying scenario implements a single adversary and stays close to their
TTPs.

4.1.4 Handling remote code execution

When designing abilities that are part of the tactical phases of inital access
or lateral movement, one often encounters procedures that allow for code
execution on the target host. Code execution could be reached through ser-
vices that are designed for this purpose (like Secure Shell (SSH) or Windows
Remote Management (WinRM)), or through the exploitation of certain vul-
nerabilities. In these situations, actually executing code on the remote host
requires two separate actions: one that is run locally, to establish the pipe (a
persistent connection or session) through which commands can be executed,
and one that is run remotely.

Given CALDERA’s current capability, without using workarounds that
are not generally applicable or user-friendly, it is not possible to separate
these two actions - both will have to be combined into one ability. Doing
this goes directly against the philosophy of the framework - to strive for
atomicity in designing abilities, while letting the framework make decisions
in how to use them. Given the paradigms of autonomy and emulation, we
deem it essential to be able to separate these two actions in our proof-of-
concept.
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To this end, we implemented a workaround in the form of a custom
agent. This agent, which is a modified fork of CALDERA’s Sandcat2 agent,
is open-source and can be found on GitHub3. By initialising this agent with
several required arguments, it can modify commands that it receives from
the CALDERA framework such that they are executed on a remote host. We
will shortly introduce the lifecycle of an RCE agent, which consists of three
phases - initialisation, operation and cleanup.

4.1.4.1 Initialisation

This agent is spawned on a host that is local to the operation through a
standard CALDERA ability. This ability should be configured in a way that
all preconditions for remote code execution are satisfied, e.g. having valid
credentials or having confirmed that a vulnerability is working. In the abil-
ity, the following arguments should be passed to the execution of the RCE

agent:

rce command The agent needs a command that it can use to - in turn
- execute commands remotely. This command should be filled with all nec-
essary information which the framework has learned throughout the oper-
ation, such as a hostname and credentials. Additionally, it should contain
an injection point for commands that should be executed on the remote sys-
tem.

executor The framework needs to know what executor to use for abil-
ities that are sent to the RCE agent. An executor can be a certain command
shell (e.g. bash, PowerShell) or direct process execution. In the architecture
of the framework, this is something that is communicated to the framework
by the agent - therefore, it is necessary to pass this information to the RCE

agent on initialisation. The RCE agent could be equipped with the ability to
detect the remote executor on its own, but we decided on a minimal im-
plementation since the agent is merely a workaround as part of a proof-of-
concept. In the majority of situations, the executor type is a priori knowledge
- a specific vulnerability will generally exist on a certain operating system,
and a specific remote administration solution always yields a certain com-
mand shell.

4.1.4.2 Operation

In operation, the RCE agent largely works like any other agent connected to
the framework. Incoming commands are injected into the previously intro-
duced RCE command, resulting in remote execution of incoming commands.
Output from remote commands, if any, is sent back to the framework with-
out any postprocessing.

2 https://github.com/mitre/sandcat
3 https://github.com/DiedB/caldera-precomp-gocat-rce

https://github.com/mitre/sandcat
https://github.com/DiedB/caldera-precomp-gocat-rce
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Figure 4.1: Schematic overview of the interaction between the CALDERA frame-
work and the custom planner implemented in our CALDERA plugin

Tactically, an RCE agent is handled differently by the custom planner that
is bundled with the proof-of-concept plugin. This distinction is further ex-
plained in section 4.1.5.

4.1.4.3 Cleanup

Because CALDERA does not provide an (internal) API to destroy agents, we
pass a reasonable timeout to each RCE agent - ensuring that it cleans itself
up after sufficient time has passed to reach all tactical objectives through the
agent.

4.1.5 Planning

In order to deal with several limitations in CALDERA’s built-in planners,
which are specific to (pre-)compromise Autonomous Adversary Emulation
(AAE), we developed a custom planner that is part of the plugin. While it is
not the intention to tread into the automated planning domain with this re-
search, some form of control on top of CALDERA’s default planner is neces-
sary to support emulation of the scenarios we defined and (pre-)compromise
operation in general.

A global schematic overview of the planner and its interaction with the
framework can be found in figure 4.1. We start by inquiring the CALDERA
framework for all possible links - combinations of abilities, facts and agents -
that it can generate based on the current state of the operation. The resulting
set of links is passed through three subroutines with the intention of reduc-
ing it to only keep links that are relevant to the operation. These subroutines
will be explained in section 4.1.5.1. Finally, the reduced set is sent back to
the framework for execution. This process repeats until either an objective is
satisfied or the reduced set of links is empty.



4.2 scenario implementation 35

4.1.5.1 Set reduction subroutines

deduplicate For all agents in the initial group, we apply a form of
deduplication - we do not want to run the same combination of an ability

and facts on multiple initial agents, given that there exists no tactical
difference between these agents. Only one unique combination remains in
the set of generated links.

constrain rce When an RCE agent is available, we are only interested
in running abilities that are part of the Command and Control (C2) tactic -
upgrading the RCE capability we have to full Command and Control (C2). To
this end, any links that are generated with an RCE agent and an ability that
is not part of the C2 tactic, are removed from the set.

purge target links Given that the main objective of the plugin is
reaching Command and Control (C2) on an initial host, which has been ac-
complished for agents in the target group, purge all links containing target

agents from the set.

4.2 scenario implementation

In the previous section, we introduced a platform that facilitates autonomous
emulation of adversaries in the (pre-)compromise domain. To be able to
prove that this platform is effective, we will leverage it to implement the
three scenarios that were introduced in section 3.2.

Essentially, each scenario needs to be decomposed into a set of AAE abili-
ties. Because we want to support both autonomous simulation and scenario
emulation, these abilities need be atomic and connected through a knowl-
edge model. In this context, we will consider an ability to be atomic when
it is reduced to the smallest possible action an adversary can take such that
they either gain knowledge that is useful to their operation or an extension
of their foothold. The knowledge model is introduced in section 4.2.1, and
the abilities are introduced in section 4.2.2.

4.2.1 Knowledge model

Our proof-of-concept uses a typed knowledge model to give structure to op-
erations. This knowledge model can be seen as an undirected, disconnected
graph. While the graph is disconnected, we strive to connect graph nodes
where possible and relevant, because this allows for better understanding
of how facts were learned throughout an operation. In order to implement
the scenarios we defined, we distinguish nine fact traits. The traits and the
means in which they are related are shown in appendix A.1. We will shortly
introduce the knowledge needed to start an operation in the remainder of
this section.
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In order to impose some initial guidance and constraints on the execution
of an operation, it is possible to provide initial values for certain facts. By
design, our integration expects the following fact traits to be present at the
start of an operation.

ip range The target.range trait can be filled with an IP range in Class-
less Inter-Domain Routing (CIDR) notation. This range will be honored in the
reconnaissance process.

domain The target.domain trait can be filled with a Fully Qualified Do-
main Name (FQDN). This domain name can be used in the reconnaissance
process to execute several reconnaissance steps to fill the knowledge model
with additional information.

4.2.2 Abilities

A structured overview of all abilities that are part of our proof-of-concept can
be found in appendix A.1. We will shortly discuss choices that were made
in decomposing each scenario into abilities. Additionally, we build several
abilities that serve multiple scenarios.

4.2.2.1 Emulation accuracy

While designing these abilities, we regularly make compromises in terms
of accuracy in emulating the techniques of a threat actor. Some of these
compromises are normal in manual adversary emulation as well and have
minimal impact to emulation accuracy (e.g. not matching the IP address of
a threat actor). Others could have a larger impact:

• Adversaries will sometimes use custom-built tooling and payloads,
and CTI only observes and reports the result of execution of these
tools. In the post-compromise domain, these artifacts can sometimes
be collected because adversaries transfer their tools to the infrastruc-
ture they are attacking. Because this does - in general - not apply to
(pre-)compromise operation, we have to make a best effort in emulat-
ing the procedures implemented by their custom tooling based on IoCs

and log samples.

• In several instances, adversaries will perform manual actions during
their operation. Automating these actions can have an impact on the
accuracy of the emulation of their procedures. We are, for instance, lim-
ited to specific procedures when interacting with RDP-enabled hosts.

• We are balancing between the implementation of a mode for autonomous
simulation and scenario-specific emulation. For abilities that are not
immediately specific to a certain scenario, we choose a general imple-
mentation that matches an adversary at the technique-level but might
not be the case at the procedure level.
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• High-quality CTI, with the detail that is neccessary to emulate threat
actors in a sufficient way, is not always available to us.

While, for the reasons above, compromises to emulation accuracy have
to be made in some instances, we have no reasons to believe that this would
have an impact on assessing whether the platform we designed is fit for
emulation of specific adversaries in use cases where higher accuracy is im-
portant.

4.2.2.2 Generic abilities

network enumeration Given that the plugin starts with a CIDR range
of IP addresses, we need a method to identify active hosts and the services
they expose before continuing the operation. We use a basic Nmap scan for
this in ability A1.

spawning c2 agents Ability A5 downloads and spawns a C2 agent on
target hosts. In our implementation, this is the default agent that is used
by the CALDERA framework. We do not mimick the procedures of a spe-
cific adversary because we consider adaptation to third-party C2 out of the
scope of this proof-of-concept. We further address this limitation in section
4.3.3.

4.2.2.3 Scenario-specific abilities

We decompose each scenario defined in the previous chapter into several
atomic abilities. For each of these scenarios, we will shortly discuss the
choices that have been made in this process.

vulnerability exploitation After scanning for the presence of the
vulnerability using a basic and common check through Nmap (A2), we use a
popular proof-of-concept implementation of a ProxyShell exploit4 to which
we make some slight alterations. We split the exploit in three atomic steps.
The first step extracts email addresses from the Exchange server and stores
them in the knowledge model of the operation (A3). The second completes
the exploitation path and drops a webshell on the vulnerable server (A4).
We modify the exploit to match the IoCs found in [1]. Finally, we extract the
part that uses a planted webshell to execute commands on the remote server.
Given that the exploitation process completes succesfully, an RCE agent is
spawned that leverages this third step (A10).

external remote services and valid accounts After finding hosts
that expose an RDP service and a potential username from the reconnaissance
phase, we execute a password spray using Hydra5, a popular tool for execut-
ing brute force attacks against several services. Given that a credential pair is
found, an adversary would leverage it to start a session with the RDP service.

4 https://github.com/dmaasland/proxyshell-poc
5 https://github.com/vanhauser-thc/thc-hydra

https://github.com/dmaasland/proxyshell-poc
https://github.com/vanhauser-thc/thc-hydra
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Generally, this would be a manual task - the RDP protocol is not designed for
automated interaction. Few tools exist to do this in an automated way - we
use a modified version of SharpRDP6 which is able to automate keyboard in-
teraction and uses this to spawn processes. Because this tool did not initially
support uppercase letters, we modified it to be able to send Base64-encoded
PowerShell commands. We submitted a pull request to fix this limitation,
and are using a patched version of SharpRDP in our scenario. This patched
version is used by an RCE agent which we spawn when a credential pair is
found (A11).

phishing We make two assumptions in the implementation of this sce-
nario. We omit some parts of the resource development phase - setting up
the prerequisites for a phishing campaign in terms of domain registration
and reputable email infrastructure is a process that is relatively complex to
automate and is not immediately relevant within the scope of this research.
Additionally, we abstract the human element away and assume interaction
on the receiving side that benefits the immediate objectives of the emulated
threat actor. E-mail addresses are gathered using Spiderfoot based on the
public domain that is present in the knowledge model (A6). To compile a ma-
licious Microsoft Office document, we use macro_pack7 and configure it to
download a PowerShell dropper (A5) on macro execution (A8). Again, while
this is a common implementation of the phishing technique, it is challeng-
ing to use payloads from real adversary campaigns. While these payloads
are widely available, it is infeasible to modify these into a form where their
execution benefits our operation. The compiled document is sent through
a preconfigured Simple Mail Transfer Protocol (SMTP) server (A9), using an
EML payload as template for the email. We use a sample from the TrickBot
group, but the scenario could work with any phishing email sample.

4.3 extending caldera capability

Throughout the implementation phase, we identified several shortcomings
in the architecture of the CALDERA AAE framework. While we have ap-
plied workarounds to mitigate these shortcomings for the implementation
of our plugin, we see potential for making several fundamental changes to
the framework with the goal of making it more capable in emulating adver-
saries in the first stages of the attack lifecycle. In this section, we will pro-
pose these modifications - on an abstract level - for the main shortcomings
we identified.

4.3.1 Ability composition

In section 4.1.4, we introduced the need for handling Remote Code Execu-
tion (RCE) in a flexible manner and implemented a workaround to satisfy

6 https://github.com/0xthirteen/SharpRDP
7 https://github.com/sevagas/macro_pack

https://github.com/0xthirteen/SharpRDP
https://github.com/sevagas/macro_pack
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our requirements in terms of autonomy and emulation accuracy. We do still
make concessions in terms of accuracy in this workaround, however, with
regard to persistence of connections through which commands are executed
remotely. Additionally, application of the workaround in the process of de-
veloping new scenarios is not very straightforward.

When striving towards the most accurate emulation, there should be a
possibility to keep the aforementioned connection alive. However, there will
not be a persistent connection or session in all scenarios that yield the ability
to execute code remotely - web shells generally receive a new connection for
each command that is sent to them.

We will propose a general solution, which will work universally. This
solution might not always yield the most accurate result from point of view
of a defender, because the pipe is still being recreated for each command
that is run remotely.

By extending the specification for abilities, one can indicate to CALDERA
that an ability allows for substituting in another ability, the latter being ex-
ecuted on a remote host. The following fields should at minumum be avail-
able in composable abilities:

• A precondition which needs to be fulfilled before the ability can be
used for substitution (verifying whether RCE is possible)

• A substitution marker for injecting commands (from other abilities) in
the ability

• The type of executor that needs to be used for substituted abilities
(bash, PowerShell, ...)

An extended solution, that allows for persisting pipes as well, is more
complex from an engineering point of view. This will likely warrant the
addition of an API for remote executors, implementing a subset of the func-
tionality of the existing API for agents. Remote executors would be small
programs that initialize a remote connection and listen for commands that
can be sent over that connection.

While these modifications to CALDERA’s internals are non-trivial, it is
an absolute prerequisite to improve accuracy in emulation of adversaries
through the initial access and lateral movement phases.

4.3.2 Pre- and postconditions

When designing abilities, one often encounters situations where certain
constraints need to be imposed on the facts that are being used in the ability.
By design, a simple constraint exists: the current state of the operation needs
to be able to satisfy the set of facts used in an ability.

This does not always suffice - one might want to impose constraints on
the relation between facts. Credentials are a prime example - combining
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random usernames and passwords gathered within an operation, will prob-
ably not yield the desired result. In the CALDERA framework, this can be
achieved by using requirements, which are separate Python modules that
take a fact or a relation between facts as input, and based on some logic,
return whether the requirement is satisfied.

In several situations, it is possible to write generic requirements that can
be used by several abilities. We argue, however, that in practice many sit-
uations occur where requirements and facts need to be built specific to an
ability. At that point, the model of requirements doesn’t scale, and the pro-
cess of designing abilities becomes rather tedious. In the process of devel-
oping our integration, we identify two distinguishable use cases where the
requirement model falls short:

fact values Situations occur where the specific value of a fact is a con-
dition for an ability to run. For example, this occurs when the knowledge
graph contains hosts and the ports they expose, and abilities require a spe-
cific port being open. For each of these abilities, a custom requirement is
needed that specifically checks for the value required by the ability,

ability chains While the AAE framework should generally be respon-
sible for picking abilities to execute and the order in which to execute them,
there are situations where implementing predefined chains of abilities is a
necessity. For example, one can think of a scenario which chains the ex-
ploitation of multiple vulnerabilities - there is not much tactical meaning
in executing individual abilities that exploit a single vulnerability each, but
splitting them helps in debugging attack chains and evaluating detection
performance. Using CALDERA’s current capabilities, each of these abilities
would need custom facts and requirements to ensure the chain is run in con-
secutive order - making the process of implementing abilities tedious and
polluting CALDERA’s knowledge model.

The solution we propose is twofold. Firstly, a custom query language
that allows for making queries against CALDERA’s knowledge model, in-
cluding the set of links that has been executed in that operation. Secondly,
an extension to the ability specification to include optional pre- and post-
conditions written in this query language, where the former determines
whether the ability is allowed to run and the latter determines success of
the ability (reverting the alterations that were made to the knowledge graph
in the execution of that ability). The implementation of these improvements
would greatly reduce the complexity of abilities and the plugins around
them, which facilitates an easier implementation process and easier shar-
ing.
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4.3.3 Adapting to third-party C2

Adversaries use a wide range of C2 frameworks in their operations. Popular
choices are Cobalt Strike8 and Covenant9, but a multitude of frameworks
exist. To accurately emulate an adversary, it is necessary to replicate the
usage of their tooling in emulation scenarios. This is rather hard to do au-
tonomously in the Command and Control (C2) category, as it will require the
AAE framework to communicate with third-party C2 beacons.

CALDERA, in its current state, implements its own C2 framework. The
framework is rather flexible in its design by supporting custom contact meth-
ods for agents, that can also be supplied through plugins. This functionality
already goes a long way in terms of emulation accuracy, as it allows for repli-
cating many properties of the communication used between the C2 beacon
and the framework. In some cases, this functionality could even be leveraged
to completely replicate the endpoints a third-party C2 agent uses to check in
to the framework, effectively bypassing the third-party C2 framework.

However, for advanced C2 solutions, this approach will not work or not
be able to scale. In these situations, direct integration with the third-party C2

framework could be a solution. This would require an extension to CALDERA
that allows for starting persistent ’bridges’ as part of an operation, which op-
erate the third-party framework in an automated manner while sending and
receiving all necessary information from the CALDERA framework.

8 https://www.cobaltstrike.com
9 https://github.com/cobbr/Covenant

https://www.cobaltstrike.com
https://github.com/cobbr/Covenant
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E VA L U AT I O N

Recall the final milestone in this research:

MS 4 Validating the plugin against a test environment and testing its appli-
cation to real-world use cases

This chapter consists of three parts. Section 5.1 introduces the environ-
ment in which we can perform this evaluation. In section 5.2, we evaluate
the behaviour of the previously introduced CALDERA integration against
this environment. Finally, in section 5.3, we identify several real-world use
cases for our work, and evaluate its contribution to these use cases.

5.1 environment

We construct a testing range to validate our previously introduced CALDERA
integration and to compare it to similar solutions. A global overview of this
environment is shown in figure 5.1. We display all hosts that are present in
this range categorized by their purpose. Where relevant, the figure also dis-
plays networking architecture. In the following sections, we will introduce
all relevant context and parameters used to construct the testing range.

5.1.1 Networking

We require granular control over networking in the testing range, for several
reasons. Firstly, the range contains multiple vulnerable hosts - unwanted
external interaction should be prevented by all means. Additionally, it is de-
sirable to place extra safeguards around the AAE operations we are executing.
While our plugin is designed to honor several configurable constraints, the
application of safeguards on the network level will ensure operations do not
break out of their boundaries.

To meet these requirements, we attach all hosts that are under our control
to a virtual network1. Within this virtual network, we configure two separate
IP ranges. One is being assigned to initial agents - the hosts CALDERA uses
as a vantage point for emulated attacks. The other range is reserved for
vulnerable hosts.

Where necessary, we use Azure VPN Gateways2 to link networks to-
gether. These gateways form protected tunnels that provide certain external

1 https://docs.microsoft.com/en-us/azure/virtual-network/
virtual-networks-overview

2 https://docs.microsoft.com/en-us/azure/vpn-gateway/vpn-gateway-about-vpngateways

https://docs.microsoft.com/en-us/azure/virtual-network/virtual-networks-overview
https://docs.microsoft.com/en-us/azure/virtual-network/virtual-networks-overview
https://docs.microsoft.com/en-us/azure/vpn-gateway/vpn-gateway-about-vpngateways
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resources with access to (a segment of) the virtual network. These gateways
are indicated with circle-ended connectors in figure 5.1.

5.1.2 Offensive infrastructure

5.1.2.1 AAE

The CALDERA framework is running locally on a Linux-based host. Modi-
fications that were made to CALDERA’s default configuration and the con-
figuration used for our plugin are described in appendix B. The CALDERA
deployment has two initial agents at its disposal - running on hosts with
the latest versions of Windows 10 and Debian respectively. All software pre-
requisites for (pre-)compromise operation are available on these hosts.

5.1.2.2 BAS

For specific aspects in our validation strategy, we make a comparison against
other solutions that are designed to validate security controls - Breach and
Attack Simulation (BAS) solutions. To this end, we deploy the BAS platform
offered by AttackIQ3, as it is the only platform that is accessible to us.

Because BAS solutions do not have the capability to autonomously reach
C2 on target hosts, agents need to be pre-installed on targets to simulate
adversary behaviour after the virtual perimeter has been breached. Where
necessary, we deploy and configure these agents on target hosts.

5.1.3 Defensive infrastructure

We deploy a defensive stack into the testing range which allows us to collect
metrics from a defender’s perspective. We choose to use Elastic Security as
a SIEM, given that it is free to use for non-commercial purposes and easy
to set up and integrate with endpoints. Moreover, it comes with a strong
baseline of detection rules4 that is openly and actively maintained based on
fresh threat intelligence sources. Our deployment contains 623 rules which
have all been enabled.

All three target endpoints are equipped with Elastic Agent5. This agent
runs in the background and collects logs from several sources on the local
machine before sending everything back to the Elastic Security stack. By
default, these agents also act as an endpoint security solution - actively pre-
venting malicious activity. We modify their configuration such that they only
observe.

3 https://attackiq.com/breach-and-attack-simulation/
4 https://github.com/elastic/detection-rules
5 https://www.elastic.co/downloads/elastic-agent

https://attackiq.com/breach-and-attack-simulation/
https://github.com/elastic/detection-rules
https://www.elastic.co/downloads/elastic-agent
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Figure 5.1: Topology of the testing range that will be utilized for anaylsis and vali-
dation

5.1.4 Targets

5.1.4.1 Virtual servers

target-phish This host runs on a default Azure deployment of Win-
dows 10, with the latest version of Microsoft Office installed.

target-rdp This host runs on a default Azure deployment of Windows
10 with RDP enabled. The password of one of the RDP users is available on
common password lists.

target-exchange This host runs on Windows Server 2019 Datacenter.
Microsoft Exchange Server 2019 CU9 is installed and configured - the last
release before the ProxyShell vulnerability was patched.

All defensive controls that are in place by default are disabled on these
hosts.

5.1.4.2 Serverless infrastructure

target-website This resource serves a static website. It is used as a tar-
get in the reconnaissance phase and meant to model a real-world company
website. We modify the website template to include some names and email
addresses that can be used in several scenarios.
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5.2 execution

5.2.1 Methodology

To validate the basic functioning of our CALDERA integration, we will ex-
ecute it in our testing range for each adversary that has been implemented.
We configure the CALDERA framework and our integration as described
in appendix B. The raw operation logs, as exported from CALDERA after
an operation is complete (i.e. the planner is unable to generate valid links
within the operation), are available on GitHub6. Based on the output of oper-
ations, we demonstrate that we are able to perform autonomous adversary
emulation in the (pre-)compromise domain for the scenarios we defined,
and we show the behaviour of our custom integration under various circum-
stances.

operation charts Operation logs will be illustrated using Gantt charts,
since these convey the time path of various events that occur within an oper-
ation. Each column in a Gantt chart equals one second passing, and events
are rounded to the nearest second. The top row of these charts shows agents
that are part of the operation. More specifically, agents are shown based on
the time they first call into CALDERA’s internal C2 framework. In the re-
maining rows, we show links executed for each iteration the planner makes,
connected to the agent that is executing the link using arrows.

For the execution of each link, we distinguish two phases. The first, de-
picted as a shaded block, denotes time taken between delegation of a link
(the framework queuing the link for execution) and the specific agent retriev-
ing said link for execution. Following our configuration, agents report to the
framework on a two-second interval, resulting in an upper bound of two
seconds for this phase. It should be noted that this phase does not always
show up in the resulting chart, because it can be rounded down to zero sec-
onds. The second phase, depicted as a white block, is the actual execution of
the link by an agent. Links show the ability they contain, which is denoted
by an ID that can be found in the ability reference in appendix A. Ability
composition, where applied by the framework, is denoted with ’←’, where
the left side is the ability that supports composition, and the right side is the
ability that is being substituted.

5.2.2 Results

vulnerability exploitation Figure 5.2 shows an execution log of the
precomp-scenario-vulnexp adversary. Under this configuration, execution
is linear - each ability produces knowledge or a tactical advantage that can be
leveraged by exactly one new ability. After 109 seconds, an agent is spawned
on the target and no new links can be generated.

6 https://gist.github.com/DiedB/52dcf0cadb0f192adea6ea0e01af7d7f

https://gist.github.com/DiedB/52dcf0cadb0f192adea6ea0e01af7d7f
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A10

A10← A5

Figure 5.2: Execution of a CALDERA operation running under the
precomp-scenario-vulnexp adversary. Further elaboration on read-
ing these operation charts can be found in section 5.2.1.

external remote services and valid accounts Figure 5.3 visu-
alizes an operation running under the precomp-scenario-spray adversary.
Reconnaissance abilities (A1 and A6) are executed in parallel as their knowl-
edge requirements are fulfilled by available fact sources. Subsequently, a
password spray is executed, gaining knowledge in the form of valid RDP cre-
dentials. Ability composition is applied on A11 to reach the goal of spawning
a target agent on the remote host.

phishing Figure 5.4 shows an operation running under the
precomp-scenario-phish adversary. Reconnaissance (A6) and payload gen-
eration (A8) occur in parallel, after which the payload is staged and sent.
Given that execution of the payload on the target system is a manual ac-
tion, the time between the execution of ability A9 and the first callback of
agent target0 does not hold any information in terms of plugin perfor-
mance.

5.3 application

As part of our validation strategy, we evaluate the application of our custom
CALDERA integration to real-world use cases. We identify three main use
cases:

security validation This is the use case that BAS platforms are de-
signed to cover. Security can be tested by taking scenarios that simulate real
threat and automatically executing these scenarios on a regular basis against
an environment with security controls installed. Our CALDERA integration
covers this use case in scenario emulation mode.
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Figure 5.3: Execution of a CALDERA operation running under the
precomp-scenario-spray adversary. Further elaboration on reading
these operation charts can be found in section 5.2.1.

initial0initial1 target0
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Figure 5.4: Execution of a CALDERA operation running under the
precomp-scenario-phish adversary. Further elaboration on read-
ing these operation charts can be found in section 5.2.1.
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security control development Developing new security controls is
done based on threat information, preferably as realistic and close to the de-
fended environment as possible. Blue teams could download AAE scenarios
from a public library, or receive them from a red team in a purple teaming
session, and use them as a basis for ’tuning’ their defensive stack. In scenario
emulation mode, the framework would generate realistic indicators in the en-
vironment they are defending. This forms an effective basis for developing
new security controls.

autonomous red teaming As introduced before, AAE frameworks
could form an extension to a red team. The red team is more creative and
sophisticated than AAE solutions, but the latter are consistent, cheap and can
be executed on a regular basis. Our CALDERA integration covers this use
case in autonomous mode.

In section 5.3.1, we will set up an experiment to compare detection per-
formance between a security validation solution and our plugin in scenario
emulation mode. Evaluation of the other use cases is more complicated -
while we have strong reasons to assume our work provides a valuable contri-
bution, proving its effectiveness requires a combination of expert evaluation
and further extension in terms of scenarios - both of which are infeasible
within the time we set out for performing this research. We will regard the
evaluation of our work in these use cases as future work.

5.3.1 Security validation

Hypothetically, our AAE integration should - if implemented correctly - be
able to trigger the same security controls as a BAS platform that is executing
similar scenarios. Additionally, given the claim that our AAE integration is
able to more accurately emulate real adversary procedures, we are interested
in seeing whether the integration is actually able to trigger more security
controls.

5.3.1.1 Methodology

For the experiment, we were able to access one BAS platform - the one built
by AttackIQ7. Access was gained through their training resources, which
give full access to the BAS platform for training purposes.

Given that the scenarios selected for this research are quite common in
the real world, we find (very) similar scenarios in the library provided by
AttackIQ. To construct a valid comparison, we carefully map our scenarios
to those implemented in the AttackIQ BAS platform. This process is outlined
in appendix A.3.

We then execute each of the scenarios in both AAE and BAS against the
testing range, and collect relevant metrics from the detection stack.

7 https://attackiq.com/breach-and-attack-simulation/

https://attackiq.com/breach-and-attack-simulation/
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5.3.1.2 Results

vulnerability exploitation In the BAS platform, this scenario con-
sists of three stages - port scanning, exploiting the vulnerability and execut-
ing a C2 agent on the remote host. The AAE implementation executes the
same process through more atomic steps. For the comparison, we will com-
bine these to align with the steps taken in the BAS scenario. Table 5.1 shows
the detection rules that were triggered while running the scenario with both
solutions.

The first stage in this scenario (mapping 1 in table 5.1) is a port scan
which does not trigger any alerts in either execution. While this step would
technically be detectable, alerting on it would likely yield many false posi-
tives. Therefore, this result is in line with expectations.

In the second stage (mapping 2 in table 5.1), differences appear in terms
of detection between AAE and BAS executions. The difference for the second
step can be explained because the BAS scenario does not actually use the
entire ProxyShell vulnerability - it stops once a (malicious) email has been
planted in one of the mailboxes. Normally, an attacker would then export
the mailbox to plant a webshell on the filesystem of the target host - which
does trigger several alerts in our detection stack. While this is a limitation
with the specific BAS platform we test against, it does not necessarily have to
exist in other BAS solutions.

The final stage (mapping 5 in table 5.1) is more interesting. Our plugin
actually uses the knowledge and tactical advantage it has gained in previ-
ous steps - it drops and executes a C2 agent through the webshell that has
been planted, triggering two additional detection rules in the process. A BAS

platform would generally not be able to do this - rather, it uses its agent on
the target host to simulate process execution. This also triggers an alert but
does so in both executions.

external remote services and valid accounts The first stage in
this scenario (mapping 1 in table 5.1) is a port scan - again, this does not
trigger any alerts in our detection stack for either execution.

The second stage (mapping 3 in table 5.1) - a password spray on an
external-facing RDP service - is being detected. The detection stack triggers
on an RDP session being created from the internet during both executions.
We would expect that a multitude of login attempts would also trigger an
alert, but it does not.

Finally, the last stage (mapping 6 in table 5.1) uses the credentials that
were found to drop a C2 agent on the remote host. While the BAS platform
directly uses its agent on the remote host to execute a process, our AAE

plugin actually employs the RDP session to drop the agent. This triggers a
second alert in our detection stack.
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phishing This scenario is not too interesting for comparison, as most
activity is out of scope of our detection stack. The only stage that is tested -
mapping 4 in table 5.1 - yields the same results between execution through
AAE and BAS. Lots of alerts are being triggered, which is not not unexpected.
Using malicious macros in Microsoft Office documents to install malware is
a well-documented method of gaining initial access and strong efforts have
been made on the defensive side.

5.3.1.3 Conclusion

This experiment shows that our integration is effective in emulating the sce-
narios we defined - it is able to surpass the BAS solution in terms of detection
controls triggered. Additionally, there was no control our integration was not
able to trigger where the BAS counterpart could. We show that this is not nec-
essarily only because these specific BAS scenarios are lacking, but also due
to architectural limitations that will likely exist in all BAS platforms. While
AAE frameworks do not have all functionality that BAS platforms provide for
validating security controls, AAE frameworks could certainly play a strong
role in the execution aspect of this use case.
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mapping detection aae detection bas

1 - -
2

• Exporting Exchange Mail-
box via PowerShell

• Microsoft Exchange
Server UM Writing
Suspicious Files

-

3

• RDP (Remote Desk-
top Protocol) from the
Internet

• RDP (Remote Desk-
top Protocol) from the
Internet

4

• Process Execution from
an Unusual Directory

• Suspicious PowerShell En-
gine ImageLoad

• Suspicious WMI Image
Load from MS Office

• Malicious Behavior Detec-
tion Alert: WMI Image
Load via Microsoft Office

• Malicious Behavior De-
tection Alert: RunDLL32

with Unusual Arguments
• Malware Detection Alert
• Malicious Behavior De-

tection Alert: Unusual
PowerShell Engine Im-
ageLoad

• Process Execution from
an Unusual Directory

• Suspicious PowerShell En-
gine ImageLoad

• Suspicious WMI Image
Load from MS Office

• Malicious Behavior Detec-
tion Alert: WMI Image
Load via Microsoft Office

• Malicious Behavior De-
tection Alert: RunDLL32

with Unusual Arguments
• Malware Detection Alert
• Malicious Behavior De-

tection Alert: Unusual
PowerShell Engine Im-
ageLoad

5

• Process Execution from
an Unusual Directory

• Microsoft Exchange
Worker Spawning Suspi-
cious Processes

• Webshell Detection:
Script Process Child of
Common Web Processes

• Process Execution from
an Unusual Directory

6

• RDP (Remote Desk-
top Protocol) from the
Internet

• Process Execution from
an Unusual Directory

• Process Execution from
an Unusual Directory

Table 5.1: Detection rules triggered for each of the mappings as identified in ap-
pendix A.3, compared between AAE and BAS execution
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C O N C L U S I O N

This thesis explores the potential for further introducing automation in the
process of adversary emulation, specifically through the following research
question:

RQ How can threat actors be emulated in their (pre-)compromise tactics,
techniques and procedures in an autonomous fashion?

Through extension of previous work on autonomous post-compromise
adversary emulation by MITRE, we were able to present a proof-of-concept on
autonomous (pre-)compromise adversary emulation for threat scenarios in-
volving phishing, brute-forcing credentials against external-facing services
and vulnerability exploitation. These threat scenarios are established based
on statistical analysis on (pre-)compromise modus operandi of threat actors
in chapter 3 and their combination shows sufficient coverage of the (pre-
)compromise domain. While showing that autonomous emulation is possi-
ble for the specific scenarios we defined, and showing improvement over
related automation efforts, we also look at the issue of doing autonomous
(pre-)compromise adversary emulation in a broader sense by generalising
domain-specific issues into a platform that facilitates building novel scenar-
ios. Practical boundaries exist to the process of adversary emulation, and
we identify several additional boundaries that emerge when automating the
process, namely automation of procedures that are highly manual in nature
and plugging into third-party C2 frameworks.

6.1 research limitations

The first limitation we encounter in this research is that we do not have
Cyber Threat Intelligence (CTI) available at the level of detail and quality
that would be desired. This limitation manifests itself in the analysis on
technique usage frequency, but also in emulation accuracy of the scenarios
we implement. Tactical Cyber Threat Intelligence (CTI) at the level of quality
and detail that is needed to do adversary emulation does exist, but is only
offered by commercial providers and comes at a high price.

Secondly, this work only implements a few emulation scenarios. Imple-
menting scenarios is time-consuming work, especially because adversary
emulation frameworks are still in their infancy and because each scenario
needs target infrastructure to test against. While the scenarios in this work
are carefully chosen and reach quite a good coverage of the (pre-)compromise
domain in terms of technique usage, implementing additional scenarios and
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increasing technique coverage would likely yield extra results in the form
of emulation platform requirements and automated planning requirements.
However, we do expect that implementing additional scenarios will quickly
reach a point of diminishing returns.

Another limitation can be seen in the validation of this work, which was
fully performed in a lab environment. While we made an effort to ensure that
this environment closely reflects the real world, the research would benefit
from additional expert evaluation by red and blue teams.

Finally, our main research question is broadly scoped, even broader than
we could have imagined beforehand. Managing the scope of the research
was a recurring issue during the research phase. While most choices that
lead to a concrete limitation are already described in the foregoing enumera-
tion, we would like to emphasise that there are many complex aspects to au-
tonomously emulating adversaries, and we have only touched ground with
our contribution.

6.2 future work

We identified that a large amount of relevant and promising scientific effort
exists in the domain of automated planning for offensive security operations.
This work is, nearly without exception, built and validated against modeled
environments. Additionally, we identified that the factor of uncertainty - not
having a priori knowledge of the environment you are attacking - is not al-
ways taken into account in related work. Simultaneously, AAE frameworks
are strong in execution but do not implement the state-of-the-art in auto-
mated planning. Given that a baseline for automated emulation of adversar-
ial procedures across the entire killchain now exists in the form of CALDERA
with its existing capabilities and our extension, an interesting angle for fu-
ture research would be to connect theory and practice. This would likely
yield interesting insight in gaps that exist on either side of the coin.

Over the course of this research, we noticed that it is hard to assess and
validate work on adversary emulation. Manual campaigns in the field of cy-
bersecurity are often executed on a best effort basis, and most existing work
on automating the process lies closer to simulation than emulation. Further
improvements to the process of adversary emulation could be guided by an
objective method of assessing the maturity of a campaign.

Finally, further research could be done into the applicability, usability
and flexibility of various AAE solutions. Most existing work, including our
research, does not surpass the proof-of-concept stage. While the ideas that
have been implemented are promising for several practical use cases, they
need to be applied to study their effects and limitations.



A
P L U G I N R E F E R E N C E

a.1 abilities

In this thesis, we regularly refer to the abilities implemented into our proof-
of-concept. The table on the following page gives a more detailed overview
of these abilities and several properties they carry. The leftmost column con-
tains an identifier for each ability that is being used as a reference within
this work.
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id plugin id
a

technique d
b

c
c

description

A1 00837c5f-b757-

4503-840b-c9fd-

ec8ac2b7

T1595.001 X Use Nmap to scan for public-
facing services in an IP range

A2 72d02ae7-0972-

46c4-be19-3998-

8c8fb13e

T1595.002 X Use Nmap to scan for vulnera-
bilities in public-facing services

A3 849a38ab-6fd2-

4c2f-817a-a07c-

9d60fbf4

T1589.002

T1190

T1588.005

X ProxyShell email enumeration -
use SSRF vulnerability to query
AD for email addresses

A4 f3369229-12b5-

42b8-b26b-8726-

2802d139

T1190

T1505.003

T1588.005

X Drop webshell through chain of
ProxyShell vulnerabilities

A5 38b639c7-4812-

4933-9356-c187-

7d1eec03

T1059.001

T1105

T1071.001

T1588.001

T1608.001

X Spawn C2 agent (on target
host)

A6 1b21c07f-3367-

45eb-8231-6474-

3bb292c1

T1589.002 Find email addresses on a pub-
lic website

A7 46ca03a2-ffdd-

4b6b-878c-84f7-

0d1df7d4

T1110.003 X Execute a password spray us-
ing Hydra

A8 ebd7ebd0-2a8e-

4f83-adc0-4e13-

cbd47082

T1588.001

T1608.001

Generate malicious document
containing Sandcat agent

A9 7b8a9df6-ba88-

47a5-8de1-b1d3-

82d4eff9

T1566.001

T1204.002

X Send malicious payload via
email - execution is assumed on
receipt

A10 554cc237-02c1-

423f-ba52-e612-

bd1b4d1c

T1505.003 X X Execute a command through an
ASP.NET webshell

A11 bee06102-c9a1-

42d9-8600-e910-

f310bdbb

T1078

T1059.003

X X Execute a command through an
RDP session

a The ID for the ability as used in our CALDERA plugin
b Detectable - whether execution of the ability can (at least partially) be observed by the detection stack

deployed in our testing range
c Composable - indicates whether an ability is designed to be composed with other abilities - this

property is used in RCE agents
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a.2 knowledge model

Our proof-of-concept uses a structured knowledge model which is used by
abilities and the planner to keep track of the state of an operation and to
make decisions. Table A.1 shows all fact traits that we use, including the
abilities that use or produce facts of this trait and an example value. The
knowledge model is a graph, and traits can therefore be related through
(named) edges. These relationships are being shown in figure A.2.

Internal fact traits that are used as part of a workaround to mitigate miss-
ing functionality in the CALDERA framework are omitted here. We also
omit traits that are being used to keep track of lateral movement and traits
that express CALDERA’s internal configuration, although these are both be-
ing used by our abilities.

trait source
a

using
b

prod. c
example

target.range X A1 - 10.0.0.0/24

target.domain X A6 - x.com

target.employee.email A9 A3, A6 j.doe@x.com

target.employee.username A11 A7 admin

target.employee.password A11 A7 Summer2020

target.ip A2, A3, A4, A7, A11 A1 10.0.0.1

target.port A2, A7, A11 A1 3389

target.vulnerability A3, A4 A2 proxyshell

target.webshell.url A10 A4 x.com/shell.aspx

a Whether this fact is expected to be present at plugin initialisation - if not, this fact will be ’learned’ during the
operation

b Abilities that use facts with this trait
c Abilities that produce facts with this trait

Table A.1: Fact traits in use by our proof-of-concept CALDERA integration, includ-
ing the abilities that are using and producing these traits and example
values

source trait edge target trait

target.employee.username has_password target.employee.password

target.remote.ip has_open_port target.remote.port

target.remote.ip vulnerable_to target.vulnerability

Table A.2: Potential edges between facts in our proof-of-concept CALDERA integra-
tion
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a.3 bas scenario mapping

To evaluate our implementation against BAS, we need to map our scenar-
ios to those implemented in a BAS platform. For our experiment, we make
this comparison against the BAS platform offered by AttackIQ. This map-
ping, including any relevant remarks on the mapping process, is provided
in the table below. Because execution steps do not always have the same
scope between the two solutions, we align our comparison with the largest
step in either solution. Ability composition, where applied on the side of
our plugin, is indicated with ’←’. Any abilities that are out of scope of our
detection setup are omitted in this mapping, as they are irrelevant in the
experiment.

mapping ability id
a

attackiq id
b

remarks

1 A1 0aecbfba-8818-

489c-b816-4ff1-

f73a1f24

-

2 A2

A3

A4

ddc774a4-5d02-

416d-96d5-f9c6-

805107c9

The BAS scenario implements three
plugin abilities in one - it verifies
whether the system is vulnerable,
enumerates email addresses from
the Exchange Server and drops a
malicious attachment into one of
the mailboxes. It does not follow
the last step of the exploit chain
however - exporting the mailbox
to plant the webshell on the filesys-
tem.

3 A7 25aed0af-be94-

4eb0-9171-add0-

f414060c

The BAS password spraying sce-
nario is configured to use the same
username and password lists as
used in the AAE scenario

4 A9 04ed47b9-145c-

46f6-9434-f9f5-

af27a2d2

The BAS scenario simulates pro-
cess execution on a host - we pass
the generated phishing document
as payload.

5 A10← A5 04ed47b9-145c-

46f6-9434-f9f5-

af27a2d2

The BAS scenario simulates pro-
cess execution on a host - we pass
the same C2 agent as used in abil-
ity A5 as payload.

6 A11← A5 04ed47b9-145c-

46f6-9434-f9f5-

af27a2d2

The BAS scenario simulates pro-
cess execution on a host - we pass
the same C2 agent as used in abil-
ity A5 as payload.

a The ID for the ability as defined in the table in Appendix C.1
b The internal scenario ID as used in the AttackIQ BAS platform



B
C O N F I G U R AT I O N S

b.1 caldera

b.1.1 Framework

The framework is running with version 4.0.0-alpha.21. The following mod-
ifications are made to its default configuration:

# HTTP contact point for agent beacons

app.contact.http: http://172.16.0.2:8889

plugins:

- sandcat # Agent framework

- precomp # Our own plugin

- stockpile # Expected by the CALDERA framework

- debrief # For debugging completed operations

# Prevent interfering with Prelude Operator

port: 8889

b.1.2 Agents

The following modifications are made to CALDERA’s agent configuration:

# Do not run any bootstrap abilities on agent check-in

bootstrap_abilities: []

deployments:

# Sandcat agent - no other agents used

- 2f34977d-9558-4c12-abad-349716777c6b

# Let agents beacon in on two-second intervals

# Do not implement jitter for testing consistency

sleep_max: 2

sleep_min: 2

1 https://github.com/mitre/caldera/releases/tag/4.0.0-alpha.2

https://github.com/mitre/caldera/releases/tag/4.0.0-alpha.2
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b.2 plugin

In the testing and validation process, the fact source for our plugin is config-
ured as follows:

name: precomp-source

facts:

# The target CIDR range for the operation

- trait: "target.range"

value: "10.0.1.0/28"

# Domain name of target

- trait: "target.domain"

value: "website.precomp-test.local"

# SMTP configuration

- trait: "internal.phishing.smtp.server"

value: "172.16.0.2:1025"

- trait: "internal.phishing.from"

value: "test@precomp-test.local"

rules: []

relationships: []
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